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FIGURE 7.2 ILDs for sinusoidal stimuli plotted as a function of azimuth: each curve is
for a different frequency. Adapted from Feddersen ct al. (1957).

cast by the head. On the other hand, at high frequencies, where the wavelength
is short compared with the dimensions of the head, little diffraction occurs. A
“shadow”, almost like that produced by a beam of light, occurs. For sound
sources that are distant from the listener, ILDs are negligible below about
500 Hz, but may be as large as 20 dB at high frequencies, as shown in Fig. 7.2,
which is adapted from Feddersen ct al. (1957). The situation is different for
sound sources that are very close to the head of the listener. For such sources,
considerable ILDs can occur even at low frequencies (Brungart and
Rabinowitz, 1999).

1TDs range from O (for a sound straight ahead) to about 690us for a sound
at 90 azimuth (directly opposite one ear). The time difference can be
calculated from the path difference between the two ears, as illustrated in
Fig. 7.3. The time difference is plotted as a function of azimuth in Fig. 7.4,
adapted from Feddersen ¢t al. (1957). In practice, the ITD for a given azimuth
does vary slightly with frequency, so the function shown in Fig. 7.4 is only an
approximation. For a sinusoidal tone, an ITD is equivalent to a phase
difference between the two ears, called an interaural phase difference (IPD)-
For example, for a 200-Hz tone, with a period of 5000 us, an 1TD of 500us is
equivalent to an IPD of 36 (one-tenth of a cycle). For low-frequency tones,
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FIGURE 7.3 Illustration of the method for.calculating the difference in arrival time at
the two ears for a distant sound source at an angle (azimuth)  radians to the observer.
Denoting the radius of the head (about 9 cm) by r, the path difference d between the
two ears is given by d=r +r sin6. For a sound directly to one side of the observer,
0 =mn/2 radians and d = (971/2) + (9 sin(n/2) = 23 cm. Since sound takes about 30 ps to
travel 1 cm, the corresponding time delay is about 690 ps.
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FIGURE 7.4 1TDs plotted as a function of azimuth. Adapted from Feddersen et al.
(1957)
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the IPD provides effective and unambiguous information about the location of
the sound. However, for higher-frequency sounds, the IPD provides an
ambiguous cue. For example, for a 4000-Hz sinusoid, the period is only
250 ps, and an ITD of 500 ps would result in two whole cycles of IPD. For
high-frequency sounds, the auditory system has no way of determining which
cycle in the left ear corresponds to a given cycle in the right ear. Ambiguities
start to occur when the period of the sound is about twice the maximum
possible ITD, i.e., when the period is about 1380 s and the frequency of the
sound is about 725 Hz. A sinusoid of this frequency lying to one side of the
head (90° azimuth) produces waveforms at the two ears that are in opposite
phase (IPD of 180°). The location of the sound source is now ambiguous,
since the waveform at the right ear might be either a half-cycle behind that at
the left ear or a half-cycle ahead; a 725-Hz tone at —90° azimuth would
produce the same waveforms at the two ears as the same tone at 90" azimuth.
Head movements, or movements of the sound source, may resolve this
ambiguity, so there is no abrupt upper limit in the ability to use phase
differences between the two ears. However, phase differences become highly
ambiguous for frequencies above about 1500 Hz.

In summary, for sinusoids, the physical cue of ILD should be most useful at
high frequencies, while the cue of ITD should be most useful at low
frequencies. The idea that sound localization is based on ILDs at high
frequencies and ITDs at low frequencies has been called the “duplex theory”
and it dates back to Lord Rayleigh (1907). Although it appears to hold
reasonably well for pure tones, it is not strictly accurate for complex sounds,
as will be explained later.

2B PERFORMANCE IN LOCALIZATION AND LATERALIZATION TAsks

Studies of localization using sinusoids have usually used tone bursts with
gradual onsets and offsets to minimize cues related to the interaural timing of
the envelope; envelope cues are discussed in more detail later in this chapter.

Figure 7.5 shows the MAA for sinusoidal signals presented in the horizontal
plane, plotted as a function of frequency (Mills, 1958, 1972). Each curve
shows results for a different reference azimuth; the task was to detect a shift in
position around that azimuth. The MAA is smallest for a reference azimuth of
0, i.e., for sounds coming from directly in front of the subject. A shift of only
about 1 can be detected for frequencies below 1000 Hz. Performance worsens
around 1500-1800 Hz. This is consistent with the duplex theory; above
1500 Hz phase differences between the two ears are ambiguous cues for
localization, but up to 1800 Hz, ILDs are small and do not change much with
azimuth (see Fig. 7.2). Performance worsens markedly when the reference
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FIGURE 75 The MAA for sinusoidal signals plotted as a function of frequency; each
curve shows results for a different reference direction. Data from Mills (1958).

azimuth is moved away from 0°. Indeed, for reference azimuths of 60" and
75°. the MAAwas so large that it could not be determined when the frequency
was around 1800 Hz. This can be understood by consideration of Fig. 7.2. For
a frequency of 1800 Hz, there is an ILD of about 10dB for azimuths from
55 to 1407, but the ILD hardly changes when the azimuth is changed over
that range. This leads to a very large MAA.

The MAA is measured using sounds presented using loudspeakers. Such
sounds lead to both ITDs and ILDs. When resolution is studied using
earphones, it is possible to study the effectiveness of ILDs alone or ITDs alone.
In one method, two stimuli are presented successively, one of which is
identical at the two ears (diotic) while the other might have an ITD or ILD.
The task of the subject is to indicate whether the first stimulus was to the left
or the right of the second stimulus. In other words, the task is to identify a
shift in location associated with a change in ITD or ILD.

Thresholds for detecting changes in ITD are smallest when the reference
ITD is zero, corresponding to a sound heard in the center of the head (Yost,
1974). In this case, a change in ITD of about 10ps can be detected for a
frequency of 900 Hz. Such a change would be produced by moving a sound
source through an azimuth of about 1°; this corresponds well with the MAA
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value described earlier. The smallest detectable ITD increases somewhat at
lower frequencies, although the threshold is roughly constant at about 3*
when it is expressed as the smallest detectable change in IPD. Above 900 Hz,
the threshold ITD increases markedly, and above 1500 Hz changes in ITD are
essentially undetectable (this is not true for complex sounds; see Section 3B).
The threshold ITD increases for all frequencies when the reference ITD is
greater than zero.

Thresholds for detecting changes in ILD are also smallest when the reference
ILD is zero. In this case, changes in ILD of about 1dB can be detected across a
wide range of frequencies, although performance worsens slightly for
frequencies around 1000 Hz (Mills, 1960; Yost and Dye, 1988). It is interesting
that changes in ILD can be detected at low frequencies and are heard as shifts
in lateral position, even though such cues only occur in everyday life for sound
sources close to the listener (Brungart and Rabinowitz, 1999).

In summary, the resolution of the binaural system for sinusoids is best for
sounds that come from directly ahead (0° azimuth). Resolution at low
frequencies is based on the use of ITDs. Changes in ITD cannot be detected
for frequencies above 1500Hz. Changes in ILD can be detected over the
whole audible frequency range, but, in practice, ILDs sufficiently large to
provide useful cues to sound location usually occur only at high frequencies.

2C BINAURAL BEeaTs

A phenomenon that is related to the ability of the auditory system to process
phase differences at the two ears is that of binaural beats. These may be heard
when a tone of one frequency is presented to one ear, via headphones, and a
tone of slightly differing frequency is presented to the other ear. If the
frequency difference is less than about 2 Hz, the sound appears to move right
and left across the head. For higher frequency differences, the perception
becomes more diffuse and appears to fluctuate in loudness or to be rough.
Binaural beats are quite different from the physical beats that are produced
when the two tones are mixed in an electrical or acoustical system. Such
physical beats or monaural beats occur because the two frequencies are
alternately in phase and out of phase and, thus, alternately cancel and
reinforce one another; the intensity fluctuates at a rate equal to the frequency
difference between the two tones (see Chapter 1, Section 2D). Binaural beats,
however, depend on an interaction in the nervous system of the neural output
from each ear. They provide a demonstration that the discharges of neurons in
the auditory nerve preserve information about the phase of the acoustic
stimulus. Neural spikes tend to occur at a particular phase of the stimulating
waveform. At points in the auditory system where the signals from the two
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ears are combined, the trains of neural spikes from the two ears superimpose
differently depending on the relative phase of the stimuli at the two ears.
There is thus a neural basis for the subjective fluctuations that occur when the
relative phase at the two ears fluctuates, as it does when tones with slightly
different frequencies are presented to the two ears.

Since binaural beats differ in their origin from monaural beats, it is hardly
surprising that the two kinds of beats differ subjectively; binaural beats are
never as distinct as monaural beats. Monaural beats can be observed over the
entire audible frequency range, whereas binaural beats are essentially a low-
frequency phenomenon. Estimates of the highest frequency for which binaural
beats can be observed have varied. The beats are heard most distinctly for
frequencies between 300 and 600 Hz, but become progressively more difficult
to hear at high frequencies. The exact upper limit depends on both the
intensity and the experimental technique used, but it is generally agreed that
the beats are exceedingly difficult to hear for frequencies above 1000Hz
(Licklider et al., 1950). Monaural beats are most distinctly heard when the two
tones are matched for intensity and cannot be heard when the intensities of the
two tones differ greatly. Binaural beats, however, can be heard when there are
large differences in intensity at the two ears (Tobias, 1963). This is consistent
with physiological evidence that phase locking occurs over a wide range of
stimulus intensities. It has been claimed that binaural beats can be heard even
when the tone to one ear is below absolute threshold (Groen, 1964). However,
recent evidence does not support this claim (Gu et al., 1995).

3 THE LATERALIZATION OF COMPLEX SOUNDS

All sounds thatoccur in nature have onsets and offsets, and many also change
their intensity or their spectral structure as a function of time. ITDs of these
transients provide cues for localization that are not subject to the phase
ambiguities that occur for steady sinusoidal tones. Also, for sounds that cover
a reasonable frequency range, phase ambiguities can be resolved by
comparisons across frequency; the ITD that is common across all frequency
channels must be the “true” ITD (see Section 3G).

3A THE AcuiTy OF LATERALIZING TRANSIENTS
Klumpp and Eady (1956) measured thresholds for discriminating ITDs using

sumuli delivered via headphones. They compared three types of stimuli:
band-limited noise (containing frequencies in the range 150-1700 Hz);



254 An Introduction to the Psychology of Hearing

1000-Hz sinusoids with gradual rise and fall times; and clicks of duration
1 ms. The waveform of the first stimulus fluctuates randomly as a function of
time and thus provides transient information that is repeated many times
during the presentation time of the stimulus; the pure tone provides only
information relating to ongoing phase differences, while the click is effectivelya
single transient. The threshold ITDs were 9, 11, and 28 ps, respectively. The
greatest acuity occurred for the noise stimulus, with continuously available
transient information, but the tone gave performance that was only slightly
worse. The single click gave rise to the poorest performance. It is worth noting,
however, that the tones in this experiment were of relatively long duration
(1.4 s). For tones of shorter duration, acuity is not so great, and cues related to
onset and offset transients (which would be comparable to those provided by
the clicks) become relatively more important. Also, threshold ITDs for trains of
repeated clicks can be as small as 10 ps (Dye and Hafter, 1984) when the click
rate is reasonably low (200 clicks per second or less). For sounds with ongoing
transient disparities, such as bursts of noise, the ability to discriminate
ITDs improves with duration of the bursts for durations up to about 700 ms,
when the threshold reaches an asymptote of about 6pus (Tobias and
Schubert, 1959).

3B Acuity As A FuNcTioN OF FREQUENCY AND THE USE OF
ENVELOPES

Stimuli such as noises and clicks contain energy over a wide range of
frequencies. Yost et al. (1971) determined which frequency components were
the most important, by studying the lateralization of clicks whose frequency
content had been altered by filtering. The subjects were asked to discriminate
a centered image (produced by diotic clicks) from a displaced image
(produced by delaying the click to the left ear). They found that
discrimination deteriorated for clicks that were highpass filtered, so that
only energy above 1500Hz was present, but it was largely unaffected by
lowpass filtering. Also, masking with a lowpass noise produced a marked
disruption, while a highpass noise had little effect. Thus, the discrimination of
lateral position on the basis of ITDs depended largely on the low-frequency
content of the clicks, although somewhat poorer discrimination was possible
with only high-frequency components.

This finding ties in rather well with the results obtained with pure tones,
showing that we cannot compare phases between the two ears for frequencies
above 1500 Hz. When a click is presented to the ear, it produces a waveform at
a given point on the basilar membrane (BM) looking rather like a decaying
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sinusoidal oscillation (see Fig. 1.13). The frequency of the oscillation depends
on which part of the BM is being observed; at the basal end the frequency is
high and at the apical end it is low. For frequencies below 1500 Hz, the phases
of these decaying oscillations at the two ears can be compared, thus conveying
accurate information about the relative timing of the clicks at the two ears.
For frequencies above 1500 Hz, this “temporal fine structure” information is
lost; only timing information relating to the envelope of the decaying
oscillation is available for binaural processing, and this reduces the accuracy
with which the clicks can be localized.

Henning (1974) has provided further evidence for the importance of the
amplitude envelope. He investigated the lateralization of high-frequency tones
that had been amplitude modulated (see Fig. 3.7). He found that the
detectability of ITDs in the envelope of a 3900-Hz carrier modulated at a
frequency of 300 Hz was about as good as the detectability of ITDs in a 300-Hz
pure tone. However, there were considerable differences among individual
subjects; the ITDs necessary for 75% correct detection in his forced-choice
task had values of 20, 50, and 65 pus for three different subjects. Henning
found that 1TD of the envelope rather than ITD of the temporal fine structure
within the envelope determines the lateralization. The signals could be
lateralized on the basis of ITDs in the envelope even when the carrier
frequencies were different in the two ears. Thus, it seems that, for complex
signals containing only high-frequency components, listeners extract the
envelopes of the signals and make use of the ITDs in the envelopes. However,
lateralization performance is best when the carrier frequencies are identical,
and poor lateralization results when the complex waveforms at each ear have
no frequency component in common. Thus, factors other than the envelope
can affect lateralization performance. The fact that ITDs of the envelope can
be processed even when the sounds have no components below 1500Hz
indicates that Rayleigh's duplex theory, which was described earlier, is not
completely correct.

It has been shown that the ability to discriminate ITDs in the envelopes of
high-frequency stimuli can be improved if the temporal structure of the
envelope is made “sharper” or more distinct. This has been done using
“transposed” stimuli (van de Par and Kohlrausch, 1997). The processing
involved is illustrated in Fig. 7.6. A low-frequency sine wave is half-wave
rectified, which preserves the positive half cycles while setting the negative
half cycles to zero (top trace). The rectified sine wave is then multiplied by a
high-frequency carrier (middle trace), giving the transposed stimulus shown
in the bottom trace. The envelope of the transposed stimulus would convey
similar temporal information in the auditory system to the low-frequency sine
wave. Bernstein and Trahiotis (2002) measured thresholds for discriminating
changes i ITD for three types of stimuli: (1) low-frequency sine waves;
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FIGURE 76 Illustration of the creation of a “transposed” stimulus. A low-frequency
sine wave is half-wave rectified (top trace) and multiplied by a high-frequency sine
wave (middle trace) to produce the transposed stimulus (bottom trace). Adapted from
Bernstein and Trahiotis (2002).

(2) 100% sinusoidally amplitude-modulated (SAM) high-frequency sine waves,
and (3) “transposed” stimuli like those illustrated in Fig. 7.6. The threshold
ITDs obtained with the transposed stimuli were generally smaller than those
obtained with SAM tones and, for modulation frequencies of 128 and 64 Hz,
were equal to or smaller than the threshold ITDs obtained with their low-
frequency sinusoidal counterparts. Thus, the binaural system seems to be able
to process ITDs carried in the envelopes of high-frequency stimuli with similar
precision to that obtained with low-frequency sine waves.

3C ONSET DispPARITIES VERSUS ONGOING DISPARITIES

Tobias and Schubert (1959) investigated the relative importance of onset
disparities and ongoing disparities in lateralization judgments by pitting one
against the other. They presented bursts of noise via headphones, with a
particular onset 1TD, and determined the amount of ongoing ITD needed to
counteract the onset information and recenter the subjective image. They
found that small ongoing ITDs offset much larger onset ITDs and that for
durations exceeding 300 ms the onset had no effect. Even for short bursts
(10 ms) the ongoing ITD had the greater effect. However, Zurek (1993)
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pointed out that studies showing that onset ITDs are less important than
ongoing ITDs for lateralization all controlled the onset ITD by the gating of
the sounds; any ITD in the onset was in the envelope rather than the temporal
finestructure. He also pointed out that studies in which the fine structure was
delayed showed a greater effect of the onset. This is confirmed by a recent
experiment of Akeroyd and Bernstein (2001). They used a method similar to
that of Zurek(1980), in which they varied the ITD of a 5-ms section of an
otherwise diotic broadband noise of 50-ms duration. Thresholds for detecting
the ITD were lowest when the target section was at the start of the sound,
deteriorated when it was in the middle, and then got better toward the end. It
appears that ITD information in the temporal fine structure is weighted more
at the start and end of a sound than in the middle. This may be related to the
precedence effect, which is discussed in Section 6 of this chapter.

3D TiME-INTENSITY TRADING

If identical clicks are presented to the two ears via headphones, then the
sound source is usually located in the middle of the head; the image is said to
be centered. If the click in the left ear is made to lead that in the right ear by,
say, 100 ps, the sound image moves to the left. However, by making the click
in the right ear more intense, it is possible to make the sound image move
back toward the right, so that once again the image is centered. Thus, it is
possible to trade an ITD for an ILD. The amount of time difference needed to
offset a 1-dB difference in level at the two ears is often described as the
“trading ratio”.

The phenomenon of time-intensity trading led to the theory that ITDs and
ILDs are eventually coded in the nervous system in a similar sort of way. In
particular, it was suggested that the time required to evoke neural responses
was shorter for more intense sounds, so ILDs were transformed into ITDs at
the neural level (Deatherage and Hirsh, 1959). This was called the “latency”
hypothesis.

More recent work has indicated that things are not so straightforward. Both
for low-frequency tones and for clicks, two separate sound images may be
heard when ITD and ILD are opposed. For tones, Whitworth and Jeffress
(1961) found that one image, the “time image”, was little affected by ILDs and
showed a trading ratio of about 1pus/dB. The other, the “intensity image”,
showed a trading ratio of about 20 ps/dB. For clicks, Hafter and Jeffress (1968)
found ratios of 2-35pus/dB for the “time image” and 85-150us/dB for the
“intensity image”. Hafter and Carrier (1972) have confirmed that listeners are
able to detect differences between diotic signals and dichotic signals that have
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been centered by opposing an ITD with an ILD. These experiments indicate
that ITDs and ILDs are not truly equivalent.

3E BINAURAL ADAPTATION

Hafter and his colleagues (Hafter and Dye, 1983; Hafter et al, 1988) have
demonstrated a form of adaptation that appears to be specific to binaural
processing. They investigated the lateralization of trains of clicks that
contained energy only over a limited range of high frequencies, typically
around 4 kHz. They measured thresholds for discriminating ITDs or ILDs as a
function of the number of clicks in the train (n) and the interval between
successive clicks (I). A sample of their results for the discrimination of ILDs is
shown in Fig. 7.7. When I was 10ms, giving a click rate of 100/s, the
thresholds decreased progressively with increasing n. The thresholds were
inversely proportional to /n, which implies that all the clicks in the train
provided an equal amount of information (Green and Swets, 1974). However,
when | was lms, giving a click rate of 1000/s, the threshold decreased
only slightly with increasing n. This implies that the first click provided
much more information than the subsequent clicks. The results for values of
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FIGURE 7.7 Thresholds lor detecting an interaural difference in level are plotted as a
function of the number of clicks, n, in a click train. Each threshold for n clicks (AIDL,)
is plotted relative to the threshold for a single click (AIDL,): a log scale is used. The
different symbols showdatafor different interclick intervals: 10 (solid circles). 5 (open
circles), 2 (solid triangles). and 1 ms (open triangles). The dashed line has a slope of
—0.5 and indicates where the points would lic if each click in the train provided an
equal amount of information for localization. From Hafter and Dye (1983). by
permission of the authors and J. Acoust. Soc. Am.
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I'between 1 and 10 ms showed that clicks after the first provided progressively
less information as I was decreased.

In summary, for high click rates, the binaural system appears to process
only the onset of the click train; it is as if there is a rapid adaptation at high
click rates, so that clicks after the first convey little information for
localization. The higher the click rate, the faster is the adaptation. Note that
the later clicks can still be heard, even though they do not result in an
improvement in localization.

Hafter et al. (1988) have presented evidence that a suitable “trigger”
stimulus can produce a release from adaptation. Clicks presented after the
trigger are more effective for localization than clicks immediately before the
trigger. Among suitable triggers are a brief low-intensity burst of noise, a brief
tone burst, and a gap in the click train. Hafter and coworkers argued that the
recovery from adaptation was the result of an “active release” rather than a
simple decay of the adaptation. They suggested that:

1t is as though the auditory system becomes increasingly insensitive to interaural
cues past the stimulus onset while continuing to monitor for signs of new
conditions. When one occurs, the slate is wiped clean and the spatial environment
is sampled again.

From this point of view, the triggers described earlier are successful in
producing a release from binaural adaptation because they signal that a
change has occurred.

3F BINAURAL INTERFERENCE

McFadden and Pasanen (1976), using stimuli presented via headphones,
showed that the ability to discriminate ITDs in a narrowband noise stimulus
centered at 4000Hz was degraded by the presence of a second diotic
narrowband noise centered at 500 Hz. Since that time, such interference
effects have been demonstrated for a range of stimuli, including sinusoidal
tone bursts, amplitude-modulated sine waves, and bands of noise (Trahiotis
and Bernstein, 1990; Buell and Hafter, 1991; Stellmack and Dye, 1993; Buell
and Trahiotis, 1994; Stellmack, 1994; Heller and Trahiotis, 1995). Inter-
ference effects have also been demonstrated for stimuli presented via
loudspeakers in an anechoic chamber; the MAA for a narrowband noise
target centered at 4000 Hz was higher in the presence of a narrowband noise
interferer centered at 500 Hz when the interferer was pulsed on and off with
the target (Croghan and Grantham, 2010). These experiments have shown
that the ability to detect or discriminate interaural differences in stimuli
centered at one frequency is degraded by the presence of conflicting interaural
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differences in stimuli centered in another frequency region. This across-
channel interference effect has been called “binaural interference”. In some
ways it resembles modulation detection interference, which was described in
Chapter 5, and pitch discrimination interference, which was describedin
Chapter 6.

Binaural interference shows some asymmetry in frequency; generally, low-
frequency interferers strongly degrade the lateralization of high-frequency
targets, while high-frequency interferers have little effect on the lateralization
of low-frequency targets. However, this is not always the case. Heller and
Richards (2010) required subjects to discriminate changes in either ITD or
ILD of one noise band (the target) in the presence or absence of an
uninformative second noise band (the interferer). The noise bands were
centered at 500 and 4000 Hz, and either band could be the target. The
interferer was presented either diotically, or dichotically with ITDs or ILDs
that varied randomly across intervals. For ITD discrimination, interference
was greater for the 4000-Hz target than for the 500-Hz target, but for ILD
discrimination, interference for the 500-Hz target was comparable to that for
the 4000-Hz target. The interference effects were larger when the interferer
ITD or ILD was randomly varied than when the interferer was diotic.

One interpretation of binaural interference is that it results from fusion of
the target and interfering sounds into a single sound image. The perceived
location of the fused image would then depend on some form of average of the
positions of the target and interfering sounds. If judgments of lateral position
are based upon this fused image, then changes in the position of the target
sound will be more difficult to detect when the target is accompanied by an
interfering sound that does not change or that changes in an irrelevant way.
Low-frequency sounds are weighted more heavily than high-frequency sounds
in determining the average (Yost et al., 1971; Zurek, 1985), an effect that has
been called “spectral dominance™ This can account for the spectral
asymmetry that is usually found in the interference effect, although it does
not account for the finding of Heller and Richards (2010) that for ILD
discrimination, interference for the 500-Hz target was comparable to that for
the 4000-Hz target.

The idea that binaural interference results at least partly from perceptual
fusion of the target and interfering sounds is supported by the finding that the
interference is reduced when the interfering sound is presented continuously,
or with an onset asynchrony relative to the target, rather than being turned on
and off (gated) synchronously with the target (Stellmack and Dye, 1993;
Stellmack, 1994; Heller and Trahiotis, 1995; Croghan and Grantham, 2010).
As will be described in Chapter 8, synchronous gating promotes perceptual
fusion of different sounds, whereas asynchronous gating promotes perceptual
segregation. However, the interference is often not abolished by asynchronous
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gating, suggesting that perceptual fusion may not provide a complete
explanation. For example, Woods and Colburn (1992) measured thresholds
for lateralization of a target sinusoid on the basis of its ITD, when it was
presented with two interfering sinusoids. The target component started up to
250 ms after the two interfering components. This asynchrony “elicited the
percept of two separate sound objects: a rough-timbred object followed by a
tone-like object. Each subject reported these perceptions the first time they
were exposed to the stimuli” (p. 2897). However, in this condition, the
threshold ITD for the target tone was still higher than when that tone was
presented in isolation.

3G AcRross-FREQUENCY INTEGRATION AND
THE EFFECT OF BANDWIDTH

For sounds with a small bandwidth, such as a sinusoid or narrow band of
noise, the cue of ITD can be ambiguous. Consider as an example a narrow
band of noise centered at 500 Hz. This resembles a 500-Hz sinusoid that is
slowly fluctuating in amplitude. If this sound is presented via earphones with
an ITD of 1500 us (which is larger than the largest ITD that would occur in
everyday life) with, say, the left ear leading, the sound is heard toward the
right rather than toward the left (Jeffress, 1972; Trahiotis and Stern, 1989).
The ITD in this case corresponds to an IPD of the fine structure of 270° (0.75
cycle lead in the left ear), but the auditory system appears to give more weight
to the smaller possible IPD of —90° (0.25 cycle lead in the right ear). When
the IPD is ambiguous, the sound tends to be perceived at a location
corresponding to the smallest possible IPD. Ambiguities in IPD can be
resolved by increasing the bandwidth of the stimulus so that it produces more
or less independent outputs from several auditory filters (Jeffress, 1972;
Trahiotis and Stern, 1989; Stern and Trahiotis, 1995). For example, for a
broadband noise with a lead at the left ear of 1500 pus, the “true” ITD is
common to all of the “channels” (auditory filters) that are excited. In contrast,
the smallest IPD in a given channel varies with the center frequency of that
channel. For example, for a channel tuned to 400 Hz (period = 2500 ps), the
“true” IPD is 216" (corresponding to 0.6 cycle) and the corresponding smaller
IPD is 144 (corresponding to 0.4 cycle). For a channel tuned to 800Hz
(period = 1250 ps), the true IPD is 432" (corresponding to 1.2 cycle) and the
corresponding smaller IPD is 72° (corresponding to 0.2 cycle). For a stimulus
like this, the auditory system determines the location of the sound on the
basis of the ITD that is common across channels, rather than on the basis of
the smallest IPD, which varies across channels. Thus, the “correct” location is
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perceived. The bandwidth required for correct localization, for a noise band
centered at 500 Hz, is about 400 Hz (Trahiotis and Stern, 1989).

4 THE CONE OF CONFUSION AND THE ROLE
OF HEAD MOVEMENTS

Ignoring for the moment the influence of the pinnae, the head may be
regarded as a pair of holes separated by a spherical obstacle. If the head is kept
stationary, then a given ITD is not sufficient to define uniquely the position of
the sound source in space; there is a cone of confusion such that any sound
source on the surface of this cone would give rise to the same ITD (see Mills,
1972 and Fig. 7.8).

Ambiguities related to the cone of confusion or to the location of a sound
source in the vertical direction may be resolved by head movements. If the
head is rotated about a vertical axis by, say, 20°, and this results in a 20" shift
in the apparent azimuth of the sound relative to the head, then the sound
source is perceived as being in the horizontal plane. If the rotation of the head
is accompanied by no change in the position of the auditory image relative to

mm/

FIGURE 7.8 A cone of confusion for a spherical head and a particular ITD. All sound
sources on the surface of the cone would produce that interaural time delay. For details
of how 1o calculate the cone of confusion, see Mills (1972).
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the head, then the sound is perceived as located either directly above or below
the listener. Intermediate shifts in the location of the auditory image lead to
intermediate vertical height judgments (Wallach, 1940).

Hirsh (1971) has reviewed a number of experiments showing improved
localization abilities when head movements were allowed. In some cases,
monaural localization was as good as binaural localization (Freedman and
Fisher, 1968). -This suggests that head movements provide cues other than
changes in ITD and ILD. For complex sounds, such as white noise,
movements of either the head or the sound source produce changes in the
spectral patterning at each ear (see Section 5), and these changes provide cues
as to the direction of the sound source.

5 MONAURAL LOCALIZATION, THE ROLE
OF THE PINNAE AND HRTFS

Although head movements or movements of the sound source are clearly
important and can help to resolve ambiguities in vertical direction, our
abilities at judging vertical direction are far in excess of what would be
predicted if the only information available was related to interaural
differences and changes in those differences produced by head movements.
For example, we are able to judge the location of a burst of white noise in the
median plane when the duration of the burst is too short to allow useful
information to be gained from head movements.

Many workers have suggested that the pinnae provide information that is
used in judgments of vertical location (Butler, 1969) and for the discrimina-
tion of front from back, while others (Batteau, 1967; Freedman and Fisher,
1968) have suggested that the pinnae are important for localization in every
direction. To investigate the role of the pinnae, Batteau inserted microphones
into casts of actual pinnae held on a bar without a model of the head in
between them. The sounds picked up by the microphones were played to the
subjects via headphones. The subjects were able to make reasonably accurate
judgments of both azimuth and elevation. When the pinnae were removed
from the microphones, judgments were quite erratic.

It is noteworthy that, with the artificial pinnae in place, subjects reported
that the sounds were localized out “in space” and not, as is usually the case
with headphones, lateralized inside the head. This impression persisted even
when one microphone was disconnected. The pinnae alter the sound in a way
that causes the sounds to be perceived as externalized (although appropriate
reverberation is also important).
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Gardner and Gardner (1973) investigated localization in the median plane
for wideband noise and for bands of noise with various different center
frequencies. They found that occlusion of the pinnae cavities by filling them
with molded rubber plugs decreased localization abilities, with the largest
effects occurring for wideband noise and for the bands of noise with the
highest center frequencies (8 and 10 kHz). However, there was still some
effect at 3kHz.

It is now generally accepted that the pinnae modify the spectra of incoming
sounds in a way that depends on the angle of incidence of the sound relative
to the head. This has been confirmed by measurements in the ear canal of
human observers and by measurements using realistic models of the human
head (Shaw, 1974; Oldfield and Parker, 1984; Wightman and Kistler, 1989;
Kawaura et al., 1991; Wenzel et al., 1993; Blauert, 1997). The sound entering
the ear canal arrives both directly from the sound source and after one or
more reflections from the pinna. The reflected sound is delayed relative to the
direct sound, and when added to the direct sound it cancels the direct sound
at some frequencies (when the delayed sound is 180° out of phase with the
direct sound) and reinforces the direct sound at other frequencies (when the
delayed sound is nearly in phase with the direct sound). Thus, the head and
pinna together form a complex direction-dependent filter. The filtering action
is often characterized by measuring the spectrum of the sound source and the
spectrum of the sound reaching the eardrum. The ratio of these two (usually
expressed in decibels) gives what is called the “head-related transfer function™
(HRTF). The HRTF shows a complex pattern of peaks and dips that varies
systematically with the direction of the sound source relative to the head and
that is unique for each direction in space.

The spectral changes produced by the head and pinna can be used to judge
the location of a sound source. Since it is the spectral patterning of the sound
at the eardrum that is important, the information provided by the pinnae is
most effective when the sound has spectral energy over a wide frequency
range. High frequencies, above 6 kHz, are especially important, since it is only
at high frequencies that the wavelength of sound is sufficiently short for the
sound to interact strongly with the pinna.

If diotic narrowband noise signals are presented, their perceived elevation
depends on frequency only and not on the direction of sound incidence
(Blauert, 1969/1970). Similar results have been found by Butler (1971) for the
localization of tone bursts with one ear occluded. The direction perceived
corresponds to the direction that would give a peak in the HRTF at that
frequency. For example, a diotic narrowband noise or sinusoid with a (center)
frequency of 8kHz is usually localized overhead, regardless of its actual
position. This is the precise spatial position that would give a peak in the
HRTF at 8 kHz. This suggests that peaks in the spectrum are a major cue for
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localization. However, other evidence suggests that notches in the spectrum
can also play an important role (Bloom, 1977), while some studies suggest
that both peaks and notches are important (Watkins, 1978).

Although the spectral changes produced by the pinnae are limited to
frequencies above 6kHz, modification of the spectrum of the stimulus may
occur at much lower frequencies than this, because the head and torso, as well
as the pinnae, -can affect the spectrum. The effects described by Blauert and
Butler were found for frequencies between 500 Hz and 16 kHz.

Individuals differ in the shapes and sizes of their heads and pinnae. Hence,
HRTFs also differ across individuals. To assess the importance of such
individual differences, Wenzel et al. (1993) compared localization accuracy
for stimuli presented in free field over loudspeakers and for stimuli presented
over earphones. In the latter case, the stimuli were filtered to simulate free-
field presentation, using HRTFs; this is often referred to as *“virtual
localization™. The question addressed was: can subjects make effective use
of information provided by another person’s pinna? To answer this, the
accuracy of virtual localization was measured using a “representative” HRTF
rather than the listener's own HRTE The results suggest that cues to horizontal
location are robust, but resolution of the cone of confusion is adversely
affected by using nonindividualized HRTFs; more errors were made in
distinguishing front from back and up from down when free-field listening
was simulated using earphones than when true free-field listening was used.

Kawaura et al. (1991) also used virtual localization to study the importance
of individual differences in HRTFs. They used three subjects, and each subject
was presented with sounds processed using their own HRTFs or processed
using the HRTFs of one of the other subjects. Performance was very similar
for these two cases, suggesting that individual differences in the HRTFs were
not very important. However, in similar experiments, Middlebrooks (1999)
and Moller et al. (1996) found that performance was always better when
subjects listened via their own HRTFs than when they listened via another
person’s HRTFs. Middlebrooks also showed that virtual localization could be
improved if the HRTFs measured from another person’s ears were scaled in
frequency to minimize the mismatch between spectral features in the listener’s
and the other person’s HRTFs.

If the listener is to make efficient use of spectral cues associated with the
direction of a sound source, then it is necessary to distinguish spectral peaks
and dips related to direction from peaks and dips inherent in a sound source
or produced by reflections from nearby surfaces. Thus, one might expect that
a knowledge of the sound source and room conditions would also be
important. However, knowledge of the spectrum of the sound source might
not be essential for two reasons. First, the spectral peaks and dips introduced
by the pinnae are quite sharp, whereas for many sound sources the spectrum
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at high frequencies is relatively smooth. Secondly, the two ears provide
separate sets of spectral cues, so the difference between the sound at the two
eardrums could be used to locate unfamiliar sound sources. Even for sound
sources in the median plane, asymmetries in pinna shape may result in
interaural disparities that can be used for localization if the stimuli contain
frequencies above 8-10 kHz (Searle et al.,, 1975; Middlebrooks et al., 1989).

Although knowledge of the spectrum of the sound source may not always
be necessary to make use of pinna cues, Plenge (1972, 1974) has presented
evidence that we do, in fact, make comparisons with stored stimulus patterns
in judging the location of a sound source. He showed that if subjects were not
allowed to become familiar with the characteristics of the sound source and
the listening room then localization was disturbed. In many cases, the sound
sources were lateralized in the head rather than being localized externally.
This was particularly true for sound in the median plane. However, such
familiarity does not seem to require an extended learning process. We become
familiar with sound source characteristics and room acoustics within a very
few seconds of entering a new situation.

A different aspect of this problem was addressed by Rakerd et al. (1999).
They examined how the ability to identify filtered noises on the basis of their
spectral shape was affected by spectral variations caused by changes in HRTFs
with direction. They found that subjects could accurately identify noises with
different spectral peaks and valleys when the source location was fixed.
Subjects could also identify noises when the source location was randomly
varied (roved) in the median plane, provided that the relevant spectral
features were at low frequency. However, subjects failed to identify noises with
roved location when the spectral structure was at high frequency, presumably
because the spectral structure was confused with the spectral variations
caused by different locations. Rakerd et al. concluded that subjects cannot
compensate for changes in HRTFs with direction when they try to identify
sounds.

6 THE PRECEDENCE EFFECT

In a normal listening environment, the sound from a given source, such as a
loudspeaker, reaches the ears via a number of different paths. Some of the
sound arrives by a direct path, but a good deal of it only reaches the ears after
one or more reflections from the surfaces of the room. In spite of this, we are
not normally aware of these reflections, or echoes, and they appear to have
little influence on judgments of the direction of the sound source. Thus, we
are still able to locate a talker accurately in a reverberant room where the total
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Right ear

Time —=
FIGURE 7.9 The stimulus sequence used by Wallach et al. (1949) to investigate the
precedence effect. The first pair of clicks arrives at the ears with a small interaural time
disparity, indicated by the arrows. The second pair of clicks simulates a room echo and
has a different interaural disparity. The whole stimulus sequence is heard as a single
sound whose location is determined primarily by the interaural delay of the leading
pair of clicks.

energy in the reflected sound may be greater than that reaching the ears by a
direct path.

Wallach et al. (1949) investigated the way the auditory system copes with
echoes in experiments using both sound sources in free space and sounds
delivered by headphones. In the experiments using headphones, pairs of clicks
were delivered to each ear (two clicks in each earphone). The delay between
the two clicks in a pair and the time of arrival of the first click in a pair could be
varied independently (Fig. 7.9). Their results, and the results of more recent
experiments (Litovsky et al., 1999), can be summarized as follows:

1. Two brief sounds that reach the ears in close succession are heard as a
single sound if the interval between them is sufficiently short. The
interval over which fusion takes place is not the same for all types of
sounds. The upper limit of the interval is about 5 ms for single clicks,
but may be as long as 40 ms for sounds of a complex character, such as
speech or music. It is as if the lagging sound, or echo, has been
suppressed from conscious perception. This effect has been called “echo
suppression”. However, the percept does change if the echo is removed;
see point 11.

2. 1f two successive sounds are heard as fused, the location of the total
sound is determined largely by the location of the first sound. This is
known as the “precedence effect”, although it has also been called the
“Haas effect”, after Haas (1951), and the “law of the first wavefront”
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(Blauert, 1997). The effect is reflected in the finding that the ability
to detect shifts in the location of the lagging sound (the echo) is
reduced for a short time following the onset of the leading sound
(Zurek, 1980; Perrott et al., 1989). The reduced ability to lateralize the
lagging sound is often taken as a quantitative measure of the precedence
effect. Some studies have shown that training can lead to a marked
improvement in the ability to detect changes in the ITD of the lagging
sound (Saberi and Perrott, 1990), while others have not (Litovsky et al.,
2000).

. The precedence effect is only shown for sounds of a discontinuous or

transient character.

. The lagging sound does have a small influence. If the location of the

lagging sound departs more and more from the location of the leading
sound, it “pulls” the total sound along with it up to a maximal amount
(about 7°) and then it becomes progressively less effective.

. If the interval between the arrival of the two sounds is 1 ms or less, the

precedence effect does not operate; instead, an average or compromise
location is heard. This is called “summing localization™ (Blauert, 1997).

. If the lagging sound is made sufficiently intense (10-15dB higher in

level than the leading sound), it overrides the precedence effect and
is heard as a separate event. However, it would be very rare in
everyday life for an echo to be 10dB higher in level than the
leading sound.

. It is usually assumed that the precedence effect works most effectively

when the leading and lagging sounds are qualitatively similar. However,
Divenyi (1992), using sounds presented via headphones, showed that a
leading sound could disrupt the lateralization of a lagging sound (on
the basis of 1TD) even when the two sounds differed markedly in
spectrum (the sounds had similar temporal envelopes). In particular, a
low-frequency leading sound was very effective in disrupting
lateralization of a higher-frequency lagging sound. This was explained
in terms of “localization strength”; a leading sound that is localized
precisely can have a strong disruptive effect on the localization of a
lagging sound that is localized less precisely. A finding apparently
contradicting this idea was reported by Yang and Grantham (1997).
They showed that, for sounds present via loudspeakers in an anechoic
chamber, a leading sound only disrupted localization of a lagging sound
when there was spectral overlap of the leading and lagging sounds.
They suggested that localization strength is important when sounds are
presented via headphones and lateralization is manipulated by changing
ITDs. However, for loudspeaker presentation, when both ITD and ILD
cues are available, spectral overlap is critical.
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8. The precedence effect is usually described as resulting from the

10.

11.

processing of 1TDs and ILDs. However, Rakerd et al. (2000) have
shown that echo suppression occurs when both the leading and
lagging sounds are in the median plane. In this case, there is no
interaural disparity for either the leading or the lagging sound.

. The precedence effect can take some time to build up (Freyman et al.,

1991). For example, if the leading sound is a single click followed by
a simulated echo click with a delay of 8 ms, both clicks are clearly
heard. However, if the click pair is presented repeatedly at a rate of,
say, 4/s, then after a few presentations the lagging click is no longer
heard as a separate event.

Changes in the acoustical conditions can cause the precedence effect
to break down temporarily (Thurlow and Parks, 1961; Clifton, 1987
Keen and Freyman, 2009). Say, for example, that a leading click is
presented from a loudspeaker to the left and a lagging click
(simulating an echo) is presented from a loudspeaker to the right. If
the click pair is presented repeatedly, the precedence effect builds up,
as described earlier. However, if the positions of the leading and
lagging sounds are then abruptly swapped, the precedence effect
breaks down; each click is heard as a separate event. Then, after a few
more presentations, the effect builds up once more, and only a single
event is heard. This has been called the “Clifton effect” or the “Keen
effect” (since Clifton changed her name to Keen). It may be
comparable with the “resetting” of binaural adaptation described in
Section 3E.

The precedence effect does not involve a complete suppression of
information about echoes. Listeners can easily hear the difference
between a sound with echoes and one without echoes. Also, changes
in the pattern of the echoes can be readily detected. Indeed, the
pattern may supply information about room acoustics and the
positions of walls and objects in a room (Benade, 1976). Suppression
of echoes occurs in two main senses: the echoes are not heard as
separate events, and information about the spatial location of the
echoes is partially or completely lost.

The phenomena described in 9 and 10 above have led to the suggestion that
the precedence effect does not depend on a mechanism that is “hard wired”,
although physiological correlates of the effect have been reported (Litovsky

et al..

1997, 1999; Litovsky, 1998; Xia et al., 2010). The effect may partly

reflect relatively high-level cognitive processes (Clifton et al., 1994; Blauert,

1997;

Clifton and Freyman, 1997, Hartmann, 1997a; Keen and Freyman,

2009). It appears that echoes are only suppressed when they are consistent
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with listeners’ expectations about the sound source and the room acoustics.
These expectations can be influenced by sounds heard previously. Echoes
become harder to hear when there is a succession of identical lead-lag events
(point 9 above), presumably because each successive pair of events provides
additional consistent information about the room acoustics. However, rapid
changes in the sounds, such as that produced by switching the positions of the
leading and lagging events, create an acoustical situation inconsistent with the
built-up expectations and cause the echo to be heard as a separate event.
Changes in the spectrum of the echo that signify an unusual change in room
acoustics can restore audibility of the echo (Clifton and Freyman, 1997). Also,
changes in the direction of incidence of the echo can make the echo audible
(Blauert, 1997).

The precedence effect plays an important role in our perception of everyday
sounds. It enables us to locate, interpret, and identify sounds in spite of wide
variations in the acoustical conditions in which we hear them. Without it,
listening in reverberant rooms would be an extremely confusing experience.
Sometimes, however, the effect can be an inconvenience! An example of this is
found in the stereophonic reproduction of music. The stereo information in
conventional recordings is coded almost entirely in terms of intensity
differences in the two channels; time disparities are eliminated as far as
possible. If the sound originates in one channel only, then the sound is clearly
located toward that channel. If the sound is equally intense in both channels,
then the sound is located in the center, between the two channels, provided
the loudspeakers are equidistant from the listener; this is an example of the
summing localization described in point 5 above. If, however, the listener is
slightly closer to one loudspeaker than to the other, the sound from that
loudspeaker leads in time, and if the time disparity exceeds 1ms, the
precedence effect operates; the sound appears to originate entirely from the
nearer loudspeaker. In a normal room this gives the listener a latitude of about
60cm on either side of the central position. Deviations greater than this
produce significant changes in the “stereo image”. Almost all of the sound
(except that originating entirely from the farther loudspeaker) appears to
come from the closer loudspeaker. Thus, the notion of the “stereo seat” is
quite close to the truth.

7 GENERAL CONCLUSIONS ON SOUND LOCALIZATION

The auditory system is capable of using a great variety of physical cues to
determine the location of a sound source. Time and intensity differences at the
two ears, changes in the spectral composition of sounds due to head shadow
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and pinna effects, and changes in all of these cues produced by head or sound
source movements can all influence the perceived direction of a sound source.
In laboratory studies, usually just one or two of these cues are isolated. In this
way it has been shown that sometimes a single cue may be sufficient for
accurate localization of a sound source. In other experiments, one cue has been
opposed by another, in order to investigate the relative importance of the cues
or to determine whether the cues are encoded along some common neural
dimension. These experiments have shown that, in some senses, the cues are
not equivalent, but, on the other hand, they may also not be independent.

Wightman and Kistler (1992) conducted an experiment to determine the
relative importance of the various cues for localization. Listeners judged
the apparent directions of virtual sound sources presented over earphones.
The sounds had been processed using measured HRTFs (see Section 5) so as
to reproduce at the eardrum the sounds that would be produced by “real”
sound sources located in various positions relative to the listener. In a control
condition, all of the normal cues for localization were present, i.e., ITDs,
ILDs, and spectral cues produced by the pinnae. Under these conditions, the
perceived location generally corresponded well to the intended location.
When ITDs were processed to oppose interaural intensity and pinna cues, the
apparent direction usually followed the ITD cue, as long as the wideband
stimuli included low frequencies. With low frequencies removed, apparent
direction was determined primarily by ILD and pinna cues. For everyday
sounds, which usually include low frequencies, it seems likely that ITDs play
a dominant role.

For real sound sources, such as speech or music, all of the cues described
earlier may be available simultaneously. However, in this situation they do not
provide conflicting cues; rather, the multiplicity of cues makes the location of
the sound sources more definite and more accurate.

8 BINAURAL MASKING LEVEL DIFFERENCES

The masked threshold of a signal can sometimes be markedly lower when
listening with two ears than when listening with one. Consider the situation
shown in Fig. 7.10a. White noise from the same noise generator is fed to both
ears via stereo headphones. A pure tone, also from the same signal generator,
is fed separately to each ear and mixed with the noise. Thus, the total signals
at the two ears are identical. Assume that the level of the tone is adjusted until
it is just masked by the noise, i.e., it is at its masked threshold, and let its level
at this point be Ly dB. Assume now that the signal (the tone) at one ear only is
inverted, 1.e., the waveform is turned upside down. This is equivalent to
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(a)

(b)

FIGURE 7.10 [lustration of two situations in which binaural masking level dilfcrences
oceur. In conditions (a) and (¢) detectability is poor, while in conditions (b) and (d).

where the interaural relations of the signal and masker arc diflerent. detectability is
good (hence the smiling faces)

shifting the phase of the signal by 180" or 7 radians (see Fig. 7.10b). The
result is that the tone hbecomes audible again. The tone can be adjusted to a
new level, Ly, so that itis once again at its masked threshold. The difference
between the two levels, Lo—L, (dB), is known as a masking level difference
(MLD), and its valuc may be as large as 15dB at low frequencies (around
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500 Hz), decreasing to 2-3dB for frequencies above 1500 Hz (Durlach and
Colburn, 1978). Thus, simply by inverting the signal waveform at one ear the
signal can be made considerably more detectable.

An example that is perhaps more surprising is given in Fig. 7.10c. The noise
and signal are fed to one ear only, and the signal is adjusted to be at its masked
threshold. Now the noise alone is added at the other ear; the tone becomes
audible once again (Fig. 7.10d)! Thus, by adding noise at the nonsignal ear
the tone is made considerably more detectable. Further, the tone disappears
wheniit, too, is added to the second ear, making the sounds at the two ears the
same. Notice that it is important that the same noise is added to the nonsignal
ear; the noises at the two ears must be derived from the same noise generator.
Release from masking is not obtained when an independent noise (derived
from a second noise generator) is added to the nonsignal ear.

The phenomenon of the MLD is not limited to pure tones. Similar effects
have been observed for complex tones, clicks, and speech sounds. Whenever
the phase or level differences of the signal dt the two ears are not the same as
those of the masker, the ability to detect and identify the signal is improved
relative to the case where the signal and masker have the same phase and level
relationships at the two ears. Such differences only occur in real situations
when the signal and masker are located in different positions in space. Thus,
one implication of the MLD phenomenon is that the detection and
discrimination of signals, including speech, are improved when the signal
and masker are not coincident in space. The MLD thus plays a role in the
“cocktail party” effect—the ability to attend to one voice in a situation where
many people are talking at once (the cocktail party effect is also strongly
influenced by informational masking. The effect of spatial factors on the
informational masking of speech is discussed in Chapter 9, Section 8).
However, it appears that the MLD is not merely another aspect of our ability
to localize sounds, because the largest MLDs occur with the situation of phase
inversion (see above), which only occurs naturally for mid-frequency pure
tones at highly restricted angular locations. Further, large MLDs occur in
situations where the signal and masker are not subjectively well separated in
space (see later).

At this point I must introduce some terminology. When the relative phase
of the signal at the two ears is the same as the relative phase of the masker, the
condition is called “homophasic”. When the phase relations are opposite (e.g.,
one is inverted and the other is not), the term “antiphasic” is used. In general,
a particular situation can be described by using the symbols N (fornoise) and
S (for signal), each being followed by a suffix denoting relative phase at the
two ears. A phase inversion is equivalent to a phase shift of 180° or = radians.
Thus, NSy, refers to the condition where both the noise and the signal are in
phase at the two ears (Fig. 7.10a), and NoS, refers to the condition where
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TABLE 7.1.  Values of the MLD for various interaural
relationships of the signal and masker

Interaural condition MLD (dB)

NySq
NuSo
NiSem
NoSm
NiSo
NoSz

—_—0 O W

oW

These results are typical for broadband maskers and low-
frequency signals.

the noise is in phase at the two ears but the signal is inverted in phase
(Fig. 7.10(b). N, means that the noise is uncorrelated at the two ears. The
suffix m indicates monaural presentation, i.e., presentation to one ear only.
Table 7.1 gives the magnitude of the MLD for a variety of combinations of
signal and noise. Four conditions for which there is no binaural advantage,
NoSo, NS, NuSm, and N,S;, all give about the same “reference” threshold.
The MLDs for the conditions shown in the table are obtained by expressing
thresholds relative to this reference threshold.

One general finding that has emerged from studies of the MLD is that the
largest effects are usually found for low signal frequencies, although large
MLDs can occur for high signal frequencies when the masker is a narrowband
noise (McFadden et al., 1972). For broadband noise maskers, the MLD falls to
2-3dB for signal frequencies above about 1500 Hz, and it is noteworthy that
this is also the highest frequency for which we are able to compare phases at
the two ears in localizing sounds. Thus, it is likely that the MLD depends at
least in part on the transmission of temporal information about the stimulus
to some higher neural center that compares the temporal information from
the two ears.

For a wideband masker, not all of the frequency components are effective;
just as was the case for monaural masking (see Chapter 3), only those
components in a certain frequency range around the signal frequency are
effective in masking it. Further, the release from masking in MLD conditions
seems to depend only on the characteristics of the noise in a band around the
signal frequency. There has been some disagreement as to whether the
binaural critical bandwidth is the same as the monaural critical bandwidth.
Some experiments have suggested that the binaural critical bandwidth is
greater than the monaural critical bandwidth, while others have shown
similar monaural and binaural critical bandwidths (Hall et al., 1983; Hall and
Fernandes. 1984: Zurek and Durlach. 1987: Kohlrausch, 1988; Kolarik and
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Culling, 2010). Hall et al. (1983) suggested that the peripheral auditory filter
is the same for monaural and binaural detection, but binaural detection may
depend on the output of more than one auditory filter. A similar suggestion
has been made by Breebaart et al. (2001a).

In addition to improving the detectability of tones, conditions that produce
MLDs also favor other aspects of our ability to analyze signals. For example,
when speech signals are presented against noisy backgrounds, speech
intelligibility is better under antiphasic conditions than under homophasic
conditions (Hirsh, 1950; Levitt and Rabiner, 1967). Gebhardt and Goldstein
(1972) measured frequency DLs for tones presented against noise back-
grounds and found that, for a given signal-to-noise ratio, antiphasic DLs were
substantially smaller than homophasic ones when the signals were close to
masked threshold. Thus, antiphasic conditions improve our ability to identify
and discriminate signals, as well as to detect them.

The relative importance of spatial factors in the MLD was investigated by
Carhart et al. (1969b). They measured thiresholds for identifying one- and
two-syllable speech sounds in the presence of four simultaneous maskers.
Two of the maskers were modulated white noise and two were whole
sentences. They used several different listening conditions, including
homophasic, antiphasic, and those where the signal or the maskers were
delayed at one ear relative to the other. In these latter conditions, the different
maskers were sometimes given opposing time delays, so that some would be
located toward one ear and some toward the other. Sometimes the signal was
subjectively well separated in location from the masking sounds, and under
these conditions subjects reported the task of identifying the signal to be
easier. However, the largest MLDs were obtained for the antiphasic condition,
where there is no clear separation in the subjective locations; rather, the
sound images are located diffusely within the head. Thus, escape from
masking and lateralization/localization seem, to some extent, to be separate
capacities.

It has been reported that MLDs occur for both forward and backward
masking (Dolan and Trahiotis, 1972; Small et al., 1972). Substantial MLDs
(4-5 dB) are found for silent intervals between the signal and the masker of up
to 40 ms.

9 THE SLUGGISHNESS OF THE BINAURAL SYSTEM

A number of investigators have studied the ability of subjects to follow
changes in the location of stimuli over time, i.e., to perceive movements of a
sound source. Most of these studies have shown that only rather slow changes
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in location can be followed consciously, a phenomenon that has been
described as “binaural sluggishness™. An example is provided by the binaural
beats described in Section 2C; for frequency differences between the ears
exceeding about 2 Hz, the sound is not heard to move between the two ears,
but is heard as a wobbling sound in a fixed location.

Perrott and Musicant (1977) and Grantham (1986) have measured the
“minimum audible movement angle” (MAMA), defined as the angle through
which a sound source has to move for it to be distinguished from a stationary
source. For low rates of movement (15°/s) the MAMA is about 5°, but as the
rate of movement increases, the MAMA increases progressively to about 21°
for a rate of 90°/s. Thus, the binaural system is relatively insensitive to
movements at high rates.

Blauert (1972) used as a stimulus a pulse train of 80 pulses/s, presented
binaurally via earphones. Either the ITD or the interaural amplitude
difference (IAD) was varied sinusoidally. For low rates of variation, the
sound source was heard as moving alternately to the left and right. However,
when the rate was increased, the movement could not be followed. Blauert
found that the highest rate at which movement could be followed “in detail”
was 2.4 Hz for the varying 1TD and 3.1 Hz for the varying IAD.

Grantham and Wightman (1978) measured the ability to follow movements
in a noise that was lowpass filtered at 3000 Hz. The ITD was varied sinusoidally
at a rate f,, The peak ITD, determining the extent of movement, was varied to
determine the threshold for distinguishing the moving stimulus from a
stationary reference stimulus. The threshold ITD increased from 30 to 90 ps as
fmincreased from 0 to 20 Hz. Again, this indicates that slow movements can be
followed well, but rapid movements are more difficult to follow.

The sensitivity to changes in interaural cues has also been determined by
measuring MLDs. Grantham and Wightman (1979) measured thresholds for
detecting a briefl tone that was phase inverted at one ear relative to the other
(Sz). The masker was a noise whose correlation between the two ears could be
varied continuously between +1 (No) and —1 (N,). The correlation was
made to vary sinusoidally at rate f,. The signal was presented at various
points in the masker's modulation cycle. For f,=0Hz (fixed interaural
correlation), the signal threshold decreased monotonically as the masker’s
interaural correlation changed from —1 to + 1. The decrease, corresponding
to an MLD (N,S, — NgS,), was 20, 16, and 8dB for signals at 250, 500, and
1000 Hz, respectively. For f,,>0, the function relating signal threshold to the
masker’s interaural correlation at the moment of signal presentation became
progressively flatter with increasing f,, for all signal frequencies. For f,, =4 Hz,
the function was flat; there was no measurable effect of masker interaural
correlation on the signal threshold. Again, these results indicate that the
binaural system is slow in its response to changes in interaural stimulation.
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In summary, these and other experiments (Kollmeier and Gilkey, 1990;
Culling and Summerfield, 1998; Akeroyd and Summerfield, 1999; Culling and
Colburn, 2000) indicate that the binaural system often responds sluggishly to
changes in interaural time, intensity, or correlation. However, it seems that the
binaural system does not always behave in a sluggish manner. In some tasks,
the auditory system appears to respond rapidly to changes in interaural
parameters (Akeroyd and Bernstein, 2001; Bernstein et al., 2001; Siveke et al.,
2008). Bernstein et al. (2001) suggested that different tasks may result in
different time constants because they tap different aspects of binaural
temporal processing.

10 MODELS OF BINAURAL PROCESSING

Many different models have been proposed to account for various aspects of
binaural processing, including sound localization and MLDs. Some models to
account for MLDs have not attempted explanations at the physiological level.
Rather they have been “black box” models, assuming that the auditory system
is capable of certain types of processing without specifying exactly how it is
done. Examples of models of this type are the Webster—Jeffress model
(Webster, 1951; Jeffress, 1971, 1972) and the equalization-cancellation model
(Durlach, 1963, 1972). Other models have attempted to explain localization
and MLDs in terms of neural mechanisms (Colburn, 1977, 1996; Stern and
Trahiotis, 1995; Breebaart et al., 2001b). The recent models can account for a
great variety of data on binaural processing, including the localization and
lateralization of sounds, MLDs, and binaural sluggishness.

These models are complex, and it is beyond the scope of this book to
describe them fully. Briefly, they assume that neural spike patterns are
compared for neurons with corresponding CFs in the two ears. It is often
assumed that, at each CF, there is an array of delay lines that can delay the
neural spikes from one ear relative to those from the other; each delay line has
a characteristic time delay. These are followed by coincidence detectors,
which count the numbers of spikes arriving synchronously from the two ears.
If a sound is delayed by a time t at the left ear relative to the right, then a delay
of T in the neural spikes from the right ear will cause the spikes from the left
and right ears to be synchronous at the point of binaural interaction. Thus,
the 1TD of the signal is coded in terms of which delay line gives the highest
response in the coincidence detectors.

This type of model was originally proposed to account for the ability to use
ITDs in localizing sounds (Jeffress, 1948), but it has since been extended to
account for MLDs and other aspects of binaural processing. It is useful to
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think of the outputs of the coincidence detectors as providing a kind of two-
dimensional display; one of the dimensions is CF and the other is the
interaural delay. The response to any stimulus is a pattern of activity in this
display. When a signal and a masker have the same ITD, 1, then they produce
activity at overlapping points in the pattern; most activity lies around a line of
equal delay (7) versus CE When a signal and masker have different ITDs, the
pattern is more complex. The addition of the signal to the masker may cause
activity to appear at points in the pattern where there was little activity for the
masker alone. This could enhance the detection of the signal, giving an MLD.
For further details, the reader is referred to Colburn (1996) and Stern and
Trahiotis (1995).

11 THE INFLUENCE OF VISION ON AUDITORY
LOCALIZATION

A stationary sound source is usually perceived as having a fixed position in
space. If the head is moved, the sound arriving at the two ears changes, but
the sound image remains stationary in space. Somehow, information about the
position of the head is combined with information about the sound location
relative to the head to arrive at a constant percept. Vision can play an
important role in this process by helping to define the position of the head in
space. This is vividly illustrated by some experiments of Wallach (1940). His
subjects had their heads fixed in the vertical axis of a cylindrical screen that
rotated about them. The screen was covered in vertical stripes, and, after
watching the movement of these for a few moments, the subjects would
perceive themselves as in constant rotation and the screen as at rest.
A stationary sound source was then activated straight ahead of the subjects.
This sound was perceived as lying directly above or below the subjects.

The perception seems to result from the brain trying to determine a location
of the source that is consistent with all of the sensory evidence. The subjects
in this situation perceive themselves as moving, but the sound arriving at the
two ears has no interaural disparity and is not changing. This can only occur
for a sound source lying directly above or below them. If the sound source is
at a constant azimuth (e.g., 20" to the left of the subject), the sound source
cannot be interpreted as lying above the subject, since interaural differences of
time and intensity now exist. Instead, the source is perceived as rotating with
the subject at an elevation that is approximately the complement of the
constant azimuth (in this case at an elevation of about 70°). Thus, the
interpretation of auditory spatial cues is strongly influenced by perceived
visual orientation. Or, more correctly, the highest level of spatial representa-
tion involves an integration of information from the different senses.
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12 THE PERCEPTION OF DISTANCE

Just as was the case for judgments of lateral position, there are a number of
cues that can be used in judging the distance of a sound source; for a review,
see Zahorik et al. (2005). For familiar sounds, sound level may give a crude
indication of distance from the listener. This cue appears to be most effective
when multiple sound sources are present, so that comparison of the levels of
different sources is possible (Mershon and King, 1975). Ashmead et al. (1990)
have shown that listeners can discriminate differences in the distance of a
sound source as well as could be expected from optimal use of intensity cues.
Ashmead et al. (1995) have shown that the change in intensity that occurs
when a listener walks toward a sound source can provide an absolute cue to
distance. This cue is effective even when the overall intensity of the source is
varied randomly from trial to trial.

Over moderate distances, the spectrum of a complex sound source may be
changed, owing to the absorbing properties of the air; high frequencies are
attenuated more than low. The effective use of this cue depends on familiarity
with the sounds (Coleman, 1962, 1963). This cue appears to be effective for
judging the relative distances of sound sources, but not for judging their
absolute distances (Little et al., 1992). For sounds that are close to the head,
the larger than normal ILDs (especially at low frequencies) provide a cue for
distance (Brungart, 1999; Brungart et al., 1999).

The cues described above could be used to judge the distance of a sound
source in free space. Often, we listen in rooms with reflecting walls. In this
case, the ratio of direct to reflected sound and the time delay between direct
and reflected sound provide cues to distance. Von Békésy (1960) showed that
altering these quantities produced the impression of sounds moving toward or
away from the listener. The work of Wallach et al. (1949) and others on the
precedence effect (Section 6) showed that echoes are not usually perceived as
separate sound events; rather theyare fused with the leading sound. However,
we are still able to use information from echoes to judge distance, in spite of
this perceptual fusion. Mershon and Bowers (1979) have shown that the ratio
of direct to reflected sound can be used to judge absolute as well as relative
distance and that this cue can be used even for the first presentation of an
unfamiliar sound in an unfamiliar environment. Also, since reflection from
most surfaces is frequency dependent, the spectrum of the reflected sound
may differ from that of the direct sound, and this may provide a distance cue
(Zahorik, 2002).

1t can be concluded that, justaswasthe case for judgments of the direction
of sound sources, judgments of distance may depend on a multiplicity of cues.
The results of Zahorik (2002) suggest that information from the different
cues is combined, but the perceptual weight assigned to two of the major cues
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(level and the ratio of direct to reflected sound) varies substantially as a
function of both sound source type (noise versus speech) and angular position
(0° or 90° azimuth). His results suggest that the cue weighting process -is
flexible and able to adapt to individual distance cues that vary as a result of
source properties and environmental conditions.

Finally, itshould be noted thatjudgments of distance are relatively inaccurate,
and errors of the order of 20% are not uncommon for unfamiliar sound
sources. Also, for nearby sound sources, the distance tends to be overestimated,
while for far away sources the distance tends to be underestimated
(Zahorik, 2002).

13 GENERAL CONCLUSIONS

In this chapter, 1 have discussed the cues and the mechanisms involved in the
localization of sounds. Our acuity in locating sounds is greatest in the
horizontal plane (azimuth), fairly good in the vertical plane (elevation), and
poorest for distance. For each of these, we are able to use a number of distinct
cues, although the cues may differ depending on the type of sound.

For localization in the horizontal plane, the cues of interaural time and
intensity difference are most important. ITD is most useful at low frequencies,
while ILD is most useful at high frequencies. However, transient sounds, or
periodic sounds with low repetition rates, can be localized on the basis of ITD
even when they contain only high frequencies. For periodic sounds, the
binaural system shows a form of adaptation; judgments of position in space
depend mostly on the leading part of the sound and less on later parts. This
adaptation is more rapid for stimuli with high repetition rates. A recovery
from adaptation may be produced by a weak “trigger” whose spectral
characteristics differ from those of the test sound.

Judgments of the location of a sound covering a restricted frequency range
can be adversely affected by the presence of an interfering sound in a different
frequency range, when the interfering sound provides conflicting binaural
cues. This binaural interference effect may partly result from perceptual
fusion of the target and interfering sounds.

The direction-dependent filtering produced by the pinnae is important for
judgments of location in the vertical direction and for front-back discrimina-
tion. It is also important for creating the percept of a sound outside the head,
rather than inside. Reverberation also contributes to this percept.

The multiplicity of cues to sound location provides a certain redundancy in
the system, so that even under very difficult conditions (reverberant rooms or
brief sounds) we are still capable of quite accurate localization.
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Binaural processing, using information relating to the differences of the
signals at the two ears, can improve our ability to detect and analyze signals in
noisy backgrounds. This is illustrated by laboratory studies of the binaural
MLD. Binaural processing also helps to suppress room echoes and to locate
sound sources in reverberant rooms.

The binaural system is often rather sluggish in responding to changes in
interaural time or intensity. Thus, we are relatively insensitive to the motion of
sound sources. However, in some tasks, the binaural system appears to
respond more rapidly.

Judgments of auditory location may be influenced by visual cues. The
perceived position of a sound in space is determined by a combination of
information from the visual and auditory systems.

Judgments of the distance of sound sources depend on a variety of cues
including absolute intensity, changes in intensity with distance (especially
dynamic changes), changes in spectrum with distance, enlarged ILDs for
sounds close to the head, and the ratio of direct to reverberant sound.
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CHAPTER 8

Auditory Pattern and Object
Perception

1 INTRODUCTION

So far | have described several attributes of auditory sensation, such as pitch,
subjective location, and loudness, that can be related in a reasonably
straightforward way to the physical properties of stimuli. In many cases | have
discussed the neural code that may underlie the perception of these attributes.
In everyday life, however, we do not perceive these attributes in isolation.
Rather, the auditory world is analyzed into discrete sound sources or auditory
objects, each of which may have its own pitch, timbre, location, and loudness.
Sometimes the source may be recognized as familiar in some way, such as a
particular person talking; often the “object” perceived may be identified, for
example, as a particular spoken word or a violin playing a specific piece of
music. This chapter discusses four related aspects of auditory object and
pattern perception: (1) factors involved in the identification of a single object
among a large set of possible objects; (2) cues that are used to analyze a
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complex mixture of sounds into discrete sources; (3) the perception of
sequences of sounds; and (4) “rules” that govern the perceptual organization
of the auditory world. :

2 TIMBRE PERCEPTION AND OBJECT IDENTIFICATION

Many of the attributes of sensation 1 have described so far, such as pitch and
loudness, may be considered as uni-dimensional: if we are presented with a
large variety of sounds with different pitches, it is possible to order all of the
sounds on a single scale of pitch going from low to high (this is not quite true
for complex tones; see Shepard, 1964). Similarly, sounds differing in loudness
can be ordered on a single scale going from quiet to loud. Our ability to
identify one object from among a large set of objects depends on there being
several dimensions along which the objects vary. When a set of stimuli vary
along a single dimension, we can only name (attach a verbal label to) the
individual stimuli in the set when their number is less than about 5-6. For
example, Pollack (1952) investigated the ability of subjects to name musical
tones with different pitches, as a function of the number of possible tones. He
found that they could only do this reliably when the number of possible tones
was less than 5-6. This was true whether the tones were spread over a wide
frequency range of several octaves or were concentrated in a relatively narrow
range, say, one octave (subjects with absolute pitch do better in this task).

In order to identify more stimuli than this, extra dimensions are required.
In hearing, the extra dimensions arise in two main ways. First, for complex
stimuli the patterning of energy as a function of frequency is important.
Secondly, auditory stimuli typically vary with time, and the temporal
patterning can be of crucial importance to perception.

2A TIME-INVARIANT PATTERNS

If a single, steady sinusoid is presented, then the sound pattern can be
described by just two numbers specifying frequency and intensity. However,
almost all of the sounds that we encounter in everyday life are considerably
more complex than this and contain a multitude of frequency components
with particular levels and relative phases. The distribution of energy over
frequency is one of the major determinants of the quality of a sound or its
timbre. Timbre has been defined as “that attribute of auditory sensation which
enables a listener to judge that two nonidentical sounds, similarly presented
and having the same loudness and pitch, are dissimilar” (ANSI, 1994a).
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Differences in timbre enable us to distinguish between the same note piayed
on, say, the piano, the violin, or the flute.

Timbre as defined above depends on more than just the magnitude spectrum
of thesound; fluctuations over time can play an important role, and I discuss the
effects of these in Section 2B. For the purpose of this section, I adopt a more
restricted deftnition suggested by Plomp (1970): “Timbre is that attribute of
sensation in terms of which a listener can judge that two steady complex tones
having the same loudness, pitch and duration are dissimilar”. Timbre defined in
thisway depends mainly on therelative magnitudes of the partials of the tones.

Unlike pitch or loudness, which may be considered as uni-dimensional,
timbre is multidimensional; there is no single scale along which we can compare
ororder thetimbresof different sounds. Thus, amethod is needed fordescribing
the spectrum of a sound that takes into account this multidimensional aspect
and that can be related to the subjective timbre. A crude first approach is to look
at the overall distribution of spectral energy. For example, complex tones with
strong lower harmonics (below the sixth) sound mellow, whereas tones with
strong harmonics beyond the sixth or seventh sound sharp and penetrating.
However, a much more quantitative approach has been described by Plomp and
his colleagues (Plomp, 1970, 1976; Plomp et al., 1967; Pols et al., 1969). They
showed that the perceptual differences between different sounds, such as
vowelsor steady tones produced by musical instruments, were closely related to
the differences in the spectra of the sounds, when the spectra were specified as
the levels in 18 1/3-octave frequency bands. A bandwidth of 1/3 octave is slightly
greater than the critical bandwidth, or the value of ERBy, over most of the
audible frequency range. Thus, timbre is related to the relative level produced
byasound in each critical band. Put another way, the timbre of asound is related
to the excitation pattern of that sound (see Chapter 3).

Itis likely that the number of dimensions required to characterize timbre is
limited by the number of critical bands required to cover the audible frequency
range. This would give a maximum of about 37 dimensions. For arestricted class
of sounds, however, a much smaller number of dimensions may be involved. It
appears to be generally true, for both speech and nonspeech sounds, that the
timbres of steady tones are determined primarily by their magnitude spectra,
although the relative phases of the components also play a small role (Plomp
and Steeneken, 1969; Darwin and Gardner, 1986; Patterson, 1987a).

2B TIME-VARYING PATTERNS

Although differences in static timbre may enable us to distinguish between
two sounds that are presented successively, they are not always sufficient to
allow the absolute identification of an “auditory object”, such as a specific
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musical instrument. One reason for this is that the magnitude and phase
spectrum of the sound may be markedly altered by the transmission path and
room reflections. In practice, the recognition of a particular timbre, and hence
of an “auditory object”, may depend upon several other factors. Schouten
(1968) has suggested that these include: (1) whether the sound is periodic,
having a tonal quality for repetition rates between about 20 and 20,000/s,
or irregular, having a noise-like character; (2) whether the waveform envelope
is constant or fluctuates as a function of time, and in the latter case what the
fluctuations are like; (3) whether any other aspect of the sound (e.g., spectrum
or periodicity) is changing as a function of time; and (4) what the preceding and
following sounds are like.

The recognition of musical instruments, for example, depends quite
strongly on onset transients and on the temporal structure of the sound
envelope (Risset and Wessel, 1999). The characteristic tone of a piano
depends on the fact that the notes have a rapid onset and a gradual decay. If a
recording of a piano is reversed in time, the timbre is completely different. It
now resembles that of a harmonium or accordion, in spite of the fact that the
long-term magnitude spectrum is unchanged by time reversal. The perception
of sounds with temporally asymmetric envelopes has been studied by
Patterson (1994a,b). He used sinusoidal carriers that were amplitude
modulated by a repeating exponential function. The envelope either increased
abruptly and decayed gradually (“damped” sounds) or increased gradually and
decayed abruptly (“ramped” sounds). The ramped sounds were time-reversed
versions of the damped sounds and had the same long-term magnitude
spectrum. The sounds were characterized by the repetition period of the
envelope, which was 25 ms, and by the “half-life”. For a damped sinusoid, the
half-life is the time taken for the amplitude to decrease by a factor of two.
Examples of sounds with half-lives of 1, 4, and 16 ms are shown in Fig. 8.1.

Patterson reported that, for half-lives in the range 2-32 ms, the ramped and
damped sounds had different qualities. For a half-life of 4 ms, the damped sound
was perceived as a single source rather like a drum roll played on a hollow,
resonant surface (like a drummers wood block). The ramped sound was
perceived as two sounds: a drum roll on a nonresonant surface (such as aleather
table top) and a continuous tone corresponding to the carrier frequency.
Akeroyd and Patterson (1995) used sounds with similar envelopes, but the
carrier was broadband noise rather than a sinusoid. They reported that the
damped sound was heard as a drum struck by wire brushes. It did not have any
hiss-like quality. In contrast, the ramped sound was heard as a noise, witha hiss-
like quality, that was sharply cut off in time. These experiments clearly
demonstrate the important role of temporal envelope in timbre perception.

Many instruments have noise-like qualities that strongly influence their
subjective quality. A flute, for example, has a relatively simple harmonic
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FIGURE 8.1 Examples of the stimuli used by Patterson (1984a,b) to study the effect of
temporal envelope on timbre perception.

structure, but synthetic tones with the same harmonic structure do not sound
flute-like unless each note is preceded by a small “puff” of noise. In general,
tones of standard musical instruments are poorly simulated by the summation
of steady component frequencies, since such a synthesis cannot produce the
dynamic variation with time characteristic of these instruments. Modern
synthesizers shape the envelopes of the sounds they produce and hence are
capable of more accurate and convincing imitations of musical instruments.
For a simulation to be completely convincing, it is sometimes necessary to
give different time envelopes to different harmonics within a complex sound
(Handel, 1995; Risset and Wessel, 1999).

3 INFORMATION USED TO SEPARATE
AUDITORY OBJECTS

Bregman (1978b) and Bregman and Pinker (1978) have suggested that it is
useful to make a distinction between two concepts: source and stream. A
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source is some physical entity that gives rise to acoustic pressure waves, for
example, a violin being played. A stream, on the other hand, is the percept of a
group of successive and/or simultaneous sound elements as a coherent whole,
appearing to emanate from a single source. For example, it is the percept of
hearing a violin being played.

It is hardly ever the case that the sound reaching our ears comes from a
single source. Usually the sound arises from several different sources. This is
illustrated in Fig. 8.2, which shows the waveforms of several sounds recorded
in my laboratory (top four traces) and the waveform resulting from the
mixture of those sounds (bottom trace). It is hard to “see” any of the
individual sounds in the mixture. However, when listening to all of the sounds
together in the laboratory, each can be heard as a separate stream.

As discussed earlier in this book, the peripheral auditory system acts as a
frequency analyzer, separating the different frequency components in a
complex sound. Somewhere in the brain, the internal representations of these
frequency components have to be assigned to their appropriate sources. If the
input comes from two sources, A and B, then the frequency components must
be split into two groups; the components emanating from source A should be

Sound pressure

Mixture

0 0.1
Time, secs

FIGURE 8.2 The wavelorms ol four individual sounds (top lour traces) and the
waveform resulting (rom adding those sounds together.
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assigned to one stream and the components emanating from source B should
be assigned to another. The process of doing this is often called “perceptual
grouping”. It is also given the name “parsing” (Bregman and Pinker, 1978) or
“auditory scene analysis” (Bregman, 1990). The process of separating the
elements arising from two different sources is sometimes called “segregation”.

Many different sorts of physical cues may be used to derive separate
perceptual streams corresponding to the individual sources that give rise to a
complex acoustic input. There are two aspects to this process: “the grouping
together of all the simultaneous frequency components that emanate from a
single source at a given moment, and the connecting over time of the
changing frequencies that a single source produces from one moment to the
next” (Bregman and Pinker, 1978). These -two aspects are sometimes
described as “simultaneous grouping” and “sequential grouping”, respectively.

This section considers some of the physical cues that are used to achieve
perceptual segregation and grouping, focusing on simultaneous grouping.
Section 4 considers cues used for sequential grouping. The physical cues are
not completely independent of one another, and no one of them always works
perfectly. Section 5 describes the general perceptual rules governing
simultaneous and sequential grouping.

One general point should be made about perceptual grouping; it is not an
all-or-none process (Darwin and Carlyon, 1995). Most experiments on
perceptual grouping are concerned with the effect of one specific attribute of
sounds, for example, their pitch, their subjective location, or their timbre, on
grouping. These experiments have shown that a cue that is effective for one
attribute may be less effective or completely ineffective for another attribute.
Also, the effectiveness of the cues may differ for simultaneous and sequential
grouping,

3A FuNDAMENTAL FREQUENCY AND SPECTRAL REGULARITY

When we listen to two steady complex tones together (e.g., two musical
instruments or two vowel sounds), we do not generally confuse which
harmonics belong to which tone. Rather, we hear each tone as a separate
source, even though the harmonics may be interleaved and sometimes may
even coincide. We can do this only if the two tones have different fundamental
frequencies (FO). Broadbent and Ladefoged (1957), in an experiment using
synthetic vowels, showed that the normal percept of a single fused voice
occurs only if all the harmonics have the same FO. 1f the harmonics are split
nto two groups with different FOs, then two separate sounds are heard.
Scheffers (1983) has shown that, if two vowels are presented simultaneously,
they can be 1dentified better when they have FOs differing by more than 6%
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than when they have the same FO. Other researchers have reported similar
findings (Assmann and Summerfield, 1990; McKeown and Patterson, 1995).

FO may be important in several ways. The components in a periodic sound
have frequencies that form a simple harmonic series; the frequencies are integer
multiples of FO. This property is referred to as “harmonicity”. The lower
harmonics are resolved in the peripheral auditory system (see Chapter 3,
Section 4D). The regular spacing of the lower harmonics may promote their
perceptual fusion, causing them to be heard as a single sound. If a sinusoidal
component does not form part of this harmonic series, it tends to be heard as a
separate sound. This is illustrated by some experiments of Moore et al. (1986).
They investigated the effect of mistuning a single low harmonic in a harmonic
complex tone. When the harmonic was mistuned sufficiently, it was heard as a
separate pure tone standing out from the complex as a whole. The degree
of mistuning required varied somewhat with the duration of the sounds; for
400-ms tones a mistuning of 3% was sufficient to make the harmonic stand out
as a separate tone. Darwin and Gardner (1986) have demonstrated a similar
effect for vowel sounds. They also showed that mistuning a harmonic could
reduce the contribution of that harmonic to the timbre of the vowel; the effect
of the mistuning was similar to the effect of reducing the harmonic in level.

Roberts and Brunstrom (1998, 2001) have presented evidence suggesting
that the important feature determining whether a group of frequency
components are heard as fused is not harmonicity, but spectral regularity; if
a group of components form a regular spectral pattern, they tend to be heard
as fused, while if a single component does not “fit” the pattern, it is heard to
“pop out”. For example, a sequence of components with frequencies 650, 850,
1050, 1250, and 1450 Hz is heard as relatively fused. If the frequency of the
middle component is shifted to, say, 1008 or 1092 Hz, that component no
longer forms part of the regular pattern, and it tends to be heard as a separate
tone, standing out from the complex.

Culling and Darwin (1993, 1994) have suggested that a mechanism other
than one based on harmonicity or spectral regularity can play a role in
perceptual segregation of lower harmonics. They showed that, for small
differences in FO between two vowels, only the lower frequencies contribute
to improved accuracy of vowel identification with increasing difference in FO.
They suggested that the improvement occurred because of temporal
interactions between the lower harmonics in the two vowels. These
interactions, a form of beats (see Chapter 1, Section 2D), have the effect
that the neural response to the two vowels is dominated alternately by first
one vowel and then the other. The auditory system appears to be able to listen
selectively in time to extract a representation of each vowel.

For the higher harmonics in a complex sound, FO may play a different role.
The higher harmonics of a periodic complex sound are not resolved on the
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basilar membrane, but give rise to a complex waveform with a periodicity
equal to FO (see Fig. 6.6). When two complex sounds with different FOs are
presented simultaneously, then each will give rise to waveforms on the basilar
membrane with periodicity equal to its respective FO. If the two sounds have
different spectra, then each will dominate the response at certain points on
the basilar membrane. The auditory system may group together regions with a
common FO and segregate them from regions with a different FO (Assmann
and Summerfield, 1990). It may also be the case that both resolved and
unresolved components can be grouped on the basis of the detailed time
pattern of the neural spikes (Meddis and Hewitt, 1992).

This process can be explained in a qualitative way by extending the model
of pitch perception presented in Chapter 6. Assume that the pitch of a
complex tone results from a correlation or comparison of time intervals
between successive nerve spikes in neurons with different CFs. Only those
“channels” that show a high correlation would be classified as “belonging” to
the same sound. Such a mechanism would automatically group together
components with a common FO. However, de Cheveigné et al. (1997a)
presented evidence against a such a mechanism. They showed that
identification of a target vowel in the presence of a background vowel was
better when the background was harmonic than when it was inharmonic. In
contrast, identification of the target did not depend on whether or not the
target was harmonic. de Cheveigné and coworkers (de Cheveigné et al.,
1997a,b; de Cheveigné, 1997) proposed a mechanism based on the idea that a
harmonic background sound can be “canceled” in the auditory system, thus
enhancing the representation of a target vowel. In any case, it should be noted
that the ability of the auditory system to segregate a given sound based on FO
information in a given spectral region is limited, as indicated by the
phenomenon of pitch discrimination interference (see Chapter 6, Section 8).

3B ONSET DISPARITIES

Rasch (1978) investigated the ability to hear one complex tone in the presence
of another. One of the tones was treated as a masker and the level of the signal
tone (the higher in FO) was adjusted to find the point where it was just
detectable. When the two tones started at the same time and had exactly the
same temporal envelope, the threshold of the signal wasbetween 0 and —20dB
relative to the level of the masker (Fig. 8.3a). Thus, when a difference in FO was
the only cue, the signal could not be heard when its ievel was more than 20dB
below that of the masker.

Rasch also investigated the effect of starting the signal just before the
masker (Fig. 8.3b). He found that threshold depended strongly on onset
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FIGURE 83 Schematic illustration of the stimuli used by Rasch (1978). Both the
signal and the masker were periodic complex tones, and the signal had a higher
fundamental frequency than the masker. When the signal and masker were gated on
and off synchronously (panel a), the threshold for detecting the signal was relatively
high. When the signal started slightly before the masker (panel b), the threshold was
markedly reduced. When the signal was turned off as soon as the masker was turned
on (panel c), the signal was perceived as continuing through the masker, and the
ithreshold was the same as when the signal did continue through the masker.

asynchrony, reaching a value of —60dB for an asynchrony of 30 ms. Thus,
when the signal started 30 ms before the masker, it could be heard much more
easily and with much greater differences in level between the two tones. It
should be emphasized that the lower threshold was a result of the signal
occurring for a brief time on its own; essentially performance was limited by
backward masking of the 30-ms asynchronous segment, rather than by
simultaneous masking. However, the experiment does illustrate the large
benefit that can be obtained from a relatively small asynchrony.
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Although the percept of his subjects was that the signal continued
throughout the masker, Rasch showed that this percept was not based upon
sensory information received during the presentation time of the masker. He
found that identical thresholds were obtained if the signal was turned off
immediately after the onset of the masker (Figure 8.3c). It appears that the
perceptual system “assumes” that the signal continues, since there is no
evidence to the contrary; the part of the signal that occurs simultaneously
with the masker would be completely masked. This effect is related to the
continuity phenomenon that was described in Chapter 3, Section 10, and it is
discussed further in this chapter (Section 5).

Rasch (1978) showed that, if the two tones have simultaneous onsets but
different rise times, this also can give very low thresholds for the signal,
provided it has the shorter rise time. Under these conditions and those of
onset asynchronies up to 30ms, the notes sound as though they start
synchronously. Thus, we do not need to be consciously aware of the onset
differences for the auditory system to be able to exploit them in the perceptual
separation of complex tones. Rasch also pointed out that, in ensemble music,
different musicians do not play exactly in synchrony even if the score
indicates that they should. The onset differences used in his experiments
correspond roughly with the onset asynchronies of nominally “simultaneous”
notes found in performed music. This supports the view that the asynchronies
are an important factor in the perception of the separate parts or voices in
polyphonic music.

Onset asynchronies can also play a role in determining the timbre of
complex sounds. Darwin and Sutherland (1984) showed that a tone that stops
or starts at a different time from a vowel is less likely to be heard as part of
that vowel than if it is simultaneous with it. For example, increasing the level
of a single harmonic can produce a significant change in the quality (timbre)
of a vowel. However, if the incremented harmonic starts before the vowel, the
change in vowel quality is markedly reduced. Similarly, Roberts and Moore
(1991) showed that extraneous sinusoidal components added to a vowel
could influence vowel quality, but the influence was markedly reduced when
the extraneous components were turned on before the vowel or turned off
after the vowel.

3C CONTRAST WITH PREVIOUS SOUNDS

The auditory system seems well suited to the analysis of changes in the
sensory input, and particularly to changes in spectrum over time (Kluender
et al., 2003; Moore, 2003b). The changed aspect stands out perceptually from
the rest. It is possible that there are specialized central mechanisms for
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detecting changes in spectrum. Additionally, stimulation with a steady sound
may result in some kind of adaptation. When some aspect of a stimulus is
changed, that aspect is freed from the effects of adaptation and thus will be
enhanced perceptually. Although the underlying mechanism is a matter of
debate, the perceptual effect certainly is not.

A powerful demonstration of this effect may be obtained by listening to
a stimulus with a particular spectral structure and then switching rapidly to a
stimulus with a flat spectrum, such as white noise. A white noise heard in
isolation may be described as “colorless™; it has no pitch and has a neutral sort
of timbre. However, when a white noise follows soon after a stimulus with
spectral structure, the noise sounds “colored”. The coloration corresponds to
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FIGURE 8.4 Schematic illustration of the spectra of stimuli used to demonstrate the
effect of contrast with previous sounds. A noise with a spectral notch is presented first
(panel a). The stimulus is then changed to a noise with a flatspectrum (panel b). Normally
this noise is perceived as “colorless™. However, following the noise with the spectral notch
it sounds like a noise with a spectral peak. such as that shown in panel c.
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the inverse of the spectrum of the preceding sound. For example, if the
preceding sound is a noise with a band stop or notch (Fig. 8.4a), the white
noise (Fig. 8.4b) has a pitch-like quality, with a pitch value corresponding to
the center frequency of the notch (Zwicker, 1964). It sounds like a noise with
a small spectral peak (Fig. 8.4c). A harmonic complex tone with a flat
spectrum may.be given a speech-like quality if it is preceded by a harmonic
complex tone with a spectrum that is the inverse of that of a speech sound,
such as a vowel (Summerfield et al., 1987).

Another demonstration of the effects of a change in a stimulus can be
obtained by listening to a steady complex tone with many harmonics. Usually
such a tone is heard with a single pitch corresponding to FO, and the
individual harmonics are not separately perceived. However, if one of the
harmonics is changed in some way, by altering either its relative phase or its
level, then that harmonic stands out perceptually from the complex as a
whole. For a short time after the change is made, a pure-tone quality is
perceived. The perception of the harmonic then gradually fades, until it
merges with the complex once more.

Change detection is obviously of importance in assigning sound com-
ponents to their appropriate sources. Normally we listen against a background
of sounds that may be relatively unchanging, such as the humming of
machinery, traffic noises, and so on. A sudden change in the sound is usually
indicative that a new source has been activated, and the change detection
mechanisms enable us to isolate the effects of the change and interpret them
appropriately.

3D CORRELATED CHANGES IN AMPLITUDE OR FREQUENCY

Section 3B described the work of Rasch (1978) showing that the perceptual
separation of two complex tones could be enhanced by introducing an onset
asynchrony. The threshold of detection of the tone with the higher FO could
be markedly reduced if that tone started 30 ms before the other tone. Rasch
also showed that, even when the two tones started synchronously, it was
possible to enhance the detection of the tone with higher FO by frequency
modulating it. This modulation was similar to the vibrato that often occurs for
musical tones (see Chapter 7, Section 7C), and it was applied so that all the
components in the higher tone moved up and down in synchrony. Rasch
found that the modulation could reduce the threshold for detecting the higher
tone by 17 dB. Thus, when two complex tones are presented simultaneously,
the detection of one of the tones can be enhanced if its components are
frequency modulated, leaving the other tone steady. A similar effect can be
produced by amplitude modulation (AM) of one of the tones. The modulation
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seems to enhance the salience of the modulated sound, making it appear to
stand out from the unmodulated sound.

It seems quite clear that modulation of the components of one sound .in
amplitude or in frequency can aid the perceptual segregation of that sound
from an unchanging background (McAdams, 1982, 1989; Summerfield and
Culling, 1992; Moore and Bacon, 1993). What is less clear is whether the
perceptual segregation of simultaneous sounds is affected by the coherence of
changes in amplitude or frequency when both sounds are modulated.
Coherence here refers to whether the changes in amplitude or frequency of
the two sounds have the same pattern over time or different patterns over
time. Several experiments have been reported suggesting that coherence of
amplitude changes plays a role; sounds with coherent changes tend to fuse
perceptually, whereas sounds with incoherent changes tend to segregate
(Bregman et al., 1985; Hall and Grose, 1990; Moore and Shailer, 1991; Moore
et al., 1993b). However, Summerfield and Culling (1992) found that the
coherence of AM did not affect the identification of pairs of simultaneous
vowels when the vowels were composed of components placed randomly in
frequency (to avoid effects of harmonicity).

Evidence for a role of FM coherence in perceptual grouping has been more
elusive. Although some studies have been interpreted as indicating a weak
role for frequency modulation coherence (Cohen and Chen, 1992; Chalikia
and Bregman, 1993), the majority of studies have failed to indicate such
sensitivity (McAdams, 1989; Carlyon, 1991, 1994; Marin and McAdams,
1991; Summerfield and Culling, 1992; Lyzenga and Moore, 2005). Furukawa
and Moore (1996) have shown that the detectability of frequency modulation
imposed on two widely separated carrier frequencies is better when the
modulation is coherent on the two carriers than when it is incoherent.
However, this may occur because the overall pitch evoked by the two carriers
fluctuates more when the carriers are modulated coherently than when they
are modulated incoherently (Furukawa and Moore, 1997a, 1997b; Carlyon,
2000). There is no clear evidence that the coherence of frequency modulation
influences perceptual grouping when both sounds are modulated.

The fusion of components that vary in amplitude in a coherent way can
affect the perception of a single harmonic complex tone. Consider a complex
tone containing the third, fourth, and fifth harmonics of a 200-Hz FO, namely,
600, 800, and 1000 Hz. This complex tone may be perceived in two ways. We
may listen in an analytic mode, hearing the pitches of one or more individual
components (Chapter 3, Section 4D), or we may listen in a synthetic mode,
hearing a single pitch corresponding to the missing FO (Chapter 6, Section 4).
The analytic mode is more likely if the complex tone is presented
continuously or if the complex tone is built up by adding one component
at a time. However, the synthetic mode is more likely if all the components in
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the complex tone are amplitude modulated in the same way; the coherent
behavior of the components causes them to be fused into a single percept.

3E Sounp LocATiON

The cues used in sound localization may also help in the analysis of complex
auditory inputs. Chapter 7 described a phenomenon that was related to this,
namely, the binaural masking level difference (MLD). The phenomenon can
be summarized as follows: whenever the phase or level differences of a signal
at the two ears are not the same as those of a masker, our ability to detect the
signal is improved relative to the case where the signal and masker have the
same phase and level relationships at the two ears. The practical implication is
that a signal is easier to detect when it is located in a different position in
space from the masker. Although most studies of the MLD have been
concerned with threshold measurements, it seems clear that similar
advantages of binaural listening can be gained in the identification and
discrimination of signals presented against a background of other sound.

An example of the use of binaural cues in separating an auditory “object”
from its background comes from an experiment by Kubovy et al. (1974). They
presented eight continuous sinusoids to each ear via earphones. The sinusoids
had frequencies corresponding to the notes in a musical scale, the lowest
having a frequency of 300 Hz. The input to one ear, say the left, was presented
with a delay of 1 ms relative to the input to the other ear, so the sinusoids were
all heard toward the right side of the head. Then, the phase of one of the
sinusoids was advanced in the left ear, while its phase in the right ear was
delayed, until the input to the left ear led the input to the right ear by 1 ms;
this phase-shifting process occurred over a time of 45 ms. The phase remained
at the shifted value for a certain time and was then smoothly returned to its
original value, again over 45ms. During the time that the phase shift was
present, the phase-shifted sinusoid appeared toward the opposite (left) side of
the head, making it stand out perceptually. A sequence of phase shifts in
different components was clearly heard as a melody. This melody was
completely undetectable when listening to the input to one ear alone. Kubovy
et al. interpreted their results as indicating that differences in relative phase at
thetwo ears canallow an auditory “object” to be isolated in the absence of any
other cues.

Culling (2000) performed a similar experiment to that of Kubovy et al.
(1974), but he examined the importance of the phase transitions. He found
that, when one component of a complex sound changed rapidly but smoothly
in ITD, it perceptually segregated from the complex. When different
components were changed in 1TD in succession, a recognizable melody was
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heard, as reported by Kubovy et al. However, when the transitions were
replaced by silent intervals, leaving only “static” ITDs as a cue, the melody was
much less salient. Thus, transitions in ITD seem to be more important than
static differences in ITD in producing segregation of one component from a
background of other components. Nevertheless, static differences in ITD do
seem to be sufficient to produce segregation, as illustrated by an experiment
of Akeroyd et al. (2001). They investigated the ability of relatively untrained
subjects to identify simple melodies created using the “Huggins” pitch
described in Chapter 6, Section 5E; noise derived from the same noise
generator was fed to each ear of each subject, and the pitch of a “note” was
created by introducing a phase shift in a specific frequency region to the
stimulus delivered to one ear only, this is equivalent to introducing an ITD in
that frequency region. The pitch is presumably heard because the noise
components in the phase-shifted frequency region segregate from the
remaining components. Each “note” involved a static interaural phase shift,
there was a silent interval between successive notes, and the frequency region
of the phase shift was changed across “notes” to create the melody. The great
majority of subjects could identify the melodies with high accuracy, indicating
that static differences in interaural phase (equivalent to ITDs) were sufficient
to cause a group of components in the noise to segregate from the remainder,
allowing the pitch to be heard.

Other experiments suggest that binaural processing often plays a relatively
minor role in simultaneous grouping. For example, when a single component
in a harmonic complex tone is mistuned upward or downward by a small
amount, this results in a shift of the pitch of the whole complex sound in the
same direction (Moore et al., 1985a). Darwin and Ciocca (1992) reported that
the pitch shift was almost as large when the mistuned component was
presented to the opposite ear as when it was presented to the same ear as the
rest of the components. Apparently, segregation by ear did not prevent the
mistuned component from contributing to the pitch of the complex sound.
However, Gockel et al. (2005b) found that the pitch shift produced by a
mistuned component was smaller when that component was presented to the
opposite ear than when it was presented to the same ear as the rest of the
components, suggesting that segregation by ear did reduce the contribution of
the mistuned component to pitch.

Gockel and Carlyon (1998) investigated the ability to detect mistuning of
a single component in a harmonic complex sound. They used a two-interval
forced-choice task. In the “standard™ interval, all components were frequency
modulated in phase by a 5-Hz sinusoid in such a way that the components
remained harmonically related. In the -“signal” interval, the “target”
component was modulated with opposite phase to the remaining (nontarget)
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components; when the target frequency was moving upward, the frequencies
of the nontarget components were moving downward, and vice versa. The
out-of-phase modulation thus introduced a mistuning proportional to the
depth of the FM. The task of the subjects was to identify the signal interval.
Gockel and Carlyon suggested that the mistuning “was detected by hearing
out the target component”; that component appeared to “pop out” from the
rest of the complex. They reasoned that any manipulation of the stimuli that
would make the target component pop out in both intervals of a trial would
make performance worse. In one experiment, they achieved this by presenting
the nontarget components in the opposite ear to the target component.
As expected, this made performance worse than when all components were
presented to one ear. In a second experiment, the nontarget components
were presented to both ears. In the ear receiving the target, each component
had a level of 45dB SPL. In the opposite ear, the nontarget components were
presented at a level of 65 dB SPL per component. As a result of the interaural
level difference (ILD) of the nontarget components, they were perceived as
being at the ear contralateral to the ear receiving the target. Performance in this
condition was only slightly worse than when the nontarget components were
presented only to the same ear as the target (at 45 dB SPL per component) and
was much better than when the nontarget components were presented only to
the contralateral ear. It seems that segregation of the target from the nontarget
components was stronger when they were presented to opposite ears than
when they were merely perceived at opposite ears due to an ILD.

Shackleton and Meddis (1992) investigated the ability to identify each
vowel in pairs of concurrent vowels. They found that a difference in FO
between the two vowels improved identification by about 22%. In contrast, a
400-ps ITD in one vowel (which corresponds to an azimuth of about 45°%)
improved performance by only 7%. Culling and Summerfield (1995)
investigated the identification of concurrent “whispered” vowels, synthesized
using bands of noise. They showed that listeners were able to identify the
vowels accurately when each vowel was presented to a different ear. However,
they were unable to identify the vowels when they were presented to both ears
but with different ITDs. In other words, listeners could not group the noise
bands in different frequency regions with the same ITD and thereby separate
them from noise bands in other frequency regions with a different 1TD.

In summary, when two simultaneous sounds differ in their ILD or ITD, this
can contribute to the perceptual segregation of the sounds and enhance their
detection and discrimination. However, such binaural processing is not
always effective, and in some situations it appears to play little role. The role
of differences in spatial location in the perceptual segregation of speech in a
background of speech is described in Chapter 9, Section 7.
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4 THE PERCEPTION OF SEQUENCES OF SOUNDS

It is beyond the scope of this book to review the extensive literature on
the perception of temporal patterns and rhythm. The interested reader is
referred to the reviews of Fraisse (1982) and Clarke (1999). The following
selective review focuses on the perceptual organization of sequences of
sounds.

4A STREAM SEGREGATION

When we listen to rapid sequences of sounds, the sounds may be grouped
together (i.e., perceived as if they come from a single source, called fusion or
coherence), or they may be perceived as different streams (i.e., as coming
from more than one source, called fission or stream segregation) (Miller and
Heise, 1950; Bregman and Campbell, 1971; van Noorden, 1975; Bregman.
1990). The term “streaming” is used to denote the processes determining
whether one stream or multiple streams are heard. Van Noorden (1971)
investigated this phenomenon using a sequence of pure tones where every
second B was omitted from the regular sequence ABABAB ..., producing the
sequence ABA ABA ... He found that this could be perceived in two ways,
depending on the frequency separation of A and B. For small separations, a
single rhythm, resembling a gallop, is heard (fusion). For large separations,
two separate tone sequences are heard, one of which (A A A) is running twice
as fast as the other (B B B) (fission). Bregman (1978b) suggested that each
stream corresponds to an auditory “object” and that stream segregation
reflects the attribution of different components in the sound to different
sources. Components are more likely to be assigned to separate streams if they
differ widely in frequency or if there are rapid jumps in frequency between
them. The latter point is illustrated by a study of Bregman and Dannenbring
(1973). They used tone sequences in which successive tones were connected
by frequency glides. They found that these glides reduced the tendency for the
sequences to split into high and low streams.

The effects of frequency glides and other types of transitions in preventing
stream segregation or fission are probably of considerable importance in the
perception of speech. Speech sounds may follow one another in very rapid
sequences, and the glides and partial glides observed in the acoustic
components of speech may be a strong factor in maintaining the percept of
speech as a unified stream (see Chapter 9).

Van Noorden found that, for intermediate frequency separations of the
tones A and B in a rapid sequence, either fusion or fission could be heard,
according to the instructions given and the “attentional set” of the subject.
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When the percept is ambiguous, the tendency for fission to occur increases
with increasing exposure time to the tone sequence (Bregman, 1978a; Roberts
et al., 2008). The auditory system seems to start with the assumption that
there is a single sound source, and fission is only perceived when sufficient
evidence has built up to contradict this assumption. Sudden changes in a
sequence, or in the perception of a sequence, can cause the percept to revert
to its initial “default” condition, which is fusion (Rogers and Bregman, 1993,
1998; for a review, see Moore and Gockel, 2002).

For rapid sequences of complex tones, strong fission can be produced by
differences in spectrum of successive tones, even whenall tones have the same
FO (van Noorden, 1975; Hartmann and Johnson, 1991; Singh and Bregman,
1997; Vliegen et al., 1999). However, when successive complex tones are
filtered to have the same spectral envelope, stream segregation can also be
produced by differences between successive tones in FO (Vliegen and
Oxenham, 1999; Vliegen et al., 1999), in temporal envelope (Iverson, 1995;
Singh and Bregman, 1997), in the relative phases of the components (Roberts
et al., 2002; Stainsby et al., 2004), or in localization (Gockel et al., 1999).
Stream segregation can also be produced by differences in pitch between tones
created by binaural interaction, as Huggin’s pitches (Akeroyd et al., 2005); see
Chapter 6, Section 5E. Moore and Gockel (2002) proposed that any salient
perceptual difference between successive tones may lead to stream segrega-
tion. Consistent with this idea, Dowling (1968; 1973) has shown that stream
segregation may also occur when successive pure tones differ in intensity or in
spatial location. He presented a melody composed of equal-intensity notes
and inserted between each note of the melody a tone of the same intensity, with
afrequency randomlyselected from the same range. He found that the resulting
tone sequence produced a meaningless jumble. Making the interposed notes
different from those of the melody, in either intensity, frequency range, or
spatial location, caused them to be heard as a separate stream, enabling subjects
to pick out the melody.

Darwin and Hukin (1999) have shown that sequential grouping can be
strongly influenced by ITD. In one experiment, they presented two
simultaneous sentences (Fig. 8.5). They varied the ITDs of the two sentences
in the range 0 to * 181 ps. For example, one sentence might lead in the left
ear by 45 ps, while the other sentence would lead in the right ear by 45 ps (as
in Fig. 8.5). The sentences were based on natural speech but were processed
so that each was spoken on a monotone, i.e., with constant FO. The FO
difference between the two sentences was varied from O to 4 semitones.
Subjects were instructed to attend to one particular sentence. At a certain
point, the two sentences contained two different target words aligned in
starting timeand duration (“dog” and “bird”). The FOsand the ITDs of the two
target words were varied independently from those of the two sentences.
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MDe +45us + 45 pus +45us
"Could you please write the word | dog down now"

“You'll also hear the sound blrd this  time”
ITD = -45pus - 45 pus -45us

FIGURE 8.5 Example of the stimuli used by Darwin and Hukin (1999) (adapted from
their Fig. 8.1)

Subjects had to indicate which of the two target words they heard in the
attended sentence. They reported the target word that had the same 1TD as the
attended sentence much more often than the target word with the opposite
ITD. In other words, the target word with the same ITD as the attended
sentence was grouped with that sentence. This was true even when the target
word had the same ITD as the attended sentence but a different FO. Thus.
subjects grouped words across time according to their perceived location,
independent of FO differences. Darwin and Hukin (1999) concluded that
listeners who try 1o track a particular sound source over time direct attention
to auditory objects at a particular subjective location. The auditory objects
themselves may be formed using cues other than ITD. for example. onsct and
offsct asynchrony and harmonicity

A number of composers have exploited the fact that stream segregation
occeurs lor tones that are widely separated in frequency. By playing a sequence
ol tones i which alternate notes are chosen from separate frequency ranges,
an instrument such as the flute, which s only capable of plaving one note at a
time, can appear to be playing two themes at once. Many fine examples of this
are available i the works ol Bach. Telemann and Vivaldi. There arc also cases
where composers intend interleaved notes plaved by dilferent instruments
(c.g.. the first and sccond violins) to be heard as a single melody. This only
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works when the different instruments have similar timbres and locations and
play in similar pitch ranges.

4B JUDGMENT OF TEMPORAL ORDER

Judgments of temporal order have already been discussed in Chapter 5,
Sections 8B and 8C, where it was pointed out that it may be difficult to judge
the temporal order of sounds that appear to come from different sources. An
example of this comes from the work of Broadbent and Ladefoged (1959).
They reported that extraneous sounds in sentences were grossly mislocated.
For example, a click might be reported as occurring a word or two away from
its actual position. Surprisingly poor performance was also reported by
Warren et al. (1969) for judgments of the.temporal order of three or four
unrelated items, such as a hiss, a tone, and a buzz. Most subjects could not
identify the order when each successive item lasted as long as 200 ms. Naive
subjects required that each item last at least 700 ms to identify the order of
four sounds presented in an uninterrupted repeated sequence. These
durations are well above those that are normally considered necessary for
temporal resolution; see Chapter 5.

The poor order discrimination described by Warren et al. is probably a
result of stream segregation. The sounds they used do not represent a
coherent class. They have different temporal and spectral characteristics, and
they do not form a single perceptual stream. Items in different streams appear
to float about with respect to each other in subjective time in much the same
way as a click superimposed on speech. Thus, temporal order judgments are
difficult. It should be emphasized that the relatively poor performance
reported by Warren et al. (1969) is found only in tasks requiring absolute
identification of the order of sounds and not in tasks that simply require the
discrimination of different sequences. Also, as described in Chapter 5, with
extended training and feedback subjects can learn to distinguish between and
identify orders within sequences of nonrelated sounds lasting only 10 ms or
less (Warren, 1974).

To explain these effects, Divenyi and Hirsh (1974) suggested that two kinds
of perceptual judgments are involved. At longer item durations the listener is
able to hear a clear sequence of steady sounds, whereas at shorter durations a
change in the order of items introduces qualitative changes that can be
discriminated by trained listeners. Similar explanations have been put forward
by Green (1973) and Warren (1974) (see also Chapter 5).

Bregman and Campbell (1971) investigated the factors that make temporal
order judgments for tone sequences difficult. They used naive subjects, so
performance presumably depended on the subjects actually perceiving the
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sounds as a sequence, rather than on their learning the overall sound pattern.
They found that, in a repeating cycle of mixed high and low tones, subjects
could discriminate the order of the high tones relative to one another or of the
low tones among themselves, but they could not judge the order of the high
tones relative to the low ones. The authors suggested that this was because the
two groups of sounds split into separate perceptual streams and that
judgments across streams are difficult. Several studies have used tasks
involving the discrimination of changes in timing or rhythm as a tool for
studying stream segregation (Vliegen et al., 1999; Cusack and Roberts, 2000;
Roberts et al., 2002). The rationale of these studies is that, if the ability to
judge the relative timing of successive sound elements is good, this indicates
that the elements are perceived as part of a single stream, while if the ability is
poor, this indicates that the elements are perceived in different streams. This
method is especially useful for studying “obligatory” or “automatic” stream
segregation, which is segregation that occurs even when the listener is trying
to hear the sounds as a single stream.

5 GENERAL PRINCIPLES OF PERCEPTUAL
ORGANIZATION

The Gestalt psychologists (Koffka, 1935) described many of the factors that
govern perceptual organization, and their descriptions and principles apply
reasonably well to the way physical cues are used to achieve perceptual
grouping of the acoustic input. It seems likely that the “rules” of perceptual
organization have arisen because, on the whole, they tend to give the right
answers. That is, use of the rules generally results in a grouping of those parts
of the acoustic input that arose from the same source and a segregation of
those that did not. No single rule always works, but it appears that the rules
can generally be used together, in a coordinated and probably quite complex
way, in order to arrive at a correct interpretation of the input. In the following
sections, 1 outline the major principles or rules of perceptual organization.
Many, but not all, of the rules apply to both vision and hearing, and they were
mostly described first in relation to vision.

5A SIMILARITY

This principle is that elements are grouped if they are similar. In hearing,
similarity usually implies closeness of timbre, pitch, loudness, or subjective
location. Examples of this principle have already been described in
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Section 4A. If we listen to a rapid sequence of pure tones, say 10 tones per
second, then tones that are closely spaced in frequency, and are therefore
similar, form a single perceptual stream, whereas tones that are widely spaced
form separate streams.

For pure tones, frequency is the most important factor governing similarity,
although differences in level and subjective location between successive tones
can also lead to stream segregation. For complex tones, differences in timbre
produced by spectral differences seem to be the most important factor. Again,
however, other factors may play a role. These include differences in FO,
differences in timbre produced by temporal envelope differences, and
differences in perceived location.

5B Goop CONTINUATION

This principle exploits a physical property of sound sources, that changes in
frequency, intensity, location, or spectrum tend to be smooth and continuous,
rather than abrupt. Hence, a smooth change in any of these aspects indicates a
change within a single source, whereas a sudden change indicates that a new
source has been activated. One example has already been described; Bregman
and Dannenbring (1973) showed that the tendency of a sequence of high and
low tones to split into two streams was reduced when successive tones were
connected by frequency glides.

Asecond example comes fromstudies using synthetic speech (see Chapter 9).
In such speech, large fluctuations of an unexpected kind in FO (and
correspondingly in the pitch) give the impression that a new speaker has
stepped in to take over a few syllables from the primary speaker. However,
it appears that, in this case, the smoothness of the FO contour is not the sole
factor determining whether an intrusion is perceived. A single speaker’s FOs
coverarange of about one octave, but the intrusion effectis observed for much
smaller jumps than this, provided they are inconsistent with the changes in FO
required by the linguistic and phonetic context. Thus, it appears that the
assignment of incoming spectral patterns to particular speakers is done partly
on the basis of FO, but in a manner that requires a knowledge of the “rules” of
intonation; only deviations that do not conform to the rules are interpreted as a
new speaker.

Darwin and Bethell-Fox (1977) have reported an experimental study of this
effect. They synthesized spectral patterns that changed smoothly and
repeatedly between two vowel sounds. When the FO of the sound patterns
was constant they were heard as coming from a single source, and the speech
sounds heard included glides (1 as in let) and semivowels (“w” as in we).
When a discontinuous, step-like FO contour was imposed on the patterns,
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they were perceived as two perceptually distinct speech streams, and the
speech was perceived as containing predominantly stop consonants (e.g., “b”
as in “be” and “d” as in “day”) (see Chapter 9 for a description of the
characteristics of these speech sounds). A given group of components is
usually only perceived as part of one stream (see Section 5D). Thus, the
perceptual segregation produces illusory silences in each stream during the
portions of the signal attributed to the other stream, and these silences are
interpreted, together with the gliding spectral patterns in the vowels, as
indicating the presence of stop consonants (see Chapter 9). It is clear that the
perception of speech sounds can be strongly influenced by stream
organization.

5C CommonN FATE

The different frequency components arising from a single sound source
usually vary in a highly coherent way. They tend to start and finish together,
change in intensity together, and change in frequency together. This fact is
exploited by the perceptual system and gives rise to the principle of common
fate: if two or more components in a complex sound undergo the same kinds
of changes at the same time, then they are grouped and perceived as part of
the same source.

Two examples of common fate were described earlier. The first concerns the
role of the onsets of sounds. Components are grouped together if they start
and stop synchronously; otherwise they form separate streams. The onset
asynchronies necessary to allow the separation of two complex tones are not
large, about 30 ms being sufficient. The asynchronies observed in performed
music are typically as large as or larger than this, so when we listen to
polyphonic music we are easily able to hear separately the melodic line of
each instrument. Secondly, components that are amplitude modulated in a
synchronous way tend to be grouped together. There is at present little
evidence that the coherence of modulation in frequency affects perceptual
grouping, although frequency modulation of a group of components in a
complex sound can promote the perceptual segregation of those components
from an unchanging background.

5D DisjoINT ALLOCATION
Broadly speaking, this principle, also known as “belongingness", is that a single

component in a sound can only be assigned to one source at a time. In other
words, once a component has been “used” in the formation of one stream, it
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cannot be used in the formation of a second stream. For certain types of
stimuli, the perceptual organization may be ambiguous, there being more than
one way to interpret the sensory input. When a given component might belong
to one of a number of streams, the percept may alter depending on the stream
within which that component is included.

An example is provided by the work of Bregman and Rudnicky (1975).
They presented a sequence of four brief tones in rapid succession. Two of the
tones, labeled X, had the same frequency, but the middle two, A and B, had
different frequencies. The four-tone sequence was either XABX or XBAX. The
listeners had to judge the order of A and B. This was harder than when the
tones AB occurred in isolation (Fig. 8.6a) because A and B were perceived as
part of a longer four-tone pattern, including the two “distractor” tones, labeled

(@)
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FIGURE 86 Schematic illustration of the stimuli used by Bregman and Rudnicky
(1975). When the tones A and B are presented alone (panel a), it is easy to tell their
order. When the tones A and B are presented as part of a four-tone complex XABX
(panel b), it is more difficult to tell their order. If the four-tone complex is embedded in
a longer sequence of X tones (panel c), the Xs form a separate perceptual stream, and it
is easy to tell the order of A and B.
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X (Fig. 8.6b). They then embedded the four-tone sequence into a longer
sequence of tones, called “captor” tones (Fig. 8.6c). When the captor tones
had frequencies close to those of the distractor tones, they “captured” the
distractors into a separate perceptual stream, leaving the tones AB in a stream
of their own. This made the order of A and B easy to judge. It seems that the
tones X could not be perceived as part of both streams. When only one stream
is the subject of judgment and hence of attention, the other one may serve to
remove distractors from the domain of attention.

It should be noted that the principle of disjoint allocation does not always
work, particularly in situations where there are two or more plausible
perceptual organizations (Bregman, 1987). In such situations, a sound
element may sometimes be heard as part of more than one stream. Some
examples are given in Chapter 9, Section 3F

5E CLOSURE

In everyday life, the sound from a given source may be temporarily masked by
other sounds. During the time that the masking sound is present there may be
no sensory evidence that can be used to determine whether the masked sound
has continued or not. Under these conditions the masked sound tends to be
perceived as continuous. The Gestalt psychologists called this process
“closure”.

A laboratory example of this phenomenon is the continuity effect described
in Chapter 3, Section 10. When a sound A is alternated with a sound B, and B
is more intense than A, then A may be heard as continuous, even though it is
interrupted. The sounds do not have to be steady. For example, if B is noise
and A is a tone that is gliding upward in frequency, the glide is heard as
continuous even though certain parts of the glide are missing (Ciocca and
Bregman, 1987). Similarly, when an amplitude- or frequency-modulated tone
is interrupted by noise, the modulation is perceived to continue through the
noise (Lyzenga et al., 2005). Notice that, for this to be the case, the gaps in
the tone must be filled with noise and the noise must be a potential masker of
the tone (if they were presented simultaneously). In the absence of noise,
continuity is not heard.

The continuity effect also works for speech stimuli alternated with noise. In
the absence of noise to fill in the gaps, interrupted speech sounds hoarse and
raucous. When noise is presented in the gaps, the speech sounds more natural
and continuous (Miller and Licklider, 1950). For connected speech at
moderate interruption rates, the intervening noise actually leads to an
improvement in intelligibility (Dirks and Bower, 1970). This may occur
because the abrupt switching of the speech produces misleading cues as to
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which speech sounds were present (Chapter 9). The noise serves to mask
these misleading cues.

It is clear from these examples that the perceptual filling in of missing
sounds does not take place solely on the basis of evidence in the acoustic
waveform. Our past experience with speech, music, and other stimuli must
play a role, and the context of surrounding sounds is obviously important.
However, the filling in only occurs when one source is perceived as masking
or occluding another. This percept must be based on acoustic evidence that
the occluded sound has been masked. Thus, if a gap is not filled by a noise or
other sound, the perceptual closure does not occur; a gap is heard.

5F THE FIGURE-GROUND PHENOMENON AND ATTENTION

Several times in this chapter 1 have referred to the role of attention. It seems
that we are not generally capable of attending to every aspect of the auditory
input (or indeed of other sensory inputs); rather, certain parts are selected for
conscious analysis. In principle, we might think it possible to attend to and
compare any arbitrary small group of elements in a complex acoustic signal.
However, this does not appear to be the case. Rather, it appears that the
complex sound is analyzed into streams, and we attend primarily to one
stream at a time. This attended stream then stands out perceptually, while the
rest of the sound is less prominent. The Gestalt psychologists called the
separation into attended and unattended streams the “figure-ground
phenomenon”.

At a crowded cocktail party, we attend to one conversation at a time, and
the other conversations form a kind of background. Similarly, when we listen
to a piece of polyphonic music, we attend primarily to one melodic line at a
time. We can, of course, switch attention from one conversation to another or
from one melodic line to another, and we may have some awareness of the
other voices, but it appears that one stream at a time is selected for a complete
conscious analysis. Neisser (1967) has suggested that attention may be
brought to bear after the preliminary analysis into streams has occurred. The
“pre-attentive” processes involved thus place constraints upon attention: it is
difficult to attend simultaneously to, or to make relative judgments about,
elements that form parts of two separate perceptual streams.

Although the formation of auditory streams places constraints upon
attention, this should not be viewed as a one-way process; attention may also
influence the formation of streams (lhlefeld and Shinn-Cunningham, 2008a).
For example, when we listen to a sequence of alternating tones, with an
interval of about seven semitones between the tones, we may hear either
fission or fusion depending on our attentional “set” (van Noorden, 1975). We
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can listen selectively, trying to hear either the upper tones or the lower tones,
or we can listen comprehensively, trying to hear all the tones together. The
associated percepts seem to be mutually exclusive. When we listen without
any particular set, we may hear first one percept and then the other. The
change occurs at irregular intervals and appears spontaneous (Pressnitzer and
Hupe, 2006). This is an example of a perceptual reversal, resulting from an
ambiguity in the interpretation of the sensory input.

Carlyon et al. (2001) investigated the role of attention in the build up of stream
segregation. They used tone sequences of the type ABA ABA ... as described
earlier. The tone sequences were presented to the left ear of listeners for 21 s. Ina
baseline condition, no sounds were presented to the right ear. The main
experimental condition (“two-task condition™) was designed to draw attention
away from the tone sequences presented to the left ear. A series of noise bursts,
filtered into a high-frequency region (2-3 kHz), was presented to the right ear for
the first 10 s of the sequence. Each noise burst was either increasing or decreasing
inamplitude, and listeners were asked to judge the burstsas either approaching or
receding. After 10s, listeners had to switch task and judge the tone sequence in
the left ear. In a control condition, the same stimuli were presented as in the two-
task condition, but listeners were instructed to ignore the noise bursts in the right
ear and just concentrate on the task and stimuli in the left ear.

For the baseline and the control conditions, results were similar and
showed the usual build up of stream segregation with time of exposure to the
tone sequence, i.e., the probability of hearing two streams was very small at
the beginning of the tone sequence but increased with time, and the build up
was quicker the bigger the frequency separation of A and B. However, in the
two-task condition after switching attention back to the left ear, the
probability of hearing two streams was significantly smaller than when
listeners paid attention to the tone sequence in the left ear over the whole time
of presentation. It may be that the build up of stream segregation depends on
the listener paying attention to the tone sequence. Alternatively, the act of
switching attention from the noise bursts in the right ear to the tone sequence in
the left ear may cause a kind of resetting of the build up of stream segregation;
the effect could be similar to what occurs when the characteristics of the
sequence are changed suddenly, as described earlier.

The importance of changes in stimuli (Section 3C) can be interpreted in the
context of the figure-ground phenomenon. Whenever some aspect of a sound
changes, while the rest remains relatively unchanging, then that aspect is
drawn to the listener’s attention: it becomes the figure, while the steady part
forms the background. This is of practical value since events of significance in
the world are usually associated with a change of some kind. Our sensitivity to
change provides a way of directing our attention to new and potentially
important events in the environment.
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Finally, it should be noted that our ability t o direct attention to one stream
among a number, and indeed to form the stream in the first place, does not
depend only on information available in the acoustic waveform. The Gestalt
rules themselves constitute a form of knowledge, but other sources of
information or knowledge may also be involved. An example of this comes
from the “cocktail party” phenomenon. We can follow a conversation more
successfully if the subject matter of that conversation is different from that of
the other conversations. Clearly, this involves relatively high-level processes.
This point is discussed further in Chapter 9.

6 GENERAL CONCLUSIONS

In everyday life, the sound reaching our ears generally arises from a number of
different sound sources. The auditory system is usually able to parse the
acoustic input, so that the components deriving from each source are grouped
together and form part of a single perceptual stream. Thus, each source may
be ascribed its own pitch, timbre, loudness, and location, and sometimes a
source may be identified as familiar.

The identification of a particular sound source depends on the recognition
of its timbre. For steady sounds, the timbre depends primarily on the
distribution of energy over frequency. The perceptual differences in the
timbres of sounds are related to differences in their spectra when analyzed
using filters whose bandwidths approximate the critical bandwidths of the ear.
The time structure of sounds can also have an influence on their timbre; onset
transients and the temporal envelope are particularly important.

Many different physical cues can be used to achieve the perceptual
separation of the components arising from different sources. These include
differences in fundamental frequency, onset disparities, contrast with previous
sounds, changes in frequency and intensity, and sound location. No single cue
is effective all of the time, but used together they generally provide an
excellent basis for the parsing of the acoustic input.

When we listen to rapid sequences of sounds, the sounds may be perceived
as a single perceptual stream, or they may split into a number of perceptual
streams, a process known as stream segregation or fission. Fission is more
likely to occur if the elements making up the sequence differ markedly in
frequency, amplitude, location, or spectrum. Such elements would normally
emanate from more than one sound source. When two elements of a sound
are grouped into two different streams, it is more difficult to judge their
temporal order than when they form part of the same stream.

The general principles governing the perceptual organization of the
auditory world correspond well to those described by the Gestalt
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psychologists. The principle of similarity is that sounds are grouped into a
single perceptual stream if they are similar in pitch, timbre, loudness, or
subjective location. The principle of good continuation is that smooth
changes in frequency, intensity, location, or spectrum are perceived as changes
in a single source, whereas abrupt changes indicate a change in source. The
principle of common fate is that, if two components in a sound undergo the
same kinds of changes at the same time, then they are grouped and perceived
as part of a single source; however, this principle appears to apply strongly
only to onset asynchronies and not, for example, to frequency changes. The
principle of disjoint allocation is that a given element in a sound can only
form part of one stream at a time. The principle of closure is that, when parts
of a sound are masked or occluded, that sound is perceived as continuous,
provided there is no direct sensory evidence to indicate that it has been
interrupted.

Usually we attend primarily to one perceptual stream at a time. That stream
stands out from the background formed by other streams. Stream formation
places constraints upon attention, but attention may also influence the
formation of streams. Stream formation may also depend upon information
not directly available in the acoustic waveform.
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Speech Perception

1 INTRODUCTION

This chapter is concerned with the problem of how the complex acoustical
patterns of speech are interpreted by the brain and perceived as linguistic
units. The details of this process are still not fully understood, despite a large
amount of research carried out over the past 50 years. What has become clear
is that speech perception does not depend on the extraction of simple
invariant acoustic patterns directly available in the speech waveform. This has
been illustrated both by perceptual studies and by attempts to build machines
that recognize speech (Holmes, 1988). A given speech sound is not
represented by a fixed acoustic pattern in the speech wave; instead, the
speech sound’s acoustic pattern varies in a complex manner according to the
preceding and following sounds.

For continuous speech, perception does not depend solely on cues present
in the acoustic waveform. Part of a word that is highly probable in the context
of a sentence may be “heard” even when the acoustic cues for that part are
minimal or completely absent (Bagley, 1900-1901). For example, Warren
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(1970b) has shown that when an extraneous sound (such as a cough)
completely replaces a speech sound in a recorded sentence, listeners report
that they hear the missing sound. This phenomenon is probably related to the
continuity effect described in Chapters 3 and 8; when a weak sound is
alternated with a stronger sound of similar frequency, the weak sound may
appear continuous even though it is, in fact, pulsating. The effect reported by
Warren has been shown to depend on similar factors; the missing sound is
only heard if the cough is relatively intense and contains frequency
components close to those of the missing sound. This kind of filling-in
process often occurs when listening in noisy environments, and it illustrates
the importance of non-acoustic cues in speech perception. On the other hand,
we are able to identify nonsense syllables spoken in isolation, provided they
are clearly articulated, so linguistic context is not a necessary requirement for
the perception of speech.

It is beyond the scope of this book to give more than a brief description of
certain selected aspects of speech perception. 1 will not emphasize the aspects
of speech recognition related to semantic cues (the meaning of preceding and
following words and the subject matter), syntactic cues (grammatical rules),
and circumstantial cues (speaker identity, listening environment, etc.), even
though these may be of considerable importance, especially in noisy
environments. 1 will concentrate rather on the perceptual processing of
patterns in the acoustic waveform.

The study of the perception of acoustic patterns in speech has been greatly
aided by the use of speech synthesizers. These devices allow the production of
acoustic waveforms resembling real speech to varying degrees; the closeness
of the resemblance depends upon the complexity of the device and the trouble
to which the experimenter is prepared to go. In contrast to real speech,
synthesized speech has controlled and precisely reproducible characteristics.
Using a speech synthesizer, the experimenter can manipulate certain aspects
of the speech waveform, leaving all the other characteristics unchanged,
making it possible to investigate what aspects of the waveform determine how
it is perceived. The results of such experiments have been instrumental in the
formulation of theories of speech perception.

2 THE NATURE OF SPEECH SOUNDS
2A UNITS OF SPEECH

The most familiar units of speech are words. These can often be broken down
into syllables. However, linguists and phoneticians have often assumed that
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syllables can in turn be analyzed in terms of sequences of smaller units-—the
speech sounds or phonemes. To clarify the nature of phonemes, consider the
following example. The word “bit” is argued to contain three phonemes: an
initial, a middle, and a final phoneme. By altering just one of these phonemes
at a time, three new words can be created: “pit”, “bet”, and “bid”. Thus, for the
linguist or phonetician, the phonemes are the smallest units of sound that in
any given language differentiate one word from another. Phonemes on their
own do not have a meaning or symbolize an object (some are not even
pronounceable in isolation), but in relation to other phonemes they
distinguish one word from another, and in combination they form syllables
and words. Note that phonemes are defined in terms of what is perceived,
rather than in terms of acoustic patterns. Thus, they are abstract, subjective
entities, rather like pitch. However, they are also sometimes specified in terms
of the way they are produced. .

Not all researchers accept that it is appropriate to consider phonemes as
“the basic units” of speech perception (Mehler, 1981), and some deny that the
phoneme has any perceptual reality as a unit (Warren, 1976; Repp, 1981;
Plomp, 2002). However, the analysis of speech in terms of phonemes has been
widespread and influential, and 1 will continue to use the concept for the
purposes of discussion. English has around 40 different phonemes, which are
represented by a set of symbols specified by the International Phonetic
Association (IPA). Some symbols are the letters of the Roman alphabet, and
others are special characters. When a character is used to represent a
phoneme, this is indicated by a slash (/) before and after the character. For
example, /s/ is the first and // is the final phoneme of the word “see”.

A simple view of speech perception would hold that speech is composed of a
series of acoustic patterns or properties and that each pattern or set of patterns
corresponds to a particular phoneme. Thus, the acoustic patterns would have a
one-to-one correspondence with the phonemes, and a sequence of patterns
would be perceived as a sequence of phonemes, which would then be combined
into words and phrases. Unfortunately, this view is not tenable. To understand
why, the characteristics of speech sounds must be examined in more detail.

2B SPEECH PRODUCTION AND SPEECH ACOUSTICS

Speech sounds are produced by the vocal organs, namely, the lungs, the
trachea (windpipe), the larynx (containing the vocal folds), the throat or
pharynx, the nose and nasal cavities, and the mouth. The part of this system
lying above the larynx is called the vocal tract, and its shape can be varied
extensively by movements of various parts such as the tongue, the lips and
the jaw.
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The space between the vocal folds is called the glottis. The vocal folds can
open and close, varying the size of the glottis. This affects the flow of air from
the lungs. The term “glottal source” refers to the sound energy produced by
the flow of air from the lungs past the vocal folds as they open and close quite
rapidly in a periodic or quasi-periodic manner. Sounds produced while the
vocal folds are vibrating are said to be “voiced”. The glottal source is a
periodic complex tone with a relatively low FO, whose spectrum contains
harmonics covering a wide range of frequencies, but with more energy at low
frequencies than at high (see Fig. 9.1a). This spectrum is subsequently
modified by the vocal tract. The vocal tract behaves like a complex filter,
introducing resonances (called formants) at certain frequencies. The formants
are numbered, the one with the lowest frequency being called the first formant
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FIGURE 9.1 Illustration of how threc different vowel sounds are produced. Part (a)

shows the spectrum ol the sound produced by vibration of the vocal folds. It consists of
a series of harmonics whose levels decline with increasing frequency. Part (b) shows
schematic cross sections of the vocal tract in the positions appropriate for the three
vowels. Part (c) shows the filter functions or transfer functions associated with those
positions of the vocal tract. Part (d) shows the spectra of the vowels resulting from
passing the glottal source in panel (a) through the filter [unctions in panel (c). Adapted
[rom Bailey (1983) by permission of the author.
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(F1), the next the second (F2), and so on. The center frequencies of the
formants differ according to the shape of the vocal tract.

The speech sounds that are characterized most easily are the vowels. These
are usually voiced (but they can be whispered, in which case they are noise-
like), and they have formants that are relatively stable over time, when spoken
inisolation. Figure 9.1bshowscrosssections of the vocal tract for three different
vowels, and Fig. 9.1c shows the filter functions or transfer functions for those
vocal tract shapes. Figure 9.1d shows the spectra of the vowels resulting from
passing the glottal source through the vocal tract. Notice that the vowels contain
peaks in their spectra at the frequencies corresponding to the formants.

Consonant speech sounds are produced by a narrowing or constriction of the
vocal tract at some point along its length. Such sounds are classified into a
number of different types according to the degree and nature of the constriction.
The major types are fricatives, stops, affricates, nasals, and approximants.

Fricatives are produced by forcing air past a narrow constriction, which
gives a turbulent air flow. They have a noise-like quality and may consist of
that noise alone (as in /s/ and /{/), or may consist of that noise together with a
gloutal source, as in /2/ and /v/, the voiced counterparts of /s/ and /f/.

Stops are produced by making a complete closure somewhere in the vocal
tract. The closing and opening are rapid. The closure stops the flow of air fora
certain time, with an associated reduction or cessation of acoustic energy, after
which the airflow and acoustic energy abruptly resume. As with fricatives,
stops may be voiced (as in /b/, /d/, or /g/) or voiceless (as in their counterparts
/p/, 1V, or /K/). For a voiced stop, the vocal folds are vibrating at or close to the
moment when the release of the closure occurs; they may also vibrate during
the closure. For voiceless stops, the vocal folds stop vibrating during closure
and usually for some time after the release.

Affricates are like a combination of stop and fricative; they are characterized
by a closure, giving silence, followed by a narrow constriction, giving
turbulence. An example is /tf/, as in the first and last sounds of “church™.

Many voiceless sounds do not show a distinct pattern of formants,
particularly when they are produced by a constriction close to the outer end
of the vocal tract (e.g., /f/). However, they do generally have a distinct spectral
shape, which is determined by the shape of the vocal tract during their
articulation, and this determines how they sound.

Nasals, such as/m/and /n/, are produced by allowing air and sound to flow
through the nasal passages, keeping the oral cavity completely closed. The
closure is produced by the lips for /m/and by pressing the tongue against the
roof of the mouth for/n/. The coupling of the nasal passages can produce one
or more extra resonances and also an anti-resonance. The latter reduces the
energy of the glottal source over a certain frequency range. The net effect is a
broad, low-amplitude, low-frequency spectral prominence.
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Approximants are sounds produced by an incomplete constriction of the
vocal tract; the degree of constriction is still greater than for vowels. Examples
are /w/ as in “we”, /j/ as in “you”, and /r/ as in “ran”.

The different classes of consonants described above differ from each other
in the manner in which they are produced. The manner of articulation refers
to the degree and type of constriction of the vocal tract. In addition, there are,
within each class, differences in the place of articulation (the place at which
maximum constriction occurs, e.g., teeth, lips, roof of the mouth). All of these
differences are reflected in the acoustic characteristics of the speech wave, as
revealed by the spectrum. However, for nearly all speech sounds, the spectra
are not static, but change as a function of time. For further details of the
relationship between articulation and the acoustic characteristics of speech,
the reader is referred to Pickett (1980) (an introductory text) and Fant (1970)
(a technical treatment of the subject).

Speech, then, is composed of acoustic patterns that vary over time in
frequency and intensity. In order to show these variations, a display known as
the spectrogram is used. In this display the amount of energy in a given
frequency band is plotted as a function of time. Essentially, the short-term
spectrum is determined for a series of successive samples of the speech. Time is
represented on the abscissa, frequency on the ordinate, and intensity by the
darkness or color used. In a display like this, it is impossible to have high
resolution both in frequency and in time; one is traded against the other
(see Chapter 1, Section 2B). For example, if an analyzing bandwidth of
100 Hz is used, the time resolution is about 1/100s (10 ms). In a “wideband”
spectrogram, the bandwidth of analysis is typically 300 Hz. This gives good
time resolution, often showing individual glottal pulses of voiced speech (each
glottal pulse corresponds to one period of vocal fold vibration) but not the
individual harmonics of the FO (when the FO is below 300 Hz: exceptions may
occur for children and the upper ranges of women's voices). Wideband
spectrograms are often used for observing formant patterns. In a “narrowband”
spectrogram the bandwidth of analysis is typically 45Hz. This is usually
sufficient to resolve individual harmonics, but it gives poorer resolution in
time and does not usually show individual glottal pulses.

An example of a wideband spectrogram is given in Fig. 9.2. Very dark areas
indicate high concentrations of energy at particular frequencies, while very
light areas indicate an absence of energy. At times when voicing occurs,
vertical striations can be seen. Each striation corresponds to one period of
vocal fold vibration. Dark bands running roughly horizontally can be clearly
seen; these correspond to the formants. Several formants are visible in this
example, but experiments using synthetic speech suggest that the first three
are the most important for the purpose of identifying speech sounds. Some
researchers consider that the frequencies of the formants, and not some other
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FIGURE 92 A wideband spectrogram for “I can see you", spoken by the author. The
analyzing filters had a fixed bandwidth of 300 Hz. Dark regions indicate concentrations
of energy. These mostly correspond to formant frequencies, except for the /s/ sound.
Note the lack of silent intervals between successive words. The vertical striations
correspond to individual periods of vocal fold vibration, and their spacing depends on
the rate of this vibration.

characteristic such as their bandwidths or amplitudes, are the most important
determinant of vowel quality (Klatt, 1982), while others consider that overall
spectral shape is important (Beddor and Hawkins, 1990). There are, of course,
other ways of analyzing vowel sounds, as described in Chapter 8, but analysis
in terms of formants has been by far the most common and most influential
technique.

Neither wideband nor narrowband spectrograms are representative of the
way that the ear analyzes sounds; the bandwidths of the auditory filters vary
with center frequency (see Chapter 3), whereas the spectrogram usually uses a
fixed bandwidth and a linear frequency scale. A different form of spectrogram
uses a representation more like that of the auditory system; it is called an
“auditory spectrogram” (Carlson and Granstrom, 1982). In the auditory
spectrogram, the bandwidths of the analyzing filters vary with center frequency
in the same way that the bandwidth of the auditory filter varies with center
frequency (see Chapter 3, Section 3B and Fig. 3.5). Also, the frequency scale is
transformed so that a constant distance on the transformed scale represents a
constant step in Cams (ERBy number, see Chapter 3, Section 3B). Figure 9.3
compares a conventional wideband spectrogram (top panel) and an auditory
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FIGURE 93 The upper panel shows a wideband spectrogram for a male talker saying
“The kettle’s nearly boiling”. The lower panel shows an auditory spectrogram for the
same utterance. For the latter, the bandwidths of the analyzing filters varied with
frequency in the same way as the ERBy of the auditory filter, and the frequency scale
was transformed to an ERBy-number scale (see Chapter 3). The corresponding
frequencies in kilohertz are shown on the right-hand side of the panel.

spectrogram (bottom panel). In the auditory spectrogram, the horizontal bands
at lower center frequencies (the first four or five bands) correspond to
individual harmonics rather than to formants. Notice also that vertical
striations corresponding to voicing are visible in the upper frequency regions of
the auditory spectrogram (where the bandwidths of the analyzing filters are
relatively large), but not in the lower frequency regions (where the bandwidths
of the analyzing filters are small). In the wideband spectrogram, vertical
striations are visible over the whole frequency range when voicing occurs.

A marked characteristic of speech sounds is that there are often rapid changes
in the frequency of a given formant or set of formants. These changes, known as
formant transitions, reflect the changes in the shape of the vocal tract as the
articulators move from one position to another. For some speech sounds, such
as stop consonants, formant transitions are an inherent property of the sounds;
stops are produced by rapid movements of the articulators. The formant
transitions in such sounds are important acoustic cues for determining their
identity. For other sounds, the formant transitions occur as a consequence of the



Speech Perception 323
smooth movement of the articulators from the position appropriate for one
sound to the position appropriate foranother. In Fig. 9.2, this can be seen in the
part of the spectrogram corresponding to the/i/in“see”and the /u/in “you”. This
is one manifestation of coarticulation, which refers to the fact that the
articulation of a speech sound is affected by the articulation of neighboring
sounds. A consequence of coarticulation is that the acoustic properties of a given
speech sound are influenced by the preceding and following sounds. Another
example is that an /b/ in “who” is acoustically different from an /h/ in “he”,
because at the time that the /h/ is produced the articulators are already in the
position appropriate for the vowel sound.

The spectrogram of a complete sentence may show a number of time
intervals where there is little or no spectral energy. However, these silent
intervals do not generally correspond to “spaces” between words, as we do not
pause between each word when speaking. Rather, the silent intervals usually
indicate the presence of particular types of speech sounds, particularly the
stop consonants and affricates; see, for example, the time just before the /k/ in
“kettle” in Fig. 9.3. Thus, another problem is to explain how the sequence of
sounds is segmented into individual words. [his has turned out to be a major
difficulty for models of speech perception and also for attempts to build
machines to recognize speech. For example, most such machines would have
great difficulty in distinguishing the utterances “recognize speech” and “wreck
a nice beach” if these were spoken in a normal conversational manner.

3 SPEECH PERCEPTION—WHAT IS SPECIAL
ABOUT SPEECH?

Some researchers have argued that special mechanisms have evolved for the
perception of speech sounds, and that the perception of speech differs in
significant ways from the perception of non-speech sounds. In particular, it
has been argued that there is a special “speech mode™ of perception that is
engaged automatically when we listen to speech sounds. In this section, I
compare some aspects of the perception of speech and non-speech sounds and
evaluate the extent to which speech perception appears to require special
decoding mechanisms.

3A Tue RATE AT WHICH SPEECH SoUNDs OCCUR

Liberman et al. (1967) pointed out that in rapid speech as many as 30
phonemes per second may occur. It was argued that this would be too fast
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for resolution in the auditory system; the sounds would merge into an
unanalyzable buzz and so a special decoding mechanism would be required.
However, evidence does not support this point of view. Chapters 5 and 8
described how listeners can, in fact, learn to identify sequences of non-speech
sounds when the individual items are as short as 10 ms (corresponding to a
rate of 100 items per second). At these short durations, the listeners do not
perceive each successive item separately but rather learn the overall sound
pattern. It is likely that for continuous speech something similar occurs. The
successive acoustic patterns in speech are probably not perceived as discrete
acoustic events. Rather the listener recognizes the sound pattern correspond-
ing to a group of acoustic patterns. The size of this larger sound pattern
remains unclear, but it might, for example, correspond to a whole syllable, a
word, or even a phrase.

3B THE VARIABLE NATURE OF AcousTiC CUES

A central problem in understanding speech perception is the variable nature
of the acoustic patterns that can be perceived as any particular phoneme.
Consider as an example the phoneme /d/ as in “dawn”. A major cue for the
perception of /d/ is the form of the second formant transition that occurs at
the release of the sound. Consider the highly simplified synthetic spectro-
graphic patterns shown in Fig. 9.4. When these are converted into sound, the
first formant transition (the change in frequency of the lowest formant at the
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FIGURE 9.4 Highly simplified spectrographic patterns that are perceived as /di/ and
/du/ when they are converted into sound. From Liberman ct al. (1967), by permission
ol the authors and the American Psychological Association.
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beginning of the sound) indicates that the sound is one of the voiced stops
/b, d, g/; the first formant transition is very similar for /b/, /d/, and /g/. Some
other aspect of the sounds determines which of these three is actually heard.
The sounds illustrated are actually identified as /di/ and /du/ when presented
to listeners. On the basis of a number of perceptual experiments using such
synthetic speech sounds, Liberman et al. (1967) concluded that the second
formant transitions in the patterns are the cues for the perception of /d/ as
opposed to /b/ or/g/. Notice that, although listeners identify both /di/ and /du/
as beginning with the phoneme /d/, the acoustic patterns at the beginning of
the sounds are vastly different for the two sounds. For /di/, the second
formantrises from about 2200 to 2600 Hz, while for /du/ it falls from 1200 to
700 Hz. These differences are an example of coarticulation. At the release of
the sound, when the /d/ is produced, the lips are already in the position
appropriate for the following vowel. Different vowels inevitably give rise to
different formant transitions. Thus, the same phoneme can be cued, in
different contexts, by acoustic patterns that are vastly different.

It should be noted that highly simplified patterns such as those in Fig. 9.4
do not produce very convincing speech sounds; the /di/ and /du/ are not
clearly heard. In natural speech, there may be many cues other than the
second formant transition to signal the distinction between the two sounds. 1
return to this point later.

Liberman et al. (1985) have argued that the context-dependent restructur-
ing of the acoustic patterns seen here for the /d/ phoneme occurs quite
generally for consonant sounds. It is rarely possible to find invariant acoustic
cues corresponding to a given consonant. For steady vowels, the frequencies
of the formants do provide more or less invariant cues, but vowels are rarely
steady in normal speech. Usually vowels are articulated between consonants
at rather rapid rates, so that “vowels also show substantial restructuring—that
is, the acoustic signal at no point corresponds to the vowel alone, but
rather shows, at any instant, the merged influences of the preceding or
following consonant” (Liberman et al., 1967). The general conclusion is that
a single stretch of acoustic signal may carry information about several
neighboring phonemes. Thus, there is a complex relation between acoustic
pattern and phoneme. Liberman and his colleagues have argued that this
implies that phoneme perception requires a special decoder. Liberman et al.
(1967) refer to those phonemes whose acoustic patterns show considerable
context-dependent restructuring as “encoded”, while those phonemes for
which there is less restructuring are called “unencoded”. They suggested that
the perception of encoded phonemes (such as stops) differs from the
perception of unencoded phonemes (such as vowels) and from the perception
of non-speech sounds. However, it is generally held that there is no clear
dichotomy between encoded and unencoded phonemes. Encodedness can be
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regarded as a dimension going from more contextually dependent to less
contextually dependent.

It should be noted that the arguments of Liberman and coworkers are partly
based on the assumption that phonemes are basic units of perception, an
assumption that is questioned (Plomp, 2002). If perception is based on the
analysis of larger units, such as syllables or words, then the difference between
the /d/ in /di/ and the /d/ in /du/ becomes largely irrelevant. Also, there is
evidence that coarticulation actually improves the ability to identify speech
sounds. For example, the ability to identify vowels can be better for vowels in
consonant-vowel-consonant words than for vowels presented in isolation
(Strange and Bohn, 1998).

3C CATEGORICAL PERCEPTION

For highly encoded phonemes, certain small changes to the acoustic signal
may make little or no difference to the way the sound is perceived, while other
equally small changes produce a distinct change, altering the phoneme
identity. Liberman et al. (1967) demonstrated this using simplified synthetic
speech signals in which the second formant transition was varied in small,
acoustically equal steps through a range sufficient to produce the percept of
the three syllables /bi/, /di/, and /gi/. Subjects did not hear a series of small
changes in the acoustic signal, but “essentially quantal jumps from one
perceptual category to another” (Liberman et al., 1967). It was found that
subjects did not hear changes within one phoneme category, but only changes
from one phoneme to another. This was called categorical perception. Notice
that categorical perception does not normally occur for non-speech sounds.
For an acoustic signal varying along a single dimension, such as frequency, it
is normally possible to discriminate many more stimuli than can be identified
absolutely (see Chapter 8, Section 2).

To demonstrate categorical perception in the laboratory, both identification
and discrimination tasks must be performed. The identification task
establishes the boundaries between phonetic categories. In the discrimination
task, three or four successive stimuli are presented, one of which is different
from the others. The listener is required to pick the odd one out. For the ideal
case of categorical perception, discrimination would be high for stimuli that
straddle category boundaries (i.e., that are labeled differently), but would
drop to chance level for pairs of stimuli falling within one category. In practice
the situation is rarely as straightforward as this, but, whenever discrimination
of acoustic changes is good across phoneme boundaries and poor within
phoneme categories, this is taken as evidence of categorical perception.
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The perception of steady vowels is very different. Small physical changes in
the acoustic stimulus are easily perceived, one vowel may be heard to shade
into another, and many intra-phonemic variations may be heard. Liberman
et al. (1967) suggested that this is because vowels are much less encoded than
consonants, so they may be perceived in the same way as non-speech sounds.
However, as nated above, vowel sounds in rapidly articulated speech do show
restructuring, and there is evidence (Stevens, 1968) that perception of certain
vowels in their proper dynamic context is more nearly categorical than is
found for steady vowels.

Although categorical perception has been considered to reflect the operation
of a special speech decoder, there is evidence that categorical perception can
occurfornon-speechsignals (Locke and Kellar, 1973; Miller et al., 1976; Burns
and Ward, 1978). For example, Miller et al. (1976) presented a low-level noise
stimulus whose onset could occur at various, times in relation to the onset of a
more intense buzz stimulus (a filtered square wave). In one part of the
experiment, subjects labeled single stimuli with either of two responses: “no
noise” or “noise”. They found that labeling shifted abruptly around a noise lead
time of about 16 ms: when the noise onset occurred more than 16 ms before
that of the buzz, the label “noise™ was applied, otherwise the label “no noise”
was applied. Subjects were also required to discriminate among stimuli
differing in relative noise onset time. They found that discrimination was best
for pairs of stimuli that lay on either side of the 16-ms boundary. These findings
resemble the categorical perception found for synthetic speech stimuli.

Demonstrations of categorical perception for non-speech stimuli indicate
that the phenomenon is not unique to speech and that its explanation does
not depend on the existence of a special speech decoder. However, it appears
to occur commonly for speech sounds, whereas it is rare for non-speech
sounds. How, then, can it be explained? 1 consider three explanations, which
are not mutually exclusive.

The first explanation is that the differences in perception that are observed
for “encoded” consonants and relatively “unencoded” vowels or non-speech
sounds may be explained in terms of differences in the extent to which the
acoustic patterns can be retained in auditory memory (Pisoni, 1973; Darwin
and Baddeley, 1974). The acoustic patterns corresponding to the consonant
parts of speech sounds often have a lower intensity than those for vowel
sounds. In addition, the acoustic patterns associated with consonants
fluctuate more rapidly and often last for a shorter time than those for vowels.
Consequently, auditory memory for the acoustic patterns of consonants may
decay rapidly. It may be that, by the time these acoustic patterns have been
processed in the identification of the phoneme, they are lost from auditory
memory. Thus, finer discrimination of stimuli within phoneme categories is
not possible. However, for longer and more intense speech sounds such as
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vowels, the acoustic patterns may be retained in auditory memory for longer
periods, so additional discriminations, based upon these stored patterns, can
be made.

A second possible explanation for categorical perception is that categories
and boundaries in speech have evolved in order to exploit the natural
sensitivities of the auditory system (Stevens, 1981). Thus, the boundaries that
separate one speech sound from another tend to lie at a point along the acoustic
continuum where discrimination is optimal. Demonstrations of categorical
perception using synthetic speech stimuli typically use a series of stimuli that
vary in “acoustically equal steps”. However, the definition of “acoustically
equal” is somewhat arbitrary. Steps that are physically equal on some arbitrary
scale may not be equal in perceptual terms. At category boundaries, “physically
equal” steps may be larger than average in perceptual terms.

A third explanation for categorical perception is that it arises from extensive
experience with our own language. When we learn to understand the speech
of a particular language, we learn to attend to acoustic differences that affect
the meanings of words and to ignore acoustic differences that do not affect
word meanings. Once we have learned to do this, it may be difficult to hear
acoustic differences that do not affect word meanings. Categorical perception
will arise as a natural consequence of this. Consistent with this explanation,
Samuel (1977) found that training could substantially improve the
discrimination of stimuli that differed acoustically but were labeled as the
same stop consonant. Also consistent with this explanation is the fact that it is
sometimes difficult to hear differences between phonemes of an unfamiliar
language, differences that are perfectly obvious to a native speaker. For
example, native Japanese speakers usually have difficulty distinguishing /r/
and /U, since the acoustic patterns that distinguish these for an English
listener are not used for phonetic distinctions in Japanese.

Evidence relevant to these explanations comes from studies of the
development of speech perception. Kuhl (1993) has shown that infants are
born with innate language-relevant abilities that seem to depend on general
mechanisms of auditory perception. Infants show an ability to categorize
stimuli, and they perceive similarities among discriminably different speech
sounds that belong to the same phonetic category. However, they initially do
this in a way that is not specific to any particular language. By the age of six
months, infants’ perception of speech is altered by exposure to a specific
language. For example, there are demonstrable differences between infants
reared in America and in Sweden. Certain phonetic boundaries may
disappear, and the ones that disappear vary across languages. These results
suggest that both innate sensitivities and learning play a strong role.

Kuhl (1993, 2009) has proposed a theory of the development of speech
perception called the Native Language Magnet (NLM) theory. The theory
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proposes that infants’ initial perceptual abilities allow a rough division of
speech stimuli into phonetic categories. Exposure to a specific language
results in the formation of stored representations of phonetic categories in
that language. The categories depend strongly on best exemplars or
“prototypes” of each category. The prototypes act like perceptual magnets;
each one perceptually attracts stimuli with similar acoustic properties, so that
nearby stimuli are perceived as more like the prototype. This causes certain
perceptual distinctions to be minimized (those between sounds close to a
prototype) and others to be maximized (between sounds that are not close to
any prototype, but lie on opposite sides of a boundary between categories).
Categorical perception is a natural consequence.

3D EVIDENCE FOR BRAIN SPECIALIZATION

One line of evidence indicating that the perception of speech is special is
provided by studies establishing that different regions in the brain play a role
in the perception of speech and non-speech sounds. These studies are based
on the assumption that the crossed neural pathways from the ear to the brain
(i.e., from the right ear to the left cerebral cortex, and vice versa) are generally
more effective than the uncrossed pathways. If competing stimuli are
presented simultaneously to the two ears (e.g., two different spoken
messages), then (for most people) speech stimuli presented to the right ear
are better identified than those presented to the left, while the reverse is true
for melodies (Broadbent and Gregory, 1964; Kimura, 1964). This suggests that
speech signals are more readily decoded in the left cerebral hemisphere than
in the right. Studies of deficiencies in speech perception and production for
people with brain lesions have also indicated that the left hemisphere plays a
primary role in speech perception (Broadbent and Ladefoged, 1959).

It is hardly surprising that there are areas of the brain specialized for
dealing with speech. We have to learn the phonemes, words, and grammar of
our own language, and this knowledge has to be used in understanding
speech. However, it could still be the case that the initial auditory processing
of speech sounds is similar to that of non-speech sounds.

3E EVIDENCE FOR A SPEECH MODE FROM SINE WAVE
SPEECH AND OTHER PHENOMENA

When we listen to sounds with the acoustical characteristics of speech, we
seem to engage a special way of listening, called the “speech mode”. Evidence
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for this comes from studies of the perception and identification of sounds that
vary in the extent to which their acoustic characteristics approach those of
speech. House et al. (1962) required subjects to learn to associate members of
various ensembles of acoustic stimuli with buttons on a response box. They
found that stimuli with spectral and temporal properties similar to those of
speech were learned more readily than simpler stimuli, but only if the speech-
like stimuli were actually identified by the listener as speech. Thus, as Stevens
and House (1972) have put it, although one can imagine an acoustic
continuum in which the sounds bear a closer and closer relation to speech,
there is no such continuum as far as the perception of the sounds is
concerned—the perception is dichotomous. Sounds are perceived either as
linguistic or as nonlinguistic entities.

In some cases, the speech mode can be engaged by highly unnatural signals,
provided those signals have the temporal patterning appropriate for speech.
An example is provided by the work of Remez and his colleagues on “sine
wave speech” (Remez et al., 1981). They analyzed sentences to determine how
the frequencies and amplitudes of the first three formants varied over time.
They then generated synthetic signals consisting of just three sinusoids. The
frequencies and amplitudes of the sinusoids were set equal to those of the first
three formants of the original speech and changed over time in the same way.
Such signals are quite different from natural speech, lacking the harmonic
structure of speech and not having the pulsing structure associated with
voicing.

Remez et al. (1981) found that these artificial signals could be perceived in
two ways. Listeners who were told nothing about the stimuli heard science-
fiction-like sounds, electronic music, computer beeps, and so on. Listeners
who instead were instructed to transcribe a “strangely synthesized English
sentence” were able to do so. They heard the sounds as speech, even though
the speech sounded unnatural. Apparently, instructions to the listener can
help to engage the speech mode. However, once that mode is engaged, it is
difficult to reverse the process. Listeners who have heard the stimuli as speech
tend to continue to do so. It should be emphasized that the temporal
patterning of the sine waves is critical. Speech is not heard if isolated steady
“vowels" are presented as sine wave speech.

In summary, when we are presented with speech-like sounds, there is a
perceptual dichotomy: either the sounds are perceived as speech or they are
not. Stevens and House (1972) suggested that “the listener need not be set for
speech prior to his hearing the signal: his prepared state is triggered by the
presence of a signal that has appropriate acoustic properties”. There is a
strong involuntary component to this “triggering” of the speech mode; no
matter how hard we try, when we listen to natural (as opposed to synthetic)
speech, it is impossible to hear it in terms of its acoustical characteristics, i.e., as
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a series of hisses, whistles, buzzes, etc. Rather we perceive a unified stream of
speech sounds. o

Like most of the other phenomena indicating that speech perception is
“special”, listening in a specific perceptual mode is not unique. to speech
perception. For example, Chapters 3, 6, and 8 (Section 3A) descrl_bed h.ow a
harmonic complex tone can be perceived in two modes. We may listen in an
analytic mode, hearing the pitches of one or more individual harmonics, or
we may listen in a synthetic mode, hearing a single pitch corresponding to the
FO. The latter is the more usual mode of perception. However, the speech
mode is unusual in that it operates for an entire class of highly complex and
varied acoustic signals, whose main common feature is that they were
produced by a human vocal tract.

3F DupLEX PERCEPTION

This phenomenon was first described by Rand (1974), and it has been
explored subsequently by Liberman and his colleagues (Liberman, 1982a;
Mann and Liberman, 1983). Consider the simplified synthetic stimuli whose
spectrograms are shown in Fig. 9.5. The upper part shows the case where the
same stimuli are presented to the two ears. All stimuli are identical in their
first and second formants, including the formant transitions. The transition in
the third formant can be varied to produce the percept of either /da/ or /ga/ (as
described earlier, a transition in the second formant can also be varied to
produce a percept of /da/ or /ga/, but in this experiment the second formant
transition was fixed at a value that did not clearly indicate a /da/ or /ga/).
Consider now the case shown in the lower part of the figure. The stimulus is
split into two parts. One part, the “base”, consists of the first and second
formants with their transitions plus the steady part of the third formant. The
base is presented to one ear only. The other part consists of the isolated third
formant transition. This is presented to the other ear.

These stimuli are perceived in two ways at the same time. A complete
syllable is perceived, either /da/ or /ga/ depending on the form of the isolated
formant transition, and it is heard at the ear to which the base is presented.
Simultaneously a non-speech chirp is heard at the other ear. Thus, the
transition is heard separately, but at the same time it is .combined with
the base to give the percept of a syllable; it has a duplex role in forming the
percept. Note that the base on its own sounds like a stop-vowel syllable that is
ambiguous between /da/ and /ga/.

Other examples of duplex perception can be found in the work of Darwin
and his coworkers. Gardner and Darwin (1986) showed that frequency
modulation of a single harmonic near to a formant frequency made that
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FIGURE 95 Schematic spectrograms ol the stimuli used to demonstrate “duplex
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formant. the percept can be changed from /ba/ to /ga/. In the lower section the stimulus
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their transitions and the steady part of the third formant, is presented to one ear. The
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Liberman (1983). by permission of the authors and Elsevier Sequoia.

harmonic appear to stand out as a separate tone. However, this did not
prevent that harmonic from contributing to the identity of the vowel. Thus, a
harmonic can be heard separately but still contribute to vowel quality.

If the formants of a speech sound are scparated into two groups with
different FOs, then listeners normally report hearing two sounds with different
pitches. The sounds are grouped by FO, as described in Chapter 8, Section 3A.
However, it has been shown (Darwin, 1981; Gardner et al., 1989) that the
phonetic identity of the sound is not always altered by this perceptual
segregation. Listeners sometimes report two sound images but only one
speech sound.
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The phenomenon of duplex perception has aroused considerable interest,
partly because it violates the principle of disjoint allocation described in
Chapter 8, Section 5D. This principle states that a given acoustic element
cannot be assigned to more than one source at a time. The violation was
thought to indicate that there are specialized and separate “modules” for
dealing with speech and non-speech sounds (Liberman and Mattingly, 1985).
The principle of disjoint allocation would then apply within a module, but it
would be possible for different modules to share the same acoustic element. In
fact, Bregman (1987) has pointed out that the principle of disjoint allocation
does not always apply even for non-speech stimuli (or visual stimuli). For
example, if a single low harmonic in a complex tone is mistuned in frequency
by more than about 3%, it tends to be heard as a pure tone standing out from
the complex tone as a whole (Moore et al., 1986). However, that harmonic
may still make a contribution to the residue pitch of the whole sound (Moore
et al, 1985a). As discussed in Chaptet 8, the “rules” of perceptual
organization do not always work. However, violations seem more common
for speech sounds than for non-speech sounds. It appears that the speech
perception mechanism sometimes groups acoustic elements together even
when the acoustic properties of the elements suggest that they come from
different sources (Darwin and Carlyon, 1995).

One interesting aspect of duplex perception hasbeen revealed by studies of
the ability to discriminate changes in the isolated third formant transition
(Mann and Liberman, 1983). When listeners are asked to attend to the speech
percept, discrimination is best for stimuli that straddle the phoneme
boundary. In other words, categorical perception occurs. When listeners are
asked to attend to the non-speech chirp, there is no peak in the discrimination
function. Thus, the same stimuli are discriminated differently depending on
whether listeners are attending to the speech or the non-speech percept.

3G Cue TRrADING

Some of the synthetic signals described in this chapter contain only a single
cue to signal the phonetic contrast between two sounds, such as the third
formant transition distinguishing /da/ and /ga/ in the experiment of Mann and
Liberman (1983). However, in natural speech almost every phonetic contrast
1s cued by several distinct acoustic properties of the speech signal (Bailey and
Summerfield, 1980). Within limits, a change in the setting or value of one cue,
which leads to a change in the phonetic percept, can be offset by an opposed
setting of a change in another cue so as to maintain the original phonetic
percept. This is known as “cue trading” or “phonetic trading”. It has been
argued (Repp, 1982) that the properties of cue trading can only be explained
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by assuming that listeners make use of their tacit knowledge of speech
patterns.

Studies of particular interest are those where different patterns of results are
obtained depending on whether the same stimuli are perceived as speech or
non-speech. For example, Best et al. (1981) constructed analogs of a “say™-“stay”
continuum by following a noise burst resembling an /s/ with varying periods of
silence and then three sinusoidsimitating the first three formants of the periodic
portion of the speech signal (/ei/). They investigated the trading relation
between two cues to the distinction between “say” and “stay”. The first cue is the
length of the silent interval. The second cue is the initial frequency of the tone
simulating the first formant (F1); a high onset indicates “say” and a low onset
indicates “stay”. A sequence of three stimuli—AXB—was presented on each
trial. A and B were analogs of a clear “say” (no silence, high F1 onset) and a clear
“stay” (long silence, low F1 onset). The stimulus X contained various
combinations of the duration of silence and the F1 onset frequency, and subjects
were required to say whether X sounded more like A or more like B. Several
subjects were tested, and it was found after the experiment that they could be
divided into two groups: those who reported that the stimuli were heard as “say”
and “stay”, and those who reported various non-speech impressions or
inappropriate speech percepts. Only the subjects in the first group showed a
trading relation between the silent interval and the F1 onset frequency. The other
subjects based their judgments either on the duration of silence or on the F1 onset
frequency. It seems that a trading relation only occurred with these stimuli when
the subjects were listening in the speech mode.

It should not be assumed that trading relations never occur for non-speech
stimuli. For example, Parker et al. (1986) have shown that trading relations
can be found for stimuli that have some speech-like properties but are not
actually perceived as speech. Similarly, Chapter 7 described how interaural
time differences may be traded for interaural level differences in sound
localization. However, the fact that trading relations differ according to
whether stimuli are perceived as speech or non-speech provides support for
the concept of a special speech mode of perception.

3H AUDIOVISUAL INTEGRATION

The movements of a speaker’s face and lips can have a strong influence on our
perception of speech signals; what we hear is influenced by what we see. A
dramatic example of this is provided by the work of McGurk and MacDonald
(1976). They prepared video recordings of a person saying bisyllables such as
“baba” and “mama”. The video and audio were then rearranged such that the
audio recording of one bisyllable was synchronized with the video recording
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of a different bisyllable. Most observers perceived syllables that were not
present in either the audio or the video recordings. For example, the
combination of acoustical “mama” and optical “tata” was typically perceived as
“nana”. Most observers were not aware of the conflict between auditory and
visual cues. They “heard” the sound “nana” and were surprised when they
closed their eyes and the percept changed to “mama”.

The interpretation of these results is not clear. The auditory and visual
information are combined in a complex manner that is not always easy to
account for; for reviews, see Summerfield (1987) and Massaro (1999). Some
authors have argued that audiovisual integration provides evidence for a speech-
specific mode of perception that makes use of articulatory information (Repp,
1982; Liberman and Mattingly, 1985). However, it should be remembered that
audiovisual integration can occur for non-speech sounds. For example, Chapter 7
(Section 11) described how sound localization can be influenced by vision.

31 INTERIM SUMMARY OF WORK ON THE SPECIAL
NATURE OF SPEECH PERCEPTION

I have described several phenomena that have been used to support the
argument that speech perception is special. Some of these phenomena were
thought to be unique to the perception of speech stimuli when they were first
discovered. However, subsequent work, or further consideration of existing
work, has indicated that comparable phenomena often exist for the perception
of non-speech sounds. Nevertheless, the evidence for the existence of a special
speech mode of perception is compelling. It is also clear that certain areas of
the brain are specialized for dealing with speech sounds and that speech itself
is special by virtue of the special way in which it is produced.

4 MODELS OF SPEECH PERCEPTION

There are many models of speech perception, but no model is generally
accepted and few models are complete enough to account for all aspects of
speech perception. It is beyond the scope of this book to describe any of these
models in detail, but I briefly describe three influential models that may be
considered as representative.

4A THE MoOTOR THEORY

The “motor theory” of speech perception was proposed by Liberman and his
colleagues (Liberman et al., 1967; Liberman and Mattingly, 1985). In its most
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recent form, the model claims that “the objects of speech perception are the
intended phonetic gestures of the speaker, represented in the brain as
invariant motor commands that call for movements of the articulators through
certain linguistically significant configurations” (Liberman and Mattingly,
1985). In other words, we perceive the articulatory gestures the speaker is
intending to make when producing an utterance. The intended gestures “are
not directly manifested in the acoustic signal or in the observable articulatory
units”. A second claim of the motor theory is that speech perception and
speech production are intimately linked and that this link is innately
specified. Perception of the intended gestures occurs in a specialized speech
mode whose main function is to make the conversion from acoustic signal to
articulatory gesture automatically.

The proponents of this theory have argued that it can account for a large
body of phenomena characteristic of speech perception, including the variable
relationship between acoustic patterns and perceived speech sounds,
categorical perception, duplex perception, cue trading, evidence for a speech
mode, and audiovisual integration (Liberman and Mattingly, 1985). However,
the model is incomplete in that it does not specify how the translation from
the acoustic signal to the perceived gestures is accomplished. In this sense, it
is more a philosophy than a theory of speech perception (Klatt, 1989).

4B INVARIANT FEATURE OR CUE-BASED APPROACHES

A very different type of model proposes that the acoustic speech signal is
processed to yield a discrete representation of the speech stream in terms of a
sequence of segments, each of which is described by a set (or bundle) of
binary distinctive features (Stevens, 2002). These distinctive features specify
the phonemic contrasts that are used in a given language, such that a change
in the value of a feature can potentially generate a new word. The processing
of the signal proceeds in three steps: (1) Detection of peaks, valleys, and
discontinuities in particular frequency ranges of the signal leads to
identification of acoustic landmarks. The type of landmark provides evidence
for features called “articulator-free” features, which identify broad classes of
speech sounds (e.g., vowel, consonant, or continuant). (2) Acoustic cues are
extracted from the signal near the landmarks to provide evidence for the
actions of particular articulators, such as the lips and tongue. (3) The cues
obtained in step (2) are combined, taking context into account, to provide
estimates of “articulator-bound” features associated with each landmark
(e.g.. whether the lips or the nasal passages were involved in production of the
sound). These articulator-bound features, combined with the articulator-free
features in (1), constitute the sequences of feature bundles that are used to
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derive words. It is assumed that there is a mental lexicon in which words are
stored as sequences of segments, each of which is described as a group 9[
distinctive features. The pattern of feature bundles is compared with items in
the lexicon, and a few “candidate” sequences of words are selected. A final
feedback stage synthesizes certain aspects of the sound pattern that could
result from each candidate sequence and selects the word sequence that
provides the best match to the original acoustic pattern.

The philosophy underlying this model is that it should be possible to find a
relatively invariant mapping between acoustic patterns and perceived speech
sounds, provided the acoustic patterns are analyzed in an appropriate way.
This point is elaborated in Section 5.

4C THe TRACE MoDEL

The TRACE model (McClelland and Elman, 1986; Elman, 1989) is a
connectionist model, based on “neural networks”. It assumes that there are
three levels of representation, each of which contains highly interconnected
processing units called nodes. In the lowest level, the nodes represent
phonetic features. In the next, they represent phonetic segments, and in the
next, words. Each node represents a hypothesis about a particular feature,
phoneme, or word. A node “fires” when a particular level of activation is
reached, and this signifies confirmation of that hypothesis, i.e., it indicates
that a specific feature, phoneme, or word is present. The nodes can be
regarded as detectors of specific features, phonemes, or words.

At the feature level there are several banks of detectors, one for each of
several dimensions of speech sounds (such as voicing or the onset frequency
of F1). Each bank is replicated for several successive moments in time or time
slices. At the phoneme level, there are detectors for each of the phonemes.
Each spans six time slices. A copy of the array of phoneme detectors exists for
every three time slices. Thus, nodes that are adjacent in time span overlapping
ranges. At the word level there are detectors for each word. Again, the
detectors are repeated across time slices and span overlapping ranges of time
slices.

When a speech signal is presented to the network, the nodes collect
evidence for their own specific hypotheses. When a given node fires,
activation is passed along weighted links to connected nodes. Excitatory links
exist between nodes at different levels. This can cause a node at the next level
to fire. For example, the node corresponding to a specific phoneme may fire
following firing of two or three nodes corresponding to features usually
associated with that phoneme. There are also inhibitory links between
nodes within the same level. This allows highly activated nodes to inhibit
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competitive nodes with less activity, resulting in a “winner takes all” decision.
The flow of activation is not simply from the lowest level (feature detectors) to
higher levels (phoneme and word levels). Excitatory activation can flow in
both directions. This can allow information accrued at the word level to
influence phonetic identification.

It is beyond the scope of this book to describe the model or its implications
in detail. However, the model is able to provide an account of many aspects of
speech perception, such as the perceptual restoration of “missing” phonemes,
categorical perception, and cue trading.

5 THE SEARCH FOR INVARIANT ACOUSTIC CUES
AND THE MULTIPLICITY OF CUES

Some workers have suggested that the role of encoded or overlapping cuesin
speech perception has been somewhat overstated. Cole and Scott (1974) have
noted that speech perception involves the simultaneous identification of at
least three qualitatively different types of cues: invariant cues, context-
dependent cues (e.g., formant transitions) and cues provided by the waveform
envelope (see below). In a review of the literature on consonant phonemes,
traditionally considered as highly encoded speech sounds, Cole and Scott
(1974) concluded that all consonant phonemes are accompanied by invariant
acoustic patterns, i.e., by acoustic patterns that accompany a particular
phoneme in any vowel environment. In some cases the invariant patterns are
sufficient to define the consonant uniquely, while in other cases the invariant
patterns limit possible candidates to two or three phonemes. They showed
further that context-dependent cues are also present in all consonant-vowel
syllables. In other words, any given syllable contains both invariant and
context-dependent cues. The context-dependent cues may sometimes be
necessary to discriminate between two phoneme candidates that have been
indicated by the invariant cues.

Stevens (1980) and Blumstein and Stevens (1979) have pointed out several
of the acoustic properties that may be used to distinguish between different
phonemes in natural, as opposed to synthetic, speech. Some of these
properties are illustrated in Fig. 9.6, which shows several representations of
the acoustic attributes of the utterance “The big rabbits™. The stops, fricatives,
affricates, and nasal consonants, such as /p, d. s, z, 1§, mv/, are characterized by
a rapid change in spectrum over a time period of 10-30 ms. This is shown in
the top left of the figure for the consonant /b/. Approximants such as /w/, on
the other hand, are characterized by much slower changes in the spectrum.
Thus, rapidity of spectrum change is the crucial property for distinguishing
these classes of sounds.
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A second property is the abruptness of amplitude change accompanying a
consonant. A rapid amplitude change together with a rapid spectrum change
is indicative of the stop consonants /p, t, k, b, d, g/. These rapid amplitude
changes may be seen in the lower part of Fig. 9.6 for the /b/ and /t/ sounds.
Note that stops are also associated with an interval of silence or near silence
during the closure.

Periodicity also serves to distinguish between certain pairs of speech
sounds. For example, the voiced consonant /b/ in English may be
distinguished from the unvoiced consonant /p/ by the presence of low-
frequency periodicity during the closure interval (see the /b/ sound at the start
of “boiling” in Fig. 9.3). Also, for the unvoiced consonant /p/, noise alone is
present for a period of time following the release of closure and then voicing
begins. The delay between the release of the consonant and the start of voicing
is known as the voice onset time (VOT). Thus, voiced and unvoiced
consonants may be distinguished by the presence or absence of low-frequency
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FIGURE 9.6 Several representations of the utterance “The big rabbits". The middle
section shows a spectrogram like that in Figure 9.2. At the top are short-term spectra
sampled at various points during the utterance. At the bottom is the variation in overall
amplitude with time. The spectra have been “pre-emphasized” by boosting the high
frequencies relative to the low frequencies. From Stevens (1980), by permission of the
author and J. Acoust. Soc. Am.
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periodicity during the closure interval and by the duration of the VOT. Many
other cues to consonant voicing have been described.

For stop consonants, another distinguishing property is the gross shape of
the spectrum at the release of the consonant, which can serve to define the
place of articulation of the consonant. For example, the spectra for/p/ and /b/
show spectral prominences that are spread out or diffuse in frequency and are
flat or falling, as seen in the top left corner of Fig. 9.6. The spectra for /d/ and
/t/ show prominences that are spread out, but whose amplitudes increase with
increasing frequency, while the spectra for /g/ and /k/ show a distinctive peak
in the mid-frequency range, with other spectral peaks being smaller and well
separated from the central peak. Blumstein andStevens (1980) showed that
sounds with onset spectra having these general shapes are categorized
appropriately by human listeners. However, later work (Kewley-Port et al.,
1983) showed that dynamic changes in the spectra were more important. It
seems that the important property is not simply the gross spectral shape at any
one time, but rather the relationship between the spectral shape around the
release and the spectral shape of the following sound.

The features described above, when taken togéther, serve to define uniquely
any stop consonant. Thus, the phonemes described by Liberman et al. (1967)
as being highly “encoded” do seem to be identifiable from relatively invariant
acoustic cues in natural speech.

The bottom part of Fig. 9.6 shows the variation of overall amplitude with
time during the utterance. Both amplitude and duration are of considerable
importance in determining the prosodic features of speech (those concerned
with intonation and stress). A period of silence can provide cues for stress,
enabling us to distinguish between such phrases as “lighthouse keeper” and
“light housekeeper” (intonation may also play a role). However, such cues are
only useful if they are evaluated in relation to duration and amplitude cues
from adjacent syllables; speech rates and average intensities vary considerably,
so a measure of amplitude or duration taken in isolation would have little
significance. Thus, our use of amplitude and duration cues in determining
prosodic features indicates that information relating to the waveform
envelope can be retained in memory for relatively long time periods.

6 ENVELOPE CUES AND TEMPORAL FINE
STRUCTURE CUES

When speech is analyzed in the cochlea, the result is a series of bandpass-
filtered signals, each corresponding to one position on the basilar membrane.
Each of these signals contains two forms of information; fluctuations in the
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envelope (the relatively slow variations in amplitude over time) and
fluctuations in the temporal fine structure (TFS, the rapid oscillations with
rate close to the center frequency of the band). This is illustrated in Fig. 9.7.
Information about the TFS is carried in the patterns of phase locking in the
auditory nerve (Young, 2008).

The role of envelope cues in speech perception hasbeen studied by filtering
the speech into several contiguous frequency bands (each like one of the
bands shown in Fig. 9.7) and processing the signal in each band so as to
preserve only envelope cues. This is done using what is called a “vocoder”
(Dudley, 1939). The envelope in each band is extracted and used to amplitude
modulate a noise band (for a noise vocoder) or sinusoid (for a tone vocoder)
centered at the same frequency as the band from which the envelope was
derived. The resulting signal for each band is passed through a second
bandpass filter with the same characteristics as the original filter for that band;
this restricts the spectrum of the modulated band signal to the intended
frequency range. The modified signals in each band are then added together.

With a moderate number of bands (4-16), vocoded speech in quiet is
usually highly intelligible (Shannon, 1995; Loizou, 1999). This demonstrates
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FIGURE 97 Outputs of bandpass filters centered at 336, 1416, and 4561 Hz (from
bottom 1o top) in response 1o a segment of a speech signal, the sound “en™ in “sense™.
The bandwidth of each filter was one ERBy. For each center frequency, the signal can
be considered as a slowly varying envelope imposed on a more rapid temporal fine
structure. The envelope for each band signal is shown by the thick line.
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that envelope cues in a few frequency bands are sufficient for good
intelligibility of speech in quiet. However, when speech in the presence of
background sounds is vocoded, intelligibility is much poorer, especially when
a fluctuating background sound such as a single talker or an amplitude-
modulated noise is used (Nelson, 2003; Qin, 2003; Stone, 2003). This
suggests that envelope cues alone are not sufficient to provide good
intelligibility of speech in background sounds.

Hopkins et al. (2008) extended the approach using vocoders to assess the
importance of TFS information in speech perception. They measured speech
reception thresholds (SRTs: the speech-to-background ratio required for 50%
correct key words in sentences) for target sentences presented in a
background talker. The mixture was filtered into 32 bands, each with a
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FIGURE 98 Rcsults of Hopkins and Moore (2010), showing the speech reception
threshold (SRT) for sentences in a background talker, plotted as a function of J. For
condition TFS-low, bands containing temporal fine structure information were added
from the low frequencies, so thc number of hands with temporal fine structure
information increased as | was increased. For condition TFS-high, bands containing
temporal fine structure information were added from the high frequencies. so the
number of bands with temporal fine structure information decreased as J was
increased. Error bars indicate + one standard error of the mean. The frequency
corresponding to ] is shown at the top.
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width of one ERByn. Bands up to and including band number J were
unprocessed, and hence contained intact TFS and envelope information.
Bands above the Jth were noise or tone vocoded, so that they conveyed only
envelope information. The SRT was measured as a function of J; J was varied
from O to 32. The SRT declined considerably and progressively, i.e., perfor-
mance improved, as the value of ] was increased from 0 (fully vocoded signal) to
32 (fully intact signal).

In a similar experiment using 30 bands, Hopkins and Moore (2010)
explored the effect of adding bands with TFS information either starting from
low frequencies (condition TFS-low, the same as described above) or starting
from high frequencies (condition TFS-high). For condition TFS-high, the
signal was fully intact for =0 and fully vocoded for ] = 30. The mean results
for seven normal-hearing subjects, obtained using a tone vocoder, are shown
in Fig. 9.8. Performance improved as TFS information was added, either
starting from the low frequencies (TFS-low, open circles) or starting from the
high frequencies (TFS-high, filled circles). These and other results (Hopkins
and Moore, 2010) suggest that TFS information plays a considerable role in
the ability to identify speech in a fluctuating background, and that TFS
information is usable over a wide frequency range.

7 THE RESISTANCE OF SPEECH TO
CORRUPTING INFLUENCES

It is clear that in the perception of speech the human listener makes use of a
great variety of types of information that are available in the speech wave.
Many different cues may be available to signal a given phoneme, but the cues
may not be constant and may differ in relative importance from utterance to
utterance. Many kinds of context-dependent variations in the acoustic cues
occur, and accurate speech recognition depends upon the listener’s ability to
allow for the effects of context. The multidimensional nature of the acoustic
cues allows for a high level of redundancy in the speech wave; there may be
several different acoustic cues for a given phoneme, of which just one or two
might be sufficient for recognition. This redundancy can be used to overcome
the ambiguities inherent in the speech, to lessen the effects of interfering
stimuli, to compensate for distortions in the signal (e.g., when the speech is
transmitted over a telephone line), and to allow for poor articulation on the
part of the speaker. At a higher level of processing, errors made in identifying
a speech sound from its acoustic pattern can be corrected using knowledge
of the kinds of speech signals that can be produced by the human vocal
tract, phonological, syntactic, and semantic knowledge, the “sense™ of the
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message, and knowledge of the characteristics of the speaker, e.g., his or her
accent or gender.

One way to assess the degree of redundancy in speech is to eliminate or
distort certain features and to determine the effect on the intelligibility of the
speech. The results of such experiments have indicated that speech is
remarkably resistant to many kinds of quite severe distortions.

One factor that can affect speech intelligibility is the amount of background
noise. For accurate communication, the average speech level should exceed
that of the noise by 6dB (i.e., the S/N ratio should be +6 dB). When speech
and noise levels are equal (0dB S/N ratio), the word intelligibility score
usually reaches about 50% (Kryter, 1962). However, speech may be
intelligible at negative S/N ratios (where the speech level is below that of
the noise) for connected speech, particularly if the listener is familiar with the
subject matter or if the speech and the noise come from different directions in
space (Plomp and Mimpen, 1979). In many real-life situations, the noise is
intermittent rather than continuous. This decreases the effectiveness of the
noise in masking the speech by an amount depending on the on-off ratio of
the noise and the interruption rate (Miller and Licklider, 1950). At high
interruption rates (above about 200/s), the noise has effects similar to those
of continuous noise. At rates between 1 and 200/s, it is possible to patch
together the bits of speech heard between the noise, so that the noise is not a
very effective masker. At very slow interruption rates whole words or groups
of words may be masked, while others are heard perfectly. Thus, intelligibility
drops once more.

A second factor that may affect speech intelligibility is a change in
frequency spectrum. Many transmission systems (e.g., a telephone line) pass
only a limited range of frequencies. Some of the first investigations of speech
intelligibility were conducted by engineers of the Bell Telephone Laboratories,
in an attempt to assess the importance of frequency range. Experiments using
filters with variable cutoff frequencies have shown that no particular
frequency components are essential for speech recognition. For example, if
a lowpass filter is used to remove all frequency components above 1800 Hz,
then the syllable intelligibility score is about 67%, while normal conversation
is fully intelligible. However, speech is equally intelligible if instead a highpass
filter is used to remove all frequency components below 1800 Hz.
Experiments using bandpass filters have shown that, over a fairly wide range
of center frequencies, a surprisingly narrow band of frequencies is sufficient
for satisfactory recognition. For example, a band of frequencies from 1000 to
2000 Hz is sufficient for sentences to be about 90% intelligible. Clearly, the
information carried by the speech wave is not confined to any particular
frequency range. This fits in very well with the notion that there are normally
multiple acoustic cues to signal phonetic distinctions in speech.
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A third kind of disrupting influence that commonly occurs is peak clipping.
If an amplifier or other part of a transmission system is overloaded, then the
peaks of the waveform may be flattened off or clipped (see Chapter 1,
Section 3, and Fig. 1.5). I n severe cases the clipping level canbeonly 1 or 2%
of the original speech wave’s peak values, with the result that the original
speech wave, with its complex waveform shape, is transformed into a series of
rectangular pulses. This severe distortion does degrade the quality and
naturalness of speech, but it has surprisingly little effect on intelligibility;
word intelligibility scores of 80 or 90% are still obtained (Licklider and
Pollack, 1948).

In summary, speech is intelligible under a wide variety of conditions where
poor performance might have been expected. Speech remains intelligible in
the presence of large amounts of background noise, when all but a small part of
the speech spectrum is removed, and when time—amplitude variations in the
waveform are destroyed by peak clipping. Once again the conclusion is that no
single aspect of the speech wave is essential for speech perception; the speech
wave is highly redundant. Each of the distortions described destroyssome of the
cues carried in the speech waveform, but the remaining cues are sufficient to
convey the message. This is of great practical advantage. If speech perception
depended on a near-perfect transmission of sound from speaker to listener, then
speech communication in most real-world situations would become extremely
difficult, and devices like the telephone would have to be much more elaborate
and costly than they are. Nature has designed the speech communication
process so that it can operate under a great variety of adverse conditions.

8 INFORMATIONAL MASKING OF SPEECH

As described in Chapter 3, Section 11, masking can be of two types:
“energetic” masking occurs when the neural activity evoked by the signal plus
masker is very similar to that evoked by the masker alone; “informational”
masking occurs when the signal is confused with the masker in some way. If a
speech signal is represented by a spectrogram, preferably an auditory
spectrogram that reflects how the sound is represented in the auditory
system (see Fig. 9.3, lower panel), it is apparent that the signal has a sparse
representation in the auditory system; the energy is high in only a few
spectrotemporal regions, with low energy elsewhere (Darwin, 2009). As a
result, when the speech of two talkers is mixed, there is often relatively little
overlap between the spectrotemporal regions dominated by one talker and the
regions dominated by the other talker. In this situation, the ability to identify
the speech of the target talker is limited by informational masking, rather than
by energetic masking (Brungartet al., 2001). The problem for the listener is to
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decide which spectrotemporal regions emanated from one talker and which
from the other.

One way of demonstrating this is to analyze the mixture of target and
interfering talkers using a representation similar to an auditory spectrogram.
The representation is divided into many discrete spectrotemporal regions,
which will be called pixels. Spectrograms for the target alone and the
interferer alone are also constructed and used to identify pixels where the
target-to-interferer ratio in the mixture is high. This information is used to
construct an “ideal binary mask” (Brungart et al., 2006; Wang et al., 2009);
pixels with a high target-to-interferer ratio are retained and pixels with a low
target-to-interferer ratio are removed. A sound is then created from the
retained pixels, i.e., from spectrotemporal regions when the target is
dominant. The intelligibility of this sound can be very high even when the
target talker has a much lower level than the interferer. Also, intelligibility is
much higher than obtained using the original mixture of talker and interferer
(Brungart et al., 2006; Wang et al., 2009). Thus, artificial segregation of the
target and masker using a priori knowledge can lead to improved
intelligibility.

The effects of informational masking on speech perception have been
studied by manipulating the characteristics of the interferer. Brungart et al.
(2001) found that the recognition of speech in multi-talker environments
generally worsened when the target and interferers had similar voice
characteristics. The target was more intelligible when the interfering talker
had a different gender from the target than when their genders were the same.
Several studies have shown that speech recognition is a non-monotonic
function of the number of interfering talkers. When the test materials were
sentences, performance was poorest with two competing talkers (Freyman
et al., 1999, 2001; Rakerd et al., 2006). Brungart et al. (2001) found that
listeners performed better when they were exposed to the characteristics of
the target voice prior to the presentation of the stimulus. Thus, familiarity
with the talker can help the listener to segregate the target from the
interference.

The informational masking of speech is strongly influenced by whether or
not the target and background are perceived to come from the same location
in space. This is illustrated by experiments of Freyman et al. (1999, 2001). In
one of their experiments, listeners were asked to identify nonsense syllables
spoken by a female talker in the presence of a background of either noise with
the same average spectrum as the speech or a second female talker. In one pair
of conditions, the target and masker were both presented from two
loudspeakers, one located directly in front of the listener (0" azimuth) and
one located 60 ' to the right. The target speech from the loudspeaker at 0° was
presented slightly earlier in time than the target speech from the loudspeaker
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at 60°, which made the target speech appear to come fromin front, due to the
precedence effect (see Chapter 7, Section 6). In one condition (the coincident
condition), the background sound was presented in the same way, so that it
too was heard as coming from in front. In a second condition (called the
separated condition), the background sound was presented slightly earlier in
time from the loudspeaker at 60° than from the loudspeaker at 0°, which
made the background appear to come from the right. The long-term average
spectra of the target and background at the two ears were essentially the same
for the two conditions. For the noise background, the percentage of key words
identified was only 5-10% better for the separated than for the coincident
condition. However, for the female-talker background, the corresponding
difference was 15-30%. The greater effect for the speech masker was probably
due to a release from informational masking caused by the perceived spatial
separation of the target speech and the background.

In everyday life, it is common for background talkers to be located at
different azimuths from the talker we are trying to attend to. The experiments
of Freyman et al. (1999; 2001) and other related experiments (Wu et al., 2005;
Rakerd et al., 2006; lhlefeld and Shinn-Cunningham, 2008b) show that this
spatial separation helps to overcome at least part of the effect of informational
masking.

9 GENERAL CONCLUSIONS

Speech is a multidimensional stimulus varying in a complex way in both
frequency and time. Although the speech wave can be described in terms of
amplitude and time, this does not seem to be the most appropriate description
from the point of view of the auditory system; nor is a description in terms of
static spectra satisfactory. Toachieve a description consistent with the known
functioning of the auditory system, the dimensions of intensity, frequency, and
time should be shown simultaneously. A display of this type that has been
widely used is the spectrogram, which shows how the short-term spectrum of
the speech, usually plotted on a linear frequency scale, varies with time.
However, displays that take into account the frequency-resolving power of the
auditory system may be more appropriate.

A problem in the study of speech perception is to relate the properties of
the speech wave to specific linguistic units. It is not clear whether the basic
unit of perception is the word, the syllable, the phoneme, or some other unit
such as the phonetic feature. Indeed, it is not clear whether it even makes
sense to talk about basic units of speech perception. For rapid connected
speech, psychoacoustic evidence indicates that the acoustic patterns signaling
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individual phonetic features or phonemes would occur too rapidly to be
separately perceived in correct temporal order. Thus, the recognition of the
overall sound pattern corresponding to a longer segment, such as a syllable or
word, is more likely. Whatever units are involved, it is clear that information
is extracted over relatively long stretches of sound.

A second problem is that of finding cues in the acoustic waveform that
indicate a particular linguistic unit unambiguously. It is possible to find a
number of relatively invariant cues for phonemes or phonetic features in
single words or syllables articulated clearly in isolation, but these cues are not
so apparent in rapid connected speech. In many cases a phoneme will only be
correctly identified if information obtained from a whole syllable or even a
group of several words is utilized. The complex relationship between the
speech wave and the linguistic units of speech has been one of the central
problems in the study of speech perception and has had a powerful influence
on the development of theories of speech perception.

There is good evidence that speech is a special kind of auditory stimulus
and that speech stimuli are perceived and processed in a different way from
non-speech stimuli; there is a special “speech mode” of perception. The
evidence includes: categorical perception, the phenomenon that speech
sounds can be better discriminated when they are identified as being
phonetically different; studies of cerebral asymmetry, which indicate that
certain parts of the brain are specialized for dealing with speech; duplex
perception, which demonstrates that a single acoustic pattern such as a
formant transition can be heard both as part of a speech sound and as a
separate non-speech sound; the fact that cue trading has different properties
depending on whether signals are perceived as speech or as non-speech;
studies of audiovisual integration, showing that the perceived identity of
speech sounds is influenced both by what is heard and by what is seen on the
face of the talker; and the finding that speech-like sounds are perceived either
as speech or as something completely nonlinguistic. An example of this latter
effect is provided by “sine wave speech™ in which the first three formants are
replaced by sinusoids at the formant frequencies. These are heard either as
artificial non-speech sounds or as speech. Many of these phenomena are not
unique to speech, but taken together they provide good evidence for a special
mode of speech perception.

The complex and variable relationship between the acoustic waveform and
the phoneme and the various phenomena indicating that speech perception is
“special” have led to the development of the “motor theory™. This holds that
speech perception depends on the listener inferring the intended articulatory
gestures of the talker. However, there are many alternative models. One
assumes analysis through a sequence of stages, including analysis in the
peripheral auditory system, an array of acoustic property detectors, and an
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array of phonetic feature detectors. This type of model emphasizes the fact
that some invariant acoustic cues do exist if the signal is analyzed
appropriately and if the analysis takes into account the relational properties
of the signal as it changes over time. Another model is the TRACE model,
which is a connectionist model with three layers of representation and
extensive interactions between levels.

It is clear that speech perception involves processing at many different
levels and that separate information at each level may be used to resolve
ambiguities or to correct errors that occur at other levels. The initial analysis
of speech sounds into features, phonemes, syllables, or words can be checked
and readjusted using knowledge of the ways in which speech sounds can
follow one another. Our knowledge of syntax (grammatical rules) and
semantics (word meanings) allows further ad justments and corrections, while
situational cues such as speaker identity and previous message content
provide yet further information. It is likely that the processing of speech does
not occur in a hierarchical way from one level to the next, but that there are
extensive links between each level. Thus, the information at any level may be
reanalyzed on the basis of information from other levels. Some details of the
speech wave itself may be retained for a short time in “echoic memory”so that
the signal can be reanalyzed.

When listening to one talker in a background of a few other talkers,
informational masking may limit the ability to understand the target talker.
The effects of informational masking can be reduced or eliminated by
differences in the voice characteristics of the target and interferer and by
spatial separation of the target and interferer.

The multidimensional nature of speech sounds and the large amount of
independent information that is available at different levels of processing
produce a high level of redundancy in speech. This is reflected in the finding
that speech intelligibility is relatively unaffected by severe distortions of the
signal. Speech can be accurately understood in the presence of large amounts
of background noise or when it is severely altered by filtering, interruption, or
peak clipping. Thus, speech is a highly efficient method of communication
that remains reliable under difficult conditions.
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Practical Applications

1 INTRODUCTION

This chapter describes some practical applications of auditory research. The
topics chosen are by no means exhaustive, but are meant to illustrate the
range of possible applications.

2 APPLICATIONS OF PSYCHOACOUSTIC RESEARCH IN
THE ALLEVIATION OF HEARING LOSS

2A HeARING AID DESIGN

Psychoacoustic research can help in the design of hearing aids to compensate
for some of the abnormalities of perception that occur in the impaired ear.
These abnormalities include loudness recruitment (Chapter 4, Section 9A)
and reduced frequency selectivity (Chapter 3, Section 12); for a review, see
Moore (2007). Psychoacoustics has two roles to play in this. The first is in the
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characterization of the perceptual abnormalities. This is important for
deciding what type of compensation should be used. The second is in the
design and evaluation of particular compensation schemes.

An example of this approach is found in attempts to compensate for
loudness recruitment. In an ear with recruitment, the absolute threshold is
elevated, but the level at which sounds become uncomfortably loud may be
almost normal. That is, the growth of loudness level with increasing level is
more rapid than normal. A hearing aid that amplifies all sounds equally is not
satisfactory for a person with recruitment. If the gain of the aid (the amount
by which it amplifies, usually specified in decibels) is set so as to make faint
sounds audible, then more intense sounds are overamplified and are
uncomfortably loud.

One method of compensating for loudness recruitment is to use a hearing
aid that amplifies low-level sounds more than high-level sounds (Steinberg
and Gardner, 1937). In some early hearing aids, this was done in a crude way
by limiting the maximum voltage that could be generated by the output
amplifier, but this introduced a considerable amount of distortion (see
Fig. 1.5), it sounded very unpleasant, and it led to reduced speech
intelligibility (Crain and van Tasell, 1994). An alternative method is to use
an amplifier whose gain is adjusted automatically according to the level of the
input, averaged over a certain period of time. This is often called automatic
gain control (AGC) and is also referred to as “compression”, because a wide
range of levels at the input is compressed into a smaller range at the output.
AGC is widely used in modern hearing aids. Although the idea of AGC
appears simple, it has turned out to be rather difficult to design effective AGC
systems for hearing aids. To understand why, it is helpful to consider the types
of variations in sound level that occur in everyday life.

The average level of speech varies from one situation to another over a
range of at least 30dB (Killion, 1997). A person with recruitment may only be
able to hear comfortably over a much smaller range of sound levels. This
problem can be dealt with by using slow-acting AGC, for which the gain
changes slowly from one situation to another. Unfortunately, it is also
necessary for the gain to be rapidly reduced in response to a sudden intense
sound such as a door slamming or a cup being dropped. If the gain takes a
long time to recover after a brief intense sound, as is the case with slow-acting
AGC, the aid appears to be “dead™ for a certain time, which is very annoying
for the user. Moore and coworkers (Moore and Glasberg, 1988a; Moore et al.,
1991a; Stone et al., 1999) have described an AGC system that changes gain
slowly from one situation to another, but can rapidly reduce the gain for
sudden intense sounds. After cessation of a brief intense sound, the gain
returns quickly to what it was before the intense sound occurred. This type of
AGC is very effective in dealing with variations in overall sound level from
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one situation to another, and it has been incorporated in several commercial
hearing aids (and cochlear implants, which are described later).

Even for speech at a constant average level, individual acoustic elements
may vary over a range of 30 dB or more (Dunn and White, 1940; Moore et al.,
2008). Typically, the acoustic elements associated with vowels are more
intense than those associated with consonants. Thus, a person with severe
recruitment may be able to hear the vowel sounds, but weaker consonants
may be inaudible. To deal with this, it is necessary to use AGC whose gain
changes rapidly, so that the levels of weak consonants can be increased
relative to those of vowels. This is often called “syllabic compression™.
A problem with syllabic compression is that it introduces “cross-modulation”
(Stone and Moore, 2003, 2004). Consider a situation where two people are
talking at once. The amplitude fluctuations in the speech are largely
independent for the two talkers. However, when syllabic compression is
applied, the time-varying gain is applied to the mixture of the two speech
signals, and therefore, their amplitude fluctuations become partly correlated;
this is the cross-modulation effect. The effect makes it harder to percep-
tually segregate the two voices, because common amplitude modulation is
interpreted by the auditory system as indicating that sounds emanate from a
common source; see Chapter 8, Section 3D.

When implementing AGC, it is important to take into account the fact that
the amount of recruitment is usually not constant as a function of frequency.
For example, the threshold elevation is often greater for high-frequency
sounds than for low-frequency sounds. Consequently, the rate of growth of
loudness with intensity may be almost normal at low frequencies, but
markedly abnormal at high frequencies. Thus, the compression appropriate at
one frequency is inappropriate at other frequencies. One way of dealing with
this is to split the input into a number of frequency bands, using several band-
pass filters, and to apply the appropriate amount of compression to the output
of each filter. The compressed signals are then combined for presentation to
the ear.

Evaluations of multiband compression systems have given mixed results.
Some studies have shown distinct advantages for multiband compression
(Villchur, 1973), while others have shown no advantage (Barford, 1978).
However, many studies have used speech stimuli in which the range of levels
has been very restricted. When the speech used for testing covers a range of
sound levels, as would occur in everyday life, multiband compression does
have advantages (Lippmann et al., 1981; Moore et al., 1992; Hickson, 1994;
Moore, 1995).

Almost all modern hearing aids incorporate some form of multiband
compression, but they vary in whether the compression is slow-acting, fast-
acting, or a combination of the two. There is still controversy as to the “best”
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compression speed, if there is such a thing (Moore, 2008). There may be
individual differences, some hearing-impaired people performing better with
slow compression and some performing better with fast compression
(Gatehouse et al., 2006a,b). The underlying reasons for these individual
differences remain unclear, but cognitive abilities may play some role
(Gatehouse et al., 2006b; Lunner and Sundewall-Thoren, 2007).

2B HearING Aip FITTING

Hearing aids with multiband compression are rather complex to fit to the
individual person. Many such aids have a large number of frequency bands
(up to0 24), and it is possible to adjust the gain and amount of compression
independently in each band or in small groups of bands. This means that there
are many parameters to adjust. One approach to this problem has been to try
to quantify the loudness recruitment of the patient at different center
frequencies by obtaining loudness judgments as a function of level for stimuli
such as tones or bands of noise (Allen et al., 1990). The results of the loudness
scaling judgments can be used to calculate the level-dependent gains required
at each frequency to restore loudness perception to “normal”. However, the
reliability of loudness scaling procedures has been questioned (Elberling,
1999), and this approach is not often used nowadays.

An alternative approach is to use a model of loudness to estimate the
required settings from the audiogram of the patient. Models of loudness of the
type described in Chapter 4 (Section 4) have been modified to account for and
predict the perception of loudness by hearing-impaired people (Florentine
and Zwicker, 1979; Moore and Glasberg, 1997, 2004). The model described
by Moore and Glasberg (2004) makes it possible to predict the loudness of a
sound from the spectrum of the sound and the audiogram of the hearing-
impaired person.

Loudness models can be used in a variety of ways for fitting hearing aids.
One approach is to attempt to restore loudness perception to “normal”. With
this approach, the frequency-dependent gain for any given sound should be
such that the loudness perceived by the hearing-impaired listener is the same
as would be perceived by a normally hearing listener without amplification. In
one implementation of this approach, the loudness model is used to calculate
the required gain in each band of a multiband aid on a moment-by-moment
basis. This requires that the loudness model is built into the hearing aid,
which is possible with modern digital hearing aids (Kollmeier and Hohmann,
1995; Launer and Moore, 2003). Another approach is to use the loudness
model to determine the level-dependent and frequency-dependent gains that
would be required to restore loudness to normal for steady sounds with



Practical Applications 355
spectra resembling the long-term average spectra of speech. These gains can
then be programmed into the hearing aid (Moore, 2000).

Yet another approach is to apply frequency-selective amplification so as to
make the loudness of speech equal (as far as possible) in different frequency
bands over the frequency range that is most important for speech
intelligibility (roughly 500-5000 Hz). This is equivalent to creating a “flat”
specific loudness pattern over that frequency range (see Chapter 4, Section 4).
This approach was widely used for the fitting of linear hearing aids, in which
the gaindoes not vary with level (Byrne and Dillon, 1986). The basic idea was
to place as much of the speech spectrum as possible above absolute threshold
for a given overall loudness and to prevent “self-masking” (where one part of
the speech spectrum is masked by an adjacent part). The required gains can
again be determined using a loudness model (Moore and Glasberg, 1998).
However, for linear hearing aids, a flat specific loudness pattern can only be
produced for one input speech level. Usually, the goal has been to make the
specific loudness pattern flat for aspeechlevel of 65 dB SPL, which is a typical
level for conversational speech. This approach can be extended to hearing
aids with multiband compression by using the loudness model to calculate the
frequency-dependent gains required to give a flat specific loudness pattern
over a wide range of speech levels (Moore et al., 1999a,b, 2010). Evaluations
of this approach (Moore et al., 2001; Marriage et al., 2004; Fullgrabe et al.,
2010) have indicated that it gives satisfactory initial fittings for many hearing-
impaired people, although some further “fine tuning” is often necessary.

2C COCHLEAR IMPLANTS

Conventional hearing aids are of very limited effectiveness for people with
profound hearing loss, and they are of no use at all for people with total
hearing loss. In a large proportion of these people, the disorder is in the
cochlea rather than in the central nervous system, and the auditory nerve is
partially intact (but degenerated to some extent). In such people, it is possible
to create a sensation of sound by electrical stimulation of the auditory nerve.
This occurs because of the way in which the auditory nerve is connected to
the central nervous system; nerve spikes in the auditory nerve lead to activity
in those parts of the brain that are normally concerried with the analysis and
perception of sounds and are interpreted as having arisen from acoustic
stimulation.

There are several commercially available systems that restore some useful
hearing to people with total or profound deafness by electrical stimulation of
the auditory nerve. These systems are known as cochlear implants. Usually,
the electrical sumuli have the form of brief pulses of electric current.
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The design of cochlear implants has been strongly influenced by psychoelec-
trical studies, that is, by studies of the ability to detect and discriminate
electrical stimuli. For stimuli applied to a single electrode, the most important
findings are as follows. “Sounds” can be heard for a wide range of electrical
rates of stimulation (number of pulses per second). The apparent pitch of
electrical stimuli increases monotonically with rate of stimulation for rates up
to 300-600 Hz, but then flattens off, although some people hear pitch
increases for rates up to 900 or 1000Hz (Carlyon et al., 2010; Kong and
Carlyon, 2010; Macherey et al., 2011). The smallest detectable change in rate
varies considerably from person to person. Some people can detect changes of
5% or less for rates up to a few hundred Hertz, others require changes of
around 30%, and a few appear to have hardly any ability to detect rate changes
(Merzenich et al., 1973; Fourcin et al., 1979); for a review, see Moore and
Carlyon (2005). Some postlingually deafened people can recognize simple
melodies or musical intervals played as a pattern of electrical rate changes
(Pijl and Schwarz, 1995; McDermott and McKay, 1997; Pijl, 1997;
McDermott, 2004). The range of currents between the threshold for detection
and the point at which the stimulus-becomes uncomfortable is very small,
especially for high stimulation rates. Thus, an extreme form of loudness
recruitment is present.

Most modern systems use several electrodes implanted within the cochlea.
The electrode array is usually inserted at the basal end, through the round
window, and does not reach the apical part of the cochlea. The use of several
electrodes makes it possible selectively to stimulate groups of neurons within
the auditory nerve. Stimulation of neurons in the base of the cochlea gives a
sensation described as “sharp”, whereas stimulation of neurons closer to the
apex gives a “dull” sensation (Clark et al., 1987). Thus, different places of
stimulation are associated with different timbres. Unfortunately, it is difficult
to restrict the current produced by an active electrode to the neurons closest
to that electrode; there is always a spread of current to adjacent neurons. This
limits the effective number of separate “channels” for electrical stimulation,
although electrode arrays have been developed that lie closer to the neurons
being stimulated, and these appear to give more selective stimulation (Cohen
et al., 2001; Zwolan et al., 2001).

The discrimination of electrical stimuli by a deaf person is generally much
less acute than the discrimination of acoustical stimuli by a normally hearing
person (Moore, 2003a). This means that careful thought has to be given to the
way in which speech should be “coded™ into electrical form, so as to convey as
much information as possible. Several different speech-coding strategies are
currently in use. For most of these, the speech is passed through an AGC
system (Boyle et al., 2009) and then passed through a bank of band-pass filters
intended roughly to approximate the filtering that takes place in a normal
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cochlea. The output from each filter is used to derive a signal that s fed to the
appropriate electrode in a multi-electrode array; signals derived from filters
with low center frequencies are fed to electrodes close to the apex of the
cochlea, while signals from filters with high center frequencies are fed to
electrodes at the base. This mimics the frequency-to-place mapping of the
normal cochlea. The goal of most coding strategies is to provide information
about the short-term spectrum of sounds and about the way that the spectrum
changes over time. In one strategy, not now widely used, the analog waveform
at the output of each filter is fed directly to one of the stimulating electrodes.
Inanother strategy, called continuous interleaved sampling (CIS) (Wilson et al.,
1991), each electrode is stimulated continuously by brief pulses presented at
a relatively high rate (typically about 800 pulses per second per electrode,
although higher rates are sometimes used). The pulses are interleaved in
time across electrodes, so no two electrodes are ever stimulated simulta-
neously; this minimizes interactions between electrodes. The envelope of the
output of each filter is extracted, compressed using fast-acting AGC, and used
to control the amplitudes (or durations) of the pulses delivered to a particular
electrode; the pulses are amplitude (or duration) modulated by the
compressed envelope. Another scheme is called the Spectral Maxima Sound
Processor (SMSP) (McDermott et al., 1992). The processor incorporates 16
(digital) band-pass filters with center frequencies spaced from 250to 5400 Hz.
Every 4ms, the six filters with the largest outputs are selected and six
corresponding electrodes are stimulated by current pulses whose amplitudes
are determined by the respective filter outputs. The Spectral Peak (SPEAK)
strategy (Seligman and McDermott, 1995) is similar to the SMSP strategy, but
the signal is processed using a bank of 20 filters (rather than 16 in SMSP). The
SPEAK processor continuously estimates the outputs of the 20 filters and
selects the ones with the largest amplitudes. The number selected varies
from 5 to 10 depending on the spectral composition of the input signal, with
an average number of six. The Advanced Combination Encoder (ACE)
(Vandali et al., 2000) is a hybrid of the SPEAK and the CIS strategies
and allows stimulation of up to 20 electrodes out of 22 at rates up to 720 pps/
electrode.

Results obtained using cochlear implants vary widely across patients even
for a single type of processing scheme. However, it is remarkable that, for each
of the different processing schemes described above, many patients have
achieved good levels of speech understanding without lipreading. Almost all
patients find that the quality of their lives has been improved by the implants.
Some can understand speech reasonably well even in moderate levels of
background noise. Indeed, results with multichannel systems have been so
encouraging that implants are now being used for people with significant
residual (acoustic) hearing. The implant can then be used in combination with
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a hearing aid (either in the same ear or the opposite ear). Combined electrical
and acoustic stimulation gives significant advantages over electrical or acoustic
stimulation alone (Dorman et al., 2008). Also, cochlear implants are being
increasingly used in young children, for whom they can be of considerable
assistance in enhancing speech production, speech perception, and the
acquisition of language (McCormick et al., 1994; Dorman et al., 2000).

3 THE PSYCHOACOUSTICS OF HI-FI SOUND
REPRODUCTION

The objective of high fidelity (hi-fi) can be defined as the reproduction of
sounds corresponding as closely as possible to the intention of the record
producer/performer. Thus, the emphasis is on accuracy or fidelity of
reproduction.

Any hi-fi reproduction system contains several different devices, each of which
may alter or distort signals in various ways. Common system devices include a
compact disc (CD) player, personal music player (PMP), a tuner (radio), an
amplifier, and loudspeakers (usually two). Each of these can distort the signal in
one or more ways, and for any particular type of distortion, the performance of the
chain as a whole is determined by the performance of its weakest link. In the
following sections, I describe the ways in which the performance of hi-fidevices is
specified and give some guidelines as to the perceptual relevance of these
specifications. I then consider in turn each of the major devices in a sound-
reproducing system, emphasizing those aspects of performance that are likely to
be most important in determining how the system sounds.

3A THE INTERPRETATION OF SPECIFICATIONS

One specification that is commonly quoted is frequency response. This is
measured by using as input to the device a sine wave of constant amplitude
but variable frequency. Ideally, the output of the device should not vary as a
function of frequency, so all frequencies are reproduced to an equal extent. In
practice, there is a limit to the range of frequencies that the device reproduces,
and there may also be some irregularities in the response. The degree to which
the response differs from the ideal response can be specified by using as a
reference level the output in response to a given frequency (often 1kHz). The
output at other frequencies can then be specified relative to this level, and the
overall response can be specified in terms of the range of frequencies over
which the variations in output level fall within certain limits. Thus, the
frequency response for a loudspeaker might be stated as 50-15,000 Hz +5dB.
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This would mean that the sound level did not vary over more than a 10-dB
range for any frequency from 50 Hz to 15,000 Hz.

Twoaspects of the response are of perceptual relevance. The first is the overall
frequency range. There is little point in having a response that extends below
about30 Hz, becausethere islittle audible energy in music below that frequency,
except for some organ sounds or synthesized sounds. The desirable upper limit
is the subject of some controversy. Most people cannot hear sinusoids with
frequencies above about 20 kHz (Ashihara, 2006; Ashiharaet al., 2006), and the
absolute threshold for detecting sounds usually increases markedly above about
15 kHz (see Fig. 2.1). Consistent with this, most people cannot detect the effect
of low-pass filtering recorded speech or music at 16 kHz (Muraoka et al., 1981;
Ohgushi, 1984). Despite this, “super audio” has been introduced, which
involves the use of special equipment and recording media (the super audio CD
or special versions of the DVD) to reproduce frequencies up to about 48 kHz.
Proponents of “super audio” claim that some listeners can hear the difference
between music containing frequencies up to 48 kHz and music that is low-pass
filtered to remove frequencies above about 20 kHz. However, it appears that the
audible effect, when it occurs, is due to distortion in the sound-reproduction
equipment, particularly the loudspeakers (Ashihara and Kiryu, 2000).
Distortion is caused by the presence of frequency components in the music
above 20kHz, and some of the frequency components resulting from the
distortion fall in the range below 20 kHz and can therefore be heard (distortion
of this type is discussed below; see also Chapter 1, Section 3). Hence, the
reproduction of frequencies above 20 kHz can be regarded as having a harmful
effect on fidelity. In any case, it should be noted that frequencies above 20 kHz
are strongly attenuated by the middle ear, which effectively acts as a low-pass
filter (Puria et al., 1997; Aibaraet al., 2001). Thus, in the absence of distortion in
the equipment, it seems very unlikely that frequencies above 20 kHz make any
contribution to the perceivedquality of sounds. A frequencyresponse extending
from 30 to 16,000 Hz is perfectly adequate for hi-fi reproduction.

The other importantaspect of the response is its regularity. If the frequency
response has large peaks and dips, then these affect the timbre of the
reproduced sound, introducing “coloration” (Moore and Tan, 2003).
Psychoacoustic studies suggest that, under ideal conditions, subjects can
detect changes in spectral shape when the level in a given frequency region is
increased or decreased by 1-2dB relative to the level in -other frequency
regions (Bucklein, 1962; Green, 1988; Moore et al., 1989). Thus, a response
flat within *1dB will not be detectably different from a perfectly flat
response. Even ripples in the frequency response of + 2.5 dB have only a small
effect on sound quality (Moore and Tan, 2003).

To summarize, the important features to look for in a frequency response
are: ideally the response should be flat within +1dB over the range
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30-16,000Hz. A response flat within £2dB over the range 40-14,000Hz
would still be very good.

Most devices distort signals to some extent. In other words, they are not
completely linear systems (see Chapter 1, Section 3). Usually the distortion is
specified in terms of the extent to which frequency components are present at
the output that were not present at the input. Unfortunately, distortion is not
usually specified in a way that allows an easy estimate of its audibility. The
most common method is to specify harmonic distortion. A sine wave of a
particular frequency is used as input to the device. If the device distorts the
signal, the output is not exactly sinusoidal, but is a periodic waveform with
the same repetition rate as the input. This periodic waveform can be
expressed as a fundamental component (with frequency equal to that of the
input sinusoid) and a series of harmonics. The total amplitude of the second
and higher harmonics, expressed as a percentage of the amplitude of the
fundamental, is called the “total harmonic distortion” (THD).

The audibility of harmonic distortion is not predictable from the THD,
because audibility depends on the distribution of energy among the different
harmonics. If the energy of the distortion products is mainly in the second
and the third harmonics, then these harmonics will be masked to some extent
by the fundamental component, and if the signal is a piece of music, they will
in any case be masked by the harmonics that are normally present in the input
signal. In this case, distortion of 2-3% would not normally be noticed. If, on
the other hand, the distortion produces high harmonics, then these are much
more easily audible and subjectively more objectionable. Distortion in this
case should be kept below about 0.1%.

An additional way of measuring distortion is to apply two tones of differing
frequency to the input of the device and to measure the amplitudes of other
frequencies (distortion products) at the output. Again, the amplitudes of the
distortion products are usually expressed as a percentage of the amplitudes of
the primary tones. Each tone produces its own harmonic distortion products,
but, in addition, there are frequency components produced by the nonlinear
interaction of the two tones. If the frequencies of the two input tones are
fi and f,, then “combination™ products are produced with frequencies such
as fi—fn fi+f» 2/i—f 2f»+[i. This type of distortion is called
“intermodulation distortion™ (note that the auditory system produces similar
distortion products, particularly 2f,—f: see Chapters 1, 3, and 6). Once
again, it is difficult to predict the audibility of a given percentage of
intermodulation distortion in a normal listening situation, because the figures
quoted by a manufacturer depend on the exact frequencies and relative levels
of the tones chosen for the test. In general, intermodulation distortion is more
easily audible than harmonic distortion, but values of less than 05% are
unlikely to be detected. Methods for calculating the audibility of distortion
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based on auditory models have been developed, but are beyond the scope of
this chapter (Tan etal., 2004).

Many devices add a certain amount of undesired noise to the signal. This
noise usually takes the form of a low-frequency hum (related to the frequency
of the alternating current power supply) and a high-frequency hiss. The
performance of a device in this respect is usually specified as the ratio of the
output power with a relatively high-level input signal to the output power due
1o hum and noise alone. The ratio is normally expressed in decibels.
Sometimes the hum and noise are “weighted” to reflect the sensitivity of the
ear to different frequencies. This is rather like the weighting used in the sound
level meters described in Chapter 4, and it usually results in a higher signal-
to-noise ratio. A ratio of 70 dB unweighted or 80 dB weighted is adequate for
listening to music at moderate sound levels, although for source material with
a very wide dynamic range (as is sometimes found on CDs), and when high
listening levels are used, higher ratios are desirable (Stuart, 1994).

3B AMPLIFIERS

The basic performance of even a moderately priced hi-fi amplifier is likely to be
so good thatimprovements in technical specification would make little audible
difference. For example, a moderately good amplifier will have a frequency
response from 20 to 20 000 Hz * 1 dB, distortion less than 0.1%, and a signal-
to-noise ratio greater than 90 dB (for input signals with a reasonably high level,
such as from a CD player). These values are better than the limits required by
the ear. Nevertheless, some aspects of performance are worth considering.
The necessary power output of an amplifier can only be determined in
relation to the loudspeakers with which it will be used. For most transistor
amplifiers, the distortion increases very rapidly once a certain power output is
exceeded. If the amplifier power is inadequate, then distortion will be easily
heard during more intense passages. Loudspeakers vary considerably in the
efficiency with which they convert electrical energy into sound energy; “horn”
loudspeakers may have efficiencies of 30% or more, while “transmission line”
loudspeakers may convert less than 1% of the electrical energy into sound.
Thus, it is nonsense to say, as one manufacturer has done, that an amplifier
produces “forty-four watts of pure sound”. In fact, even one acoustic watt, in a
normal-sized room, would correspond to an extremely loud sound. There are
many loudspeakers available that produce high sound levels (in excess of
90 dB SPL at a distance of 1 m) with quite moderate electrical inputs, say 1 W.
In other words, given loudspeakers of reasonable efficiency, it is quite
unnecessary to spend a lot of money on a high-power amplifier. Additionally,
it s worth remembering that a doubling of power (which might mean a
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doubling in price) produces only a 3-dB increase in sound level, which is only
just noticeable (see Chapter 4). However, with loudspeakers of low efficiency,
a high-power amplifier may be necessary to produce adequate sound levels
without significant distortion.

3C LOUDSPEAKERS

Efficiency is an important aspect of loudspeaker performance. As mentioned
in the previous section, loudspeakers vary considerably in the efficiency with
which they convert electrical energy into sound energy. A common way of
specifying efficiency is in terms of the electrical input (in watts) required to
produce a sound level of 90 dB SPL at a distance of 1 m from the loudspeaker.
An alternative is to specify the sound level produced at a distance of 1 m by an
input of 1 W. This level can vary from as little as 77 to over 100 dB SPL. A
200-W amplifier would be needed to produce the same sound level in the first
case as a 1-W amplifier in the second case.

Most loudspeakers have frequency responses that are considerably less
regular than those of amplifiers. Many loudspeakers are so bad that the
manufacturers do not specify decibel limits when quoting a “frequency range”
for their loudspeakers. A frequency response without decibel limits is
meaningless. .

The frequency response of a loudspeaker is normally measured in an
anechoic chamber, so that there is no reflected sound from walls, ceiling, or
floor. In domestic situations, reflected sound is always present and influences
the perceived sound quality to some extent. High frequencies are usually
absorbed more than low frequencies, so the relative level of the low
frequencies is boosted. Additionally, at certain low frequencies, room
resonances may occur, making bass notes sound “boomy”. Finally, at high
frequencies, complex interference patterns are set up, and therefore the sound
entering the ears depends strongly on the exact position of the head.

Given that room acoustics must have an influence on the “effective”
frequency response of a loudspeaker, one might think that the response of a
loudspeaker measured in an anechoic chamber is not particularly relevant to
how the loudspeaker will sound. This is not in fact the case, because peaks
and dips in the “anechoic” frequency response combine with peaks and dips
produced by room acoustics to produce an overall response that is more
irregular than either alone. To minimize this irregularity, the “anechoic”
frequency response should be as smooth as possible. In addition, listeners
appear to compensate for the characteristics of a room (or of transmission
channels in general) in judging the nature of sound sources (Watkins and
Makin. 1996: Watkins. 1998: Toole, 2008).
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The frequency response of a loudspeaker is usually measured with a
microphone directly in front of the loudspeaker, a position known as “on
axis”. If the microphone is placed “offaxis”, at some angle to the loudspeaker
but at the same distance from it, the measured output often falls. This is
because the sound is “beamed™ forward by the loudspeaker, rather than being
propagated equally in all directions. A very narrow beam at any given
frequency is undesirable, because the character of the reproduced sound
would be strongly influenced by listening position. For conventional
loudspeakers, the degree of beaming depends on the size of the transducer
(the vibrating area) relative to the wavelength of the sound being reproduced.
The smaller the transducer and the lower the frequency, the wider is the beam.
Thus, for a single transducer, the beam gets narrower as the frequency
increases. This means that, if the frequency response is flat on axis, it will fall
with increasing frequency off axis. Toole (1986a,b) has shown that listeners
prefer a frequency response that is the same {i.e., flat) on axis and off axis. In
other words, the beaming should not vary with frequency, which means that
the total power radiated into the room is independent of frequency. Most
manufacturers have dealt with this problem by using more than one
transducer, each of which produces a reasonably wide beam over the range
of frequencies it reproduces. However, because the angle of dispersion for
each transducer varies with frequency, the response off axis tends to be a lot
less regular than the response on axis. A frequency response of 50-15,000 Hz
+3dB, both on axis and at +45° offaxis, would be exceptionally good, and,
provided other aspects of its performance werealso good, a loudspeaker with
this response would add little of its own quality to the reproduced sound; it
would be an accurate transducer.

For a waveform to be reproduced accurately, not only should all the
frequency components be reproduced at the correct relative amplitudes, but
also the relative phases of the components should be preserved. This is
equivalent to saying that, at the listener’s ear, the time delay of all frequency
components should be equal. Changes in the relative phases of the
components can produce marked changes in a waveform. Loudspeaker
manufacturers have not paid much attention to this, because it has generally
been assumed that the ear is insensitive to changes in relative phase. The
statement that the ear is “phase deaf” is often ascribed to Helmholtz (1863,
1954), who experimented with harmonic coinplex tones containing
harmonics 1-8. In fact, Helmholtz did not exclude the possibility that phase
changes were detectable for high harmonics, beyond the sixth to eighth, and
more recent work has shown that phase changes produce both changes in
timbre (Plomp and Steeneken, 1969; Patterson, 1988; Roberts et al., 2002)
(see Chapters 3 and 8) and changes in the clarity of pitch (Bilsen, 1973;
Moore. 1977; Lundeen and Small, 1984) (see Chapter 6). The effects for
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steady tones are, however, often rather small. This is not particularly
surprising, because, for steady sounds, room reflections produce marked
alterations in the relative phases of components, and, as discussed earlier,
room reflections have relatively little effect on the perceived quality of
reproduced sounds.

The situation is rather different for transient or short-duration sounds,
which are, of course, common in speech and music. The results of a number
of experiments have indicated that we can discriminate between sounds
differing only in the relative phases of the components (and not in the
amplitudes of the components), even when those sounds have durations as
small as 2-3 ms (Patterson and Green, 1970) (see also Chapter 5). When such
sounds are reproduced by loudspeakers, any given sound is completed before
any reflected sounds (echoes) reach the ears, provided the head of the listener
is more than 60-90 cm from any room surface and the loudspeaker is not too
close to a wall. Thus, room reflections have little effect on our ability to
discriminate between short-duration sounds differing in the relative phases of
the components. This has been confirmed by Hansen and Madsen (1974) and
Flanagan et al. (2005).

What these results mean is that the phase response of a loudspeaker canbe
important in determining the subjective quality. of the reproduced sound.
Changes in the relative phases of components are much more noticeable when
those components are close together in frequency than when they are widely
separated (see Chapter 3, Section 4D), so phase changes that occur abruptly
as a function of frequency have a larger subjective effect than phase changes
that occur gradually over a wide frequency range. Unfortunately, the former is
the more common situation. Most modern “hi-fi” loudspeakers contain two
or more transducers to deal with different parts of the frequency range.
A “woofer” is used for low frequencies and a “tweeter” for high. The electronic
input to the loudspeaker is split into high- and low-frequency bands by
electronic filters known as crossover networks, and the transition frequency
between a high band and a low band is known as the crossover frequency. It is
in the region of the crossover frequency that rapid phase changes often occur,
and thus, the crossover network is a source of phase distortion. One solution
to this problem is to use digital filters, which can be designed to have a linear
phase response and avoid rapid phase changes. In addition, certain cabinet
designs, such as the vented enclosure or reflex cabinet, introduce marked
phase changes in particular frequency regions. It is noteworthy that
loudspeakers that avoid rapid changes in phase as a function of frequency,
such as the Quad electrostatic, tend to be judged as reproducing sounds with
greater clarity and realism than those that have a rapidly changing or irregular
phase response. Unfortunately, it is difficult to isolate this aspect of
performance from other differences between loudspeakers, so it has not yet
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been conclusively demonstrated that a given loudspeaker sounds better
because of its superior phase response.

Blauert and Laws (1978) investigated the audibility of phase distortion by
taking a variety of complex sounds, including speech, music, noise, and brief
impulses, and delaying a group of frequency components with respect to the
remainder. They found that the minimum detectable delay was about 400 ps
when the frequencies delayed were in the range 1-4 kHz, although Flanagan
et al. (2005) found somewhat higher thresholds (1400-2000 ps). Blauert and
Laws also measured the delays that actually occurred for several loudspeakers
and headphones. For the headphones, the worst case corresponded to a delay
of 500 us, which is close to the threshold for detection. For the loudspeakers,
delays up to 1500 ps were found. These are close to or above the threshold for
detection and might therefore have an effect on the perceived quality of the
sound reproduced by the loudspeakers. It is to be hoped that in the future the
aspects of phase response that are subjectively important will become more
clearly defined.

Loudspeakers often give rise to significant amounts of harmonic and
intermodulation distortion (Czerwinski et al., 2001). THD amounts of 1-2%
are quite common, especially when the input frequency is low, but there is
considerable variationacrossloudspeakers. Such amounts of distortion are far
higher than those introduced by amplifiers or CD players. Thus, loudspeakers
are often the “weakest link” in this respect.

Finally, there is one myth about loudspeaker performance that should be laid
to rest. Occasionally in technical and hi-fi magazines, the phrase “Doppler
distortion™ is used. This distortionarises because the cone in a loudspeaker has
to reproduce more than one frequency simultaneously. Consider a high-
frequency tone together with a low one. When the phase of the low tone is such
that the cone is moving toward the listener, this produces an upward shift in the
apparent frequency of the high tone. Conversely, when the phase of the low
tone is such that the cone is moving away from the listener, the apparent
frequency of the high tone is lowered. These Doppler shifts are similar to the
shift in pitch of a train whistle as the train passes you at a station. In principle,
therefore, the low-frequency tone produces a slight frequency modulation of
the high tone, which might be heard as a distortion. In fact, Villchurand Allison
(1980) have shown, both by listening tests and by a theoretical analysis, that
Doppler distortion is completely inaudible for any practical cone velocity.

3D CompAcCT Disc PLAYERS AND OTHER DIGITAL SYSTEMS

Many systems for the digital storage and retrieval of audio signals work in a
similar way. Examples are CD players, PMPs, DVD players, and hard disc



366 An Introduction to the Psychology of Hearing

systems. These systems depend on the sound being coded or stored as a
sequence of numbers. Provided that the numbers are stored and retrieved
accurately, the performance of such systems is independent of the medium
used for storage.

Digital recording systems are of two types. “Lossless” systems are designed
to represent all aspects of the signal as faithfully as possible. “Lossy” systems
attempt to reduce the amount of stored information by discarding parts of the
signal that would not be audible; these are discussed in the next section.
Lossless systems generally work in the following way. The sound is picked up
by a microphone, which converts the time-varying pressure to a time-varying
voltage. The voltage is low-pass filtered, usually with a cutoff frequency of
about 20 kHz. The filtered voltage is sampled repetitively at a high regular,
rate. For CD, the sampling rate is 44.1 kHz, while for DVD, it is usually
48 kHz. The analog voltage of each sample is converted to digital form (i.e., a
number) using an analog-to-digital converter (ADC). The number is in binary
format, that is, it is a series of “zeros” and “ones”. Each binary digit is called a
“bit”. The greater the number of bits that are used, the higher is the precision
with which the analog voltage can be represented. The CD uses 16-bit
numbers, which means that 65,536 different uniformly spaced voltages can be
represented. However, recording studios may use ADCs with 18-24 bits to
produce a master digital recording.

When a CD or a DVD is played, the sequence of digits is read from the disc,
and converted to a time-varying analog voltage using a digital-to-analog
converter (DAC). The output of the DAC is not a smoothly varying voltage,
but looks rather like a staircase; the voltage shows abrupt steps as it changes
from one sampled value to another. However, the output of the DAC is low-
pass filtered, usually with a cutoff frequency of about 20 kHz, and this creates
a smoothly varying voltage, resembling the voltage originally generated by the
microphone.

The range of frequencies that can be reproduced by a digital system is
slightly less than one-half of the sampling rate. Thus, a rate of 44.1 kHz is
adequate to give a bandwidth of about 20 kHz. The range of sound levels that
can be reproduced (referred to as the dynamic range) is determined by the
number of bits used to represent each sample. As a rough rule of thumb, each
bit gives 6 dB of dynamic range, so a 16-bit system has a dynamic range of
about 96dB. At the lowest level that can be coded, a sine wave would be
represented as a sequence of numbers alternating between two discrete values,
corresponding to the least significant bit. Thus, the sine wave would be
transformed to a square wave and considerable distortion would be
introduced. In practice, this distortion is reduced and the dynamic range is
extended by adding a low-level noise called “dither” before the ADC
(Vanderkooy and Lipshitz, 1984 ). This noise has a level about 96 dB below the
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maximum level that can be coded, so the maximum signal-to-noise ratio in a
16-bit system is about 96 dB. In practice, the dither can have its spectrum
“shaped” so as to reduce its audibility (Wannamaker, 1992; Stuart, 1994;
Stuart and Wilson, 1994). This is done by placing most of the energy of the
dither at high frequencies (between 15 and 20 kHz), where the ear is less
sensitive (see Chapter 2, Fig. 2.1). This can give an “effective” signal-to-noise
ratio and dynamic range that are both greater than 96 dB.

CD and DVD players generally have a specification that is far better than
that of loudspeakers. Essentially, the output signal that they provide is
indistinguishable from the signal obtained from the master recording
produced by the recording studio (studio recordings are now usually digital
recordings). Thus, provided such a CD or DVD player is working according
to specification, it will produce no noticeable degradation in sound quality.
It follows from this that most hi-fi CD players and DVD players sound
the same.

This statement should be qualified by saying that CD and DVD players do
differ somewhat in their error-correction capabilities; errors occur when
numbers are not retrieved correctly from the disc. Thus, it may sometimes
be possible to detect slight differences between players in how well they deal
with badly damaged or defective discs. However, most CD and DVD players
cope very effectively with the errors that are typically present. It is also
possible for CD and DVD players to have faults that can produce very
noticeable effects. Finally, some manufacturers have produced CD players
that have poor DACs and/or poor output amplifiers. This is especially true of
cheap portable CD players or CD players incorporated in “boom boxes™ or
personal computers. Such CD players generally have a poorer than usual
specification (e.g., the signal-to-noise ratio may be markedly less than
90dB), and they may produce some degradation of sound quality. The take-
home message is buy a CD or DVD player that has the facilities you require,
buy from a reputable manufacturer, and beware of the very cheapest models.
On the other hand, there is usually little advantage to be gained in sound
quality from spending more than about 200 pounds or 300 dollars on a CD
player.

3E PercepTUAL CODERS

Digital recordings require the storage of huge amounts of data. For example,
on the CD, two 16-bit samples are stored 44,100 times per second (giving a
“bit rate” of 1411.2 kbits/s), so the total storage requirement for a 70-min CD
is 5,927,040,000 bits. In practice, the requirement is even greater than this,
because extra bits are used for keeping track of time and for error correction



368 An Introduction to the Psychology of Hearing

(compensation for “missing bits” caused by faults on the disc). The high bit
rate is a problem if it is required to broadcast digitally coded sound, because
broadcasting channels generally do not have the capacity to transmit digital
information at such high rates. It is also a problem if it is desired to store the
digital recording on a medium with limited capacity, such as a PMP.

Systems have been developed for digital recording and transmission of
sound that can give “hi-i” sound but with a greatly reduced bit rate
(Brandenburg and Stoll, 1994; Gilchrist and Grewin, 1996). These “lossy”
systems rely on the masking properties of the human auditory system, and
they are given the general name of “perceptual coders”. With these systems,
the reproduced signal contains considerable noise and distortion, but the
noise and the distortion are inaudible to human listeners because they are
masked by the “desired” signal. Examples of systems using perceptual coders
are “NICAM”, which is widely used for television sound in Europe; MP3,
which is widely used for Internet transmission of sound files and in PMPs;
Digital Audio Broadcasting (DAB); and cinema sound coded using the Dolby
AC3 system or the Digital Theatre System (DTS). These systems vary in their
exact mode of operation but work roughly in the following way.

The signal is filtered into a number of adjacent frequency bands called
sub-bands. Each band is represented as a sequence of numbers, just as the
broadband signal is represented on CD or DVD. The sampling rate required
for each band is slightly more than twice the width of the band. If each band
were coded with 16-bit resolution, this would not give any saving in the bit
rate compared to a “conventional” system such as CD. However, it is not
necessary to code each band with the full 16-bit resolution. When the width
of a band is similar to the ERBy of the auditory filter at the same center
frequency, the signal within that band can be represented by a relatively
small number of bits (typically 5-6) over a short time frame, provided that
the overall level in that band is separately coded. Only 5 or 6 bits are needed
because noise and distortion introduced by the limited number of bits are
not detectable when their level is more than about 30dB below the level of
the original signal, provided that their spectrum overlaps with that of the
signal. This is achieved because out-of-band distortion and noise are filtered
out at the stage when the digital signal is converted to analog form. In
practice, the bands used in perceptual coders have widths that are greater
than ERBy at low center frequencies (this is done because filters with very
narrow bandwidths tend to introduce unacceptably long time delays). Hence,
the low-frequency bands need to be coded with more than 5-6 bits.
However, the high-frequency bands can be coded with a relatively small
number of bits.

To achieve the saving in number of bits, the sound is divided up into
“blocks™ (typically lasting 1.5-12ms). For each band and each block, a scale
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factor is determined, which codes the overall level in that band and block.
This scale factor is transmitted or recorded along with the digital code for the
signal in each band. However, the scale factors do not take up much capacity
in terms of bit rate, because they are only updated once per block.

A further saving in number of bits can be made in the following way. For each
block, a calculation is made of the amount by which the signal in each band is
above the masked threshold produced by the signals in adjacent bands. The
calculation is based on masking patterns for human listeners, as described in
Chapter 3. The number of bits allocated to a given band increases with the
amount by which the level in that band exceeds the calculated masked
threshold. The absolute threshold may also be taken into account. If the signal
inagivenband is below the calculated threshold, then no bits at all are allocated
to thatband (except for the scale factor specifying the level in that band). If the
signal level is far above the calculated threshold, then more bits are allocated.
The allocation of bits is altered dynamically from block to block. In the replay
system, the bands are recombined to give the desired broadband signal.

Such systems can typically reduce the bit rate by about a factor of 5 to 10
(compared to a lossless system) without audible degradation of the signal.
Objective analysis, using instruments such as spectrum analyzers, can reveal
the considerable noise introduced by perceptual coders. When a given band is
coded with a small number of bits, or no bits at all, the signal-to-noise ratio in
that band is extremely poor. Nevertheless, listening tests with the better
coding systems have revealed that the great majority of human listeners
cannot distinguish a perceptually coded signal from the original signal
(Gilchrist and Grewin, 1996).

3F LoupsPEAKER CABLES AND OpPTICAL CABLES

Some manufacturers have claimed that sound quality can be improved by the
use of special cables between the amplifier and the loudspeakers. It is true that
some loudspeakers work best if the resistance of the cable is low. However,
this does not require the use of special cable. It merely means that if a long
cable is used, then it should be thick so that the overall resistance does not
exceed about 0.5 ohm. Ignore claims that exotic cables can give “fuller bass”
or “brighter highs™, such claims are without foundation.

Many modern digital devices can be connected via a digital optical cable,
for example, between a DVD player and an amplifier. Claims are sometimes
made that the quality of the optical cable affects performance and that high-
quality (and high-expense) cables are necessary. Again, such claims are
without foundation. The basic optical cable that is typically supplied with a
CD player or DVD player is perfectly adequate.
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4 THE EVALUATION OF CONCERT HALL ACOUSTICS

This topic is one of great complexity, and it is beyond the scope of this book to
cover it in any detail. The interested reader is referred to Ando (1985), Barron
(1993), Tohyama et al. (1995), and Beranek (2008) for further details.
Judgments of the acoustic quality of concert halls, and comparisons between
different concert halls, are difficult for two reasons. Firstly, the perceived quality
at a given performance depends as much on the manner of playing of the
musicians and their seating arrangements as on the characteristics of the hall
itself. Secondly, long-term acoustical memory is relatively poor, and so many of
the subtleties of acoustical quality are not recalled by the time a listener has
traveled from one hall to another. Ultimately, the consensus of opinion of a large
number of listeners determines whether a hall is “good” or “bad”, but it is not
easy to define the crucial features that influence such judgments or to derive
general rules that could be applied in the.design of new halls. Indeed, many new
halls are simply modeled on other halls that have been judged as good.

Schroeder et al. (1974) have developed recording and reproduction
techniques that make possible immediate comparisons of the acoustic
qualities of different halls under realistic free field conditions on the basis
of identical musical source material. The first step. was to make a recording of
an orchestra in an anechoic chamber, so that the acoustics of the recording
room were not superimposed on those of the hall to be evaluated. This also
ensured that the musical material was always identical. The recording was
replayed from the stage of the hall that was to be evaluated. Schroeder et al.
(1974) used a two-channel recording, replayed through two loudspeakers on
the stage of the hall, so as to simulate in a crude way the spatial extent of the
orchestra. However, there is no reason why the technique should not be
extended to multichannel recordings, which would mimic more accurately
the sounds radiated by a live orchestra.

The next step was to record the signals using microphones at the “eardrums”
of adummy head. This is amodel of a human head and torso with realistic pinnae
and ear canals, whose acoustical properties match those of an “average™ head as
closely as possible. Two different positions were used for each hall, both
corresponding to places that would normally be occupied by a listener’s head.

The next step was to present the dummy head recordings to listeners for
evaluation. To present the signals in a realistic way, the dummy head
recordings were electronically processed so that, when played back over two
selected loudspeakers in an ancchoic chamber, the recorded signals were
recreated at the eardrums of a human listener. Schroeder et al. (1974) explain
the technique as follows.

The sound radiated from each loudspeaker goes into both earsand not just
the “near” ear of the listener as would be desired. In other words, there is
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“crosstalk” from each loudspeaker to the “far” ear. However, by radiating
properly mixed and filtered compensation signals from the loudspeakers, the
unwanted “crosstalk” can be cancelled out.

The appropriate filter responses in the compensation scheme were
computed from measurements obtained by applying short electrical impulses
to one of the two loudspeakers and recording the resulting microphone
signals from the ears of a dummy head at some distance in front of the
loudspeakers. For further details, the reader is referred to the original article
and to Schroeder and Atal (1963).

Using this technique, Schroeder and coworkers asked subjects to indicate
preferences for different concert halls presented in pairs, one after the other.
For the halls with reverberation times less than 2s, reverberation time was
highly correlated with preference; the greater the reverberation time, the
greater was the preference. However, for the halls with reverberation times
greater than 2s, the reverberation time was slightly negatively correlated
with preference. One factor that showed a strong negative correlation with
preference, for halls with both long and short reverberation times, was the
interaural coherence. This is a measure of the correlation of the signals at the
two ears. Listeners prefer halls that produce a low interaural coherence,
meaning that the signals at the two ears are relatively independent of one
another. Schroeder et al. (1974) suggested that “This effect might be
mediated by a more pronounced feeling—of being immersed in the sound—
that presumably occurs for less coherent ear signals”. Interaural coherence
can be manipulated by sound diffusers on the walls and ceiling of the
concert hall.

Finally, for the halls with longer reverberation times, which also tended to
be the larger halls, the volume of the halls showed a strong negative
correlation with preference. Thus, once a hall has reached a certain size,
further increases in size result in a worsening of the perceived acoustic quality.

5 GENERAL SUMMARY AND CONCLUDING REMARKS

In this chapter, 1 have described some practical applications of auditory
research. Hearing aids that process sounds before delivery to an impaired ear
can partially compensate for some of the abnormalities of perception that are
associated with the impairment. For example, hearing aids incorporating
AGC can help to compensate for loudness recruitment. Models of loudness
perception for hearing-impaired people can be useful tools in fitting hearing
aids to the individual. For people who are totally or profoundly deaf, cochlear
implants can provide a means of restoring a limited, but useful, form of
hearing,
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In the reproduction of sounds, particularly music, the transducers in the
reproduction system, especially the loudspeakers, have the greatest influ-
ence on the overall sound quality. Unfortunately, the aspects of performance
that determine how good a system will sound are often poorly specified.
Amplifiers, CD players, and DVD players are usually sufficiently good that
they have little or no influence on sound quality. Digital sound recording and
transmission systems are becoming increasingly based on perceptual coders,
which reduce the required bit rate by exploiting the masking properties of the
auditory system.

Recordings made using a dummy head provide a way of comparing the
acoustics of different concert halls. The factors correlating most strongly with
preference are reverberation time and interaural coherence.

Many other practical applications may occur to the reader. A bottle of fine
wine will be given to the reader who suggests the most interesting new
applications for inclusion in the next edition of this book.
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This glossary defines most of the techni-
cal terms that appear in the text. Some-
times the definitions are specific to the
context of the book and do not apply to
everyday usage of the terms. The glossary
also defines some terms not used in the
text but that may be found in the
literature on hearing. When a definition
uses text in italics, this indicates that this
text is itself an entry in the glossary.

Absolute threshold The minimum
detectable level of a sound in the
absence of any other external
sounds. The manner of presenta-
tion of the sound and the method
of determining detectability must
be specified.

Amplitude The instantaneous ampli-
tude of an oscillating quantity

Glossary

(e.g., sound pressure) is its value
at any instant, while the peak
amplitude is the maximum value
that the quantity attains. Some-
times the word peak is omitted
when the meaning is clear from
the context.

Amplitude modulation (AM) The pro-
cess whereby the amplitude of a
carrier is made to change as a
function of time.

Audiogram A graph showing abso-
lute threshold for pure tones as a
function of frequency. It is usually
plotted as hearing loss (deviation
from the average threshold for
young normally hearing people)
in decibels as a function of
frequency, with increasing loss
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plotted in the downward

direction.

Auditory filter One of an array of
bandpass filters that are assumed
to exist in the peripheral auditory
system. The characteristics of the
filters are often estimated in mask-
ing experiments.

Aural harmonic A harmonic gener-
ated in the auditory system.

Azimuth Theangle of a sound relative
to the center of a listener’s head,
projected onto the horizontal plane.
It is represented by 6 in Fig. 7.1.

Bandwidth A term used to referto a
range of frequencies. The band-
width of a bandpass filter is often
defined as the difference between
the two frequencies at which the
response of the filter has fallen by
3dB (i.e., to half power).

Basilar membrane A  membrane
inside the cochlea that vibrates in
response to sound and whose
vibrations lead to activity in the
auditory pathways (see Chapter 1).

Beats Periodic fluctuations in peak
amplitude that occur when two
sinusoids with slightly different
frequencies are superimposed.

Bel A unit for expressing the ratio of
two powers. The number of bels is
the logarithm to the base 10 of the
power ratio.

Best frequency See Characteristic fre-
quency.

Binaural A situation involving lis-
tening with two ears.

Glossary

Binaural masking level difference
(BMLD or MLD) This is a measure
of the improvement in detectabil-
ity of a signal that can occur under
binaural listening conditions. It is
the difference in threshold of the
signal (in dB) for the case where
the signal and masker have the
same phase and level relationships
at the two ears and the case where
the interaural phase and/or level
relationships of the signal and
masker are different.

Cam The unit of ERBy number.

Categorical perception A type of per-
ception where stimuli are distin-
guished much better if they are
identified as belonging to a differ-
ent category than if they are
identified as belonging to the same
category. It occurs commonly for
speech sounds, but is not unique
to speech.

CB See Critical bandwidth.

Characteristic frequency (CF), best fre-
quency The frequency at which
the threshold of a given single
neuron is lowest, i.e., the fre-
quency at which it is most sensi-
tive. CF is also used to describe
the frequency to which a given
place on the basilar membrane is
most sensitive.

Combination tone A tone perceived
as a component of a complex
stimulus that is not present in the
sensations produced by the con-
stituent components of the com-
plex when they are presented
alone.
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Comodulation masking release (CMR)
The release from masking that can
occur when the components of a
masker have the same amplitude
modulation pattern in different
frequency regions.

Complex tone A tone composed of a
number of sinusoids of different
frequencies.

Component One of the sinusoids
composing a complex sound. Also
called a frequency component. In
Chapter 10, the section on hi fi uses
the word component to describe
one of the pieces of equipment
making up a hi-fi system.

Compressive nonlinearity A form of
nonlinearity in which the range of
amplitudes or levels at the output
of a system is smaller than the
range of amplitudes or levels at
the input.

Critical bandwidth (CB) A measure of
the “effective bandwidth” of the
auditory filter. It is often defined
empirically by measuring some
aspect of perception as a function
of the bandwidth of the stimuli
and trying to determine a “break
point” in the results. However,
such break points are rarely
clear.

Cyce That portion of a periodic
function that occurs in one period.

Decibel One-tenth of a bel, abbre-
viated dB. The number of dB is
equal to 10 times the logarithm
of the ratio of two intensities, or
20 times the logarithm of the

425

ratio of two amplitudes or pres-
sures.

Dichotic A situation in which the
sounds reaching the two ears are
not the same.

Difference limen (DL) Also called the
just-noticeable difference (JND)
or the differential threshold. The
smallest detectable change in a
stimulus. The method of deter-
mining detectability must be spe-
cified.

Diotic A situation in which the
sounds reaching the two ears are
the same.

Diplacusis Binaural diplacusis
describes the case when a tone of
fixed frequency evokes different
pitches in the left and right ears.

Elevation The angle of a sound rela-
tive to the center of a listener’s head,
projected onto the median plane. It
is represented by d in Fig. 7.1.

Energetic masking Masking that
occurs because the neural response
to the signal plus masker is similar
to the neural response to the
masker alone.

Envelope The envelope of any func-
tion is the smooth curve passing
through the peaks of the function.

Equal-loudness contours Curves plotted
as a function of frequency showing
the sound pressure level requir-
ed to produce a given loudness
level.

Equivalent rectangular bandwidth (ERB)
The ERB of a filter is the band-
width of a rectangular filter that
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has the same peak transmission as
that filter and that passes the same
total power for a white noise
input. The ERB of the auditory
filter is often used as a measure of
the critical bandwidth.

ERB See  Equivalent
bandwidth.

ERBy The average value of the
equivalent rectangular bandwidth
of the auditory filter at moderate
sound levels for young listeners
with no known hearing defect.

rectangular

ERBy-number scale (Cam) A scale in
which the frequency axis has been
converted into units based on
ERBy. Each 1-Cam step corre-
sponds to a distance of about
0.89 mm on the basilar membrane.

Excitation pattern A term used to
describe the pattern of neural
activity evoked by a given sound
as a function of the characteristic
frequency (CF) of the neurons
being excited. Sometimes the term
is used to describe the effective
level of excitation (in dB) at each
CE Psychoacoustically, the excita-
tion pattern of a sound can be
defined as the output of the
auditory filters as a function of
center frequency.

FO See Fundamental frequency.

Filter A device that modifies the
frequency spectrum of a signal,
usuallywhileitis in electrical form.

Formant A resonance in the vocal
tract that is usually manifested as a
peak in the spectral envelope of a
speech sound.

Glossary

Free field A field or system of waves
free from the effects of boundaries.

Frequency For a sine wave the fre-
quency is the number of periods
occurring in 1s. The unit is cycles
per second or Hertz (Hz). For a
complex periodic sound, the term
“repetition rate” is wused to
describe the number of periods
per second (pps).

Frequency modulation (FM) The pro-
cess whereby the frequency of a
carrier is made to change as a
function of time.

Frequency threshold curve See Tuning
curve.

Fundamental frequency (F0) The fun-
damental frequency of a periodic
sound is the frequency of that
sinusoidal component of the
sound that has the same period
as the periodic sound. It is often
abbreviated FO.

Harmonic A harmonic is a compo-
nent of a complex tone whose
frequency is an integer multiple of
the fundamental frequency of the
complex.

Horizontal plane The plane passing
through the upper margins of the
entrances to the ear canals and the
lower margins of the eye sockets.

Hz See Frequency.

Informational masking Masking that
is produced by confusion of a
signal with a masker or difficulty
in perceptual segregation of a
signal and masker. It is contrasted
with energetic masking, which
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occurs when the neural response
to the signal plus masker is similar
to the neural response to the
masker alone.

Intensity Intensity is the sound
power transmitted through a given
area in a sound field. Units such as
watts per square meter are used.
The term is also used as a generic
name for any quantity relating to
amount of sound, such as power
or energy, although this is not
technically correct.

Level The level of a sound is speci-
fied in dB in relation to some
reference level. See Sensation level
and Sound pressure level.

Linear A linear system is a system
that satisfies the conditions of
superposition and homogeneity
(see Chapter 1, Section 3).

Loudness This is the intensive attri-
bute of an auditory sensation, in
terms of which sounds may be
ordered on a scale extending from
quiet to loud.

Loudness level The loudness level
of a sound, in phons, is the
sound pressure level in dB of a
pure tone of frequency I kHz that
is judged to be equivalent in
loudness.

Loudness recruitment See Recruit-

ment.

Masked audiogram See Masking pat-
tem.

Masking Masking is the amount (or

the process) by which the thresh-
old of audibility for one sound is
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raised by the presence of another
(masking) sound.

Masking level difference (MLD) See
Binaural masking level difference.

Masking pattern, masked audiogram
This is a graph of the amount of
masking (in dB) produced by a
given sound (the masker) as a
function of the frequency of the
masked sound (the signal). It may
also be plotted as the masked
threshold of the signal as a func-
tion of signal frequency.

MDI See Modulation detection inter-
ference and modulation discrimina-
tion interference.

Median plane The plane containing
all points that are equally distant
from the two ears.

Modulation Modulation refers to a
change in a particular dimension
of a stimulus. For example, a
sinusoid may be modulated in
frequency or in amplitude.

Modulation  detection interference
(MDI) A reduced ability to detect
modulation of a given carrier
frequency when a modulated car-
rier with a different center fre-
quency is present.

Modulation discrimination interference
(MDI) A reduced ability to dis-
criminate changes in the modula-
tion of a given carrier frequency
when a modulated carrier with a
different center frequency is pre-
sent.

Asituationin whichsounds
are presented to one ear only.

Monaural
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Noise Noise in general refers to any
unwanted sound. White noise is a
sound whose power per unit
bandwidth is constant, on average,
over the range of audible frequen-
cies. It usually has a normal
(Gaussian) distribution of instan-
taneous amplitudes.

Octave An octave is the interval
between two tones when their
frequencies are in the ratio 2/1.

Partial A partial is any sinusoidal
frequency component in a com-
plex tone. It may or may not be a
harmonic.

Peak factor The ratio of the max-
imum amplitude of a waveform to
its RMS value.

Period The period of a periodic
function is the smallest time inter-
val over which the function
repeats itself.

Periodic sound A periodic sound is
one whose waveform repeats itself
regularly as a function of time.

Phase The phase of a periodic wave-
form is the fractional part of a
period through which the wave-
form has advanced, measured
from some arbitrary point in time.

Phase locking This is the tendency
for nerve firings to occur at a
particular phase of the stimulating
waveform on the basilar mem-
brane.

Phon The unit of loudness level.

Pink noise This is a noise whose
spectrum level decreases by 3dB
for each doubling of frequency.

Glossary

Pitch Pitch is that attribute of audi-
tory sensation in terms of which
sounds may be ordered on a
musical scale.

Pitch discrimination interference (PDI)
The phenomenon whereby the
ability to detect a change in
fundamental frequency of a com-
plex tone filtered into one fre-
quency region is adversely affected
by the presence of another com-
plex tone with fixed fundamental
frequency filtered into a different
frequency region.

Power Power is a measure of energy
per unit time. It is difficult to
measure the total power generated
by a sound source, and it is more
common to specify the magni-
tudes of sounds in terms of their
intensity, which is the sound
power transmitted through a unit
area in a sound field.

Psychophysical tuning curve (PTC) A
curve showing the level of a nar-
rowband masker needed to mask a
fixed sinusoidal signal, plotted as a
function of masker frequency.

Pure tone A sound wave whose
instantaneous pressure variation
as a function of time is a sinusoi-
dal function. Also called a simple
tone.

Recruitment This refers to a more
rapid than usual growth of loud-
ness level with increase in stimu-
lus level. 1t occurs for people with
cochlear hearing loss.

Rectification A process whereby all
negative values of the
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instantaneous amplitude of a
waveform are converted to posi-
tive values.

Residue pitch Also known as virtual
pitch, low pitch, and periodicity
pitch. The low pitch heard when a
group of partials is perceived as a
coherent whole. For a harmonic
complex tone, the residue pitch is
usually close to the pitch of the
fundamental component, but that
component does not have to be
present for a residue pitch to be
heard.

Resonance An enhancement of the
intensity of a sound that occurs
when its frequency equals or is
close to the natural frequency
of vibration of an acoustic system
or air-filled cavity. The word is
also used to describe the
process by which the enhance-
ment occurs.

Sensation level This is the level of a
sound in decibels relative to the
threshold level for that sound for
the individual listener.

Simple tone See Pure tone.

Sine sinusoidal vibration A
waveform whose variation as a
function of time is a sine function.
This is the function relating the
sine of an angle to the size of the
angle.

wave,

Sone A unit of subjective loudness.
A 1-kHz sinusoid presented binau-
rally in free field from a frontal
direction is defined as having a
loudness of 1 sone when its level
is 40dB SPL. The loudness in
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sones roughly doubles for each
10-dB increase in sound level
above 40dB SPL.

Sound pressure level This is the level
of a sound in decibels relative to
an internationally defined refer-
ence level. The latter corresponds
to an intensity of 107! W/m?,
which is equivalent to a sound
pressure of 20 pPa.

Spectrogram A display showing how
the short-term spectrum of a
sound changes over time. The
-abscissa is time, the ordinate is
frequency, and the amount of
energy is indicated by the light-
ness or darkness of shading. Spec-
trograms are often used in the
analysis of speech sounds.

Spectrum The spectrum of a sound
wave is the distribution in fre-
quency of the magnitudes (and
sometimes the phases) of the
components of the wave. It can
be represented by plotting power,
intensity, amplitude, or level as a
function of frequency.

Spectrum level This is the level of a
sound in decibels measured in a 1-
Hz-wide band. It is often used to
characterize sounds with contin-
uous spectra such as noises. A
white noise has a long-term aver-
age spectrum level that is inde-
pendent of frequency. A pink noise
has a spectrum level that decreases
by 3dB for each doubling of
frequency.

Spike A single nerve impulse or
action potential.
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Suppression The process whereby
excitation or neural activity at one
characteristic frequency is
reduced by the presence of excita-
tion or neural activity at adjacent
characteristic frequencies.

Temporal masking curve (TMC) The
level of a forward masker required
to mask a signal of fixed level,
plotted as a function of the silent
interval between the masker and
signal.

Temporal modulation transfer function
(TMTF) The modulation depth
required for detection of sinusoi-
dal modulation of a carrier,
plotted as a function of modula-
tion frequency.

Threshold-equalizing (TEN)
Noise whose spectrum is shaped
so that the detection threshold for
a sinusoidal tone presented in the
noise is the same for all signal
frequencies.

noise

Timbre Timbre is that attribute of
auditory sensation in terms of
which a listener can judge that
two sounds similarly presented

Glossary

and having the same loudness and
pitch are dissimilar. Put more
simply, it relates to the quality of
a sound.

TMC See Temporal masking curve.

TMTF See  Temporal
transfer function.

modulation

Tone A tone is a sound wave capable
of evoking an auditory sensation
having pitch.

Tuning curve For a single nerve fiber
this is a graph of the lowest sound
level at which the fiber will
respond, plotted as a function of
frequency. Also called a frequency
threshold curve (FTC). See also
Psychophysical tuning curve.

Virtual pitch See Residue pitch.

Waveform Waveform is a term used
to describe the form or shape of a
wave. It may be represented gra-
phically by plotting instantaneous
amplitude or pressure as a func-
tion of time.

White noise A noise with a spectrum
level that does not vary as a
function of frequency.
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ABLB, 159

Absolute pitch, 213, 238-239, 284

Absolute threshold, definition, 11, 57

Across-channel processes, 103-110,
193-195, 240-241

Active mechanism in cochlea, 29-32, 35,

78,96, 112
Adaptation, 50-51
abnormal, 158-163
binaural, 258-259
change detection and, 143-145
loudness, 152-153
AFC procedure, 143, 171
Additivity of masking, 73-74
AGC, 352-354, 356, 357
Alternate binaural loudness
balance test, 159
AM, see Amplitude modulation
Amplitude, definition, 2, 6
Amplitude modulation, 82, 84, 143,
151, 173

INDEX

Antiphasic signal, defined, 273, 275
AP (action potential), 29
Approximants, 320
Asynchrony, 198
binaural interference and, 258-259
detection and, 199
grouping and, 195
Autention, and the figure-ground
phenomenon, 309-311
Audibility curve, 59
Audiogram
defined, 62-63, 423
described, 61-62
masked, 90
Auditory filter
as bank of bandpass filters, 68
critical band meéhanism, 68-71
defined, 68
equivalent rectangular bandwidth, 71
estimation of shape, 71-80
excitation patterns, relation to, 89-94
filter response curve, 18-19, 75
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impaired ears, in, 123
notched-noise method, 74-80
profile analysis, and, 108-109
psychophysical tuning curves, 72-74
shapes, 71-80
Auditory localization, see Localization
Auditory masking, see Masking
Auditory nerve, 38
degeneration, cochlear implants, 355
excitation pattern, 43-44
frequency selectivity, 38-39
harmonically related tones, response
to, 48-49
iso-response contour, 38-40
phase locking, 44-46
post-stimulus-time histogram, 49
rate versus level function, 40-43
saturation, 41
spontaneous firing rate and threshold,
41
suppression, 46-48
tuning curves, 38—-40
two-tone suppression, 46-48
Aural harmonic, defined, 424
Automatic gain control, 352-354, 356,
357
Azimuth, defined, 246

B
Bandpass filter, 18, 20, 28, 33, 144, 184,
341, 342; see also Auditory filter
Bandstop filter, 18, 54
Bandwidth, defined, 18
Basilar membrane, 24-34
active process and, 29-32, 35, 78, 96,
112
defined, 25
envelope, traveling wave pattern, 25
as Fourier analyzer, 26
frequency analyzing mechanism, 28

Index

frequency response, 28
frequency to place conversion, 32
impulse response, 33
Mossbauer effect, 28
nonlinearity, 14-17, 28, 29-32, 36,
37,42
patterns of vibration, 27
residue pitch, response simulation,
220-221
step function response, 33
structure and function, 24
tuning, 26-29
Beats
binaural, 252-253
defined, 12-13, 424
monaural, 72, 90, 253
Bel, defined, 10
Best frequency, see Characteristic
frequency
Binaural, defined, 246
Binaural adaptation, 258-259
Binaural beats, 252-253
Binaural function, 245-262;
see also Localization
interference, 259-261
minimum audible movement angle,
276
pitch, 230-231
sluggishness, 275-277
Binaural masking level difference,
271-275
defined, 273, 424
Bone conducted sound, 24

C
Cam, 76-77, 424
CAP (compound action potential), 29
Categorical perception, 326-329
defined, 326
non-specch stimuli, 327
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CB, see Critical bandwidth
CF, see Characteristic frequency
CFN (comb-filtered noise), 94
Characteristic frequency
basilar membrane, 26
defined, 424
neural, 39
Chroma, 212
Clifton effect, 269
CME, see Critical modulation frequency
CMR, see Comodulation masking release
Cochlea, 24-35, 54, 61, 96, 122, 164,
166, 214, 227, 355-358
damage, effects of, 24
partition, see Basilar membrane
structure and function, 24-34
Cochlear echo, 36
Cochlear implant, 355-358
Comb-filtered noise, 94
Combination tone, 16, 37, 224-225
Comodulation masking release, 102-108
defined. 102
models, 106-107
within-channel cues, 105
Compact disc player, 365-367
Complex tone, defined, 4, 6, 425
Component, defined, 16, 425
Compound action potential, 29
Compression in the cochlea, 29-32,
41-43, 46-48, 94, 98, 112-116,
121, 184
Concert hall acoustics, 370-371
Conductive hearing loss, 62, 123, 163;
see also Hearing impairment
Cone of confusion, 262-263
Consonance, 236-238
Consonants. 320
perception of, 318, 324-326, 331~
334, 338-340
production of, 319-320

433

Continuity effect, 118, 293, 308-309,
316

Cortex

neural responses in, 51

tonotopic organization, 39, 204
Critical band, 67

band-widening, 69-70

critical modulation frequency, 76,

84-85

critical ratio, 70-71

loudness, for, 140-143

phase sensitivity, 82-85, 125

‘power spectrum model, 68-71
Critical bandwidth, 69

defined, 69, 425

estimation, 70
Critical modulation frequency, 76, 84-85
Crossover network, phase response, 364
Cue trading for speech, 333-334
Cycle, defined, 2-3, 425

D
d’ (dprime), detectability, 130
Damage, risk from intense sounds,
152-153
dB, 10-11
Deafness, see Hearing impairment
Decibel(s), defined, 10, 425
Decision device, models of temporal
resolution, 187
Definitions of terms used, 423-430
Detectability index, 130
Dichotic
defineq, 246, 425
pitch, 230-231, 242, 297-298
Difference limen
defined, 160, 204, 425
duration, for, 196-197
frequency, for, 205-212
intensity, for, 143-145, 205
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Digital audio tape, 368
Diotic, defined, 246, 425
Dip listening, 96-99, 106
Diplacusis, defined, 425
Distance perception, 279-280
Dissonance, 237
Dither, 366-367
DL, see Difference limen
DLE, 205-212, 215
Dominance region
localization, for, 260
pitch, for, 226
Doppler shift
loudspeakers, 365
Mossbauer effect, 28-29
Dynamic range
auditory system, of, 145-149
digital systems, of, 365-367
neurons of, 41-43, 121
speech sounds, of, 327
Duplex perception, 331-333
Duplex theory, 250, 255

E

Earplugs, 156

Echoes
cochlear, 36
concert hall acoustics, and, 370-371
precedence effect, 266-270
sound reproduction, effects on, 358
suppression of, 269

Efferent system, 96, 112

Elevation
definition, 246, 425
judgment of, 262-266

Envelope
across-filter comparisons, 108
basilar membrane, on, 340-341
coherence, 371
cues in speech, 340-341

Index

cues in tone detection, 101, 105,
106-107
defined, 25, 341, 425
lateralization, and, 255
Equal-loudness contours, 134-137
Equivalent rectangular bandwidth
auditory filter, 125
defined, 18-19
scale, 76-77, 142
ERB see Equivalent rectangular
bandwidth
Excess masking, 188
Excitation pattern
defined, 43, 91-93
frequency discrimination, role in,
205-206
intensity discrimination, role in,
147-148
loudness, role in, 139-143, 152-153
neural, 43-44
psychoacoustic, 91-93

F
Fatigue, 152-153
Figure-ground phenomenon, 309-311
Filter, 17-22, 54, 189; see also Auditory
filter
FM, sec Frequency modulation
FMDL, see Frequency modulation
detection
Formant
defined, 318-319, 426
described, 319
Forward masking, 110-116, 185
Fourier analysis, 4-9
Free field, defined, 59-60. 426
Frequency, defined, 2, 426
Frequency difference limen, 204
Frequency discrimination, 205-212,
229-230



Index

Frequency modulation
defined, 82
detection, 83-85, 194, 205-209,
211-212
neural response to, 53, 211
perceptual grouping, role in,
295-296
Frequency response
interpretation of specifications,
358-361
Frequency selectivity
assessment, 71-80, 123
cochlear damage, 123
complex tones, discrimination of
partials, 86-88
critical band concept, 68-71
defined, 67
enhancement, with suppression,
103-104
hearing impairment, 123
non-simultaneous - masking,
110-116
profile analysis, 108-110
sensitivity to phase, 82-85
two-tone masking, 81
Frequency sweep detectors, nerve fiber,
53
Frequency threshold curve, see also
Tuning curve
defined. 39, 55, 430
Fricative, defined, 319
Frontal plane, defined, 246
Furosemide, ototoxicity, 163
FTC, see Frequency threshold curve, see
also Tuning curve
Fundamental frequency
defined, 4
perceptual grouping, role in, 289-291
pitch corresponding to, 216-217
speech, 320
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G

Gap detection
broadband sounds, 171-173
narrowband noises, 175-183
sinusoids, 178-181

Gap discrimination, 197

Gestalt psychologists, 304, 308, 309

Gestalt rules, 304-311

Glossary, 423

Glottal source, 318-319

Grouping, 289-311

H

Haas effect, 267

Hair cells, 34-35, 54, 166

Harmonic, defined, 4

Harmonic distortion, 16, 360

Harmonicity, role in grouping, 290-291

Harmony, 236-238

Head related transfer function, 263-266

Headphones, 22

Hearing aid design, 351-354

Hearing aid fitting, 354-355

Hearing impairment
and abnormalities in loudness

perception, 158-164
assessment of frequency selectivity,
123-125

cochlear implants, 127, 355-358
hearing aid design, 351-354
types, 62

Helicotrema, 62

Hertz, see Frequency

High fidelity sound reproduction, 358
amplifiers, 361-362
cables, 369
compact disc players, 365-367
digital audio broadcasting, 368
digital audio tape, 365-366
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interpretation of specifications,
358-361
loudspeakers, 362-365
perceptual coders, 367-369
Homophasic signal, defined, 273
Horizontal plane, defined, 246, 426
HRTE, 263-266
Huffman sequences, 198
Hz, see Frequency

I
Impedance matching by middle ear,
23-25
Impulse response function, basilar
membrane, 20, 21, 33-34,
220-221, 254-255
Increment detection, 144
Inferior colliculus, 189
Informational masking, 122-123
defined, 122
non-speech sounds for, 285, 325
spatial release from, 346-347
speech sounds for, 345-347
Integration time, 64-66, 143
Intensity, defined, 10
Intensity discrimination, 144
defined, 144
impaired hearing in, 160-161
neural basis of, 145-151
pure tones, deviation from Weber's
Law, 144-145, 150-151
Intensity ratios and pressure ratios,
decibel(s), 11
Interaural amplitude difference, 276
Interaural intensity difference, 247, 299
Interaural level difference, 247, 250, 251,
252,257, 260, 263, 271, 299
Interaural time difference, 247, 248, 250.
252, 255, 256, 257, 260, 261, 263,
268,271,276,280,298, 299,302, 334

Iso-intensity contour, 40 X
1AD, see Interaural amplitude difference
11D, see Interaural intensity difference
ILD, see Interaural level difference

ITD, see Interaural time difference

K
Kemp echoes, 36

L
Laser interferometry, 29
Lateral suppression, see Suppression
Lateralization, 245, see also Localization
LDL, 161
Level, defined, 10
Linear system, defined, 13
Linearity, concept, 13-17
Localization
binaural adaptation, 258-269
binaural beats, 252-253
cone of confusion, 262-263
Haas effect, 267-268
grouping and, 289, 297-299
influence of vision, 278
masking level difference, 271-275
median plane in, 263
minimum audible angle, 246
minimum audible movement angle,
276
monaural, role of pinnae, 262-263
perception of distance, 279-280
precedence effect, 266-269
pure tones, 247-253
role of head movements, 262-263
time-intensity trading, 257-258
transients, 253-254
Loudness
abnormalities in perception, 158-163
adaptation, 152-153
complex sounds, 134
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Index
critical bandwidth for, 140 perceptual coders, application in,
damage levels, 152 367-368
defined, 133 phase effects in, 96-99
detection of changes, 143-145 post-stimulatory, 110
discomfort level, 161 power spectrum model, 68~71
duration, effect of, 143 pre-stimulatory, 110
equal-loudness contours, 134-137 pure tone, 72-73, 90
level, defined, 134 release, comodulation, 103-104
models, 139-140 repeated-gap technique, 118
power-law relationship with intensity, temporal effects, 94-99
138 two-tone, 81
recruitment, 158 upward spread, 24, 91
scaling, 137-139 Masking level difference, 271-275, 277,
temporal integration, 143 297
units, 137 MDI, 108, 193, 194, 195
Loudspeakers, 156, 251, 265, 270, Median plane, defined, 246, 427
362-365 Mel scale of pitch, 76
Doppler shifts, 365 Microtones, Indian music, 238
phase response, 364-365 Middle ear, 23
Middle ear reflex, 24, 154
M Minimum audible field, 58
MAA, 246, 247, 251, 259 Minimum audible movement angle, 276
MAE 58. 59, 60, 61, 135, 164 Minimum audible pressure, 58
MAMA, 276 Mistuning, detection of, 290
MAP, 58-59, 60, 62 MLD, 271-275, 277, 297
Masking Modulation, 144
across-channel processes in, 85, defined, 108
103-110 grouping role in, 195
additivity of, 73-74 Modulation depth, 191, 194
backward, 110 Modulation detection, 144
defined, 67-68 amplitude, 144
excess, 188 frequency, 194, 205
forward, 110-116, 185-188, 191-192 interference, 193-195
masked audiogram, 90 mixed, 211
mechanism, swamping/suppression, Modulation index, 3‘3‘ 85
99-100 Modulation masking, 189-192
non-simultaneous, 110-116 Monaural, defined, 246,427

overshoot effect, 95-96
patterns, and excitation patterns,

Méssbauer effect, 28
Motor theory of speech perception,
89-94 335-336. 348
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Multi-band compression systems,
352-354
Music, see also Stereophonic
reproduction
absolute pitch, 213, 238-239, 284
microtones, 238
octave, defined, 19
octaves, intervals and scales, 214-215
synthesizers, 287, 316

N
Nerve deafness see Hearing impairment
Nerve fiber, see Auditory nerve
Noise, defined, 6, 12, 427
Noise power density, defined, 12
Nonlinearity in cochlea, 29-32, 34,
41-43, 46-48, 94, 112-116,
121, 184
Nonsimultaneous masking, 110-116,
185
excess masking in, 188
evidence for lateral suppression,
116-122
frequency selectivity, 117-121
two-tone suppression, 116-120
Notched-noise method for determining
auditory filter shape, 74-80

o
Object identification, and timbre
perception, 284-287
Octave
defined, 19, 428
enlargement, 214-215
musical scales, 212, 236-238
Ohm's acoustical law, 6
Organ of Corti, 34
Ossicles, 23, 24
Otoacoustic emissions, 35-37
Ototoxicity, agents, 123, 163

Index

Outer ear, 23, 163
Overshoot effect, 95, 96

P _
Partial, defined, 6, 428
Pattern recognition models of pitch,
217-220
experimental evidence, 224-231
PDI, see Pitch discrimination interference
Peak clipping, 16
in hearing aids, 16, 352
of speech, 345
Peak factor
defined, 96, 428
masking, role in, 96-99
Perceptual organization, 304-311
Period, periodic sound, defined, 3, 428
Periodicity pitch, see Residue pitch
Phase
defined, 2
monaural sensitivity to, 83-85, 198,
252-253, 363-365
Phase locking
auditory nerve, 38, 44-46
complex sounds, 48-50, 220-223
defined, 38, 44-45, 428
and frequency discrimination, 224,
235, 242
and intensity discrimination,
147-148, 149, 165
Phase response, loudspeakers,
364-365
Phon, 134
Phonemes
defined, 317
perception, 324-329
variable acoustic cues, 324-326
Pink noise, 12, 428
Pinna, 23, 59, 266
and localization, 263-266
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Pitch
defined, 3, 203, 428
discrimination interference (PDI),
240-241
value, 3-4, 203
Pitch perception, 203-236
dominant region, 226
existence region, 224-225
models, 217-223
phase locking, role of, 204, 212, 224,
230-231, 233
place versus temporal theories,
204-214
principle of dominance, 226
pure tones, 204-216
timing information, 204, 212, 224,
230-231, 233
theories, 203-204, 217-223, 232-236
Post-stimulus time histogram, 49-50
Power, defined, 12, 17, 248
Power function and loudness, 137
Power spectrum model of masking, 68,
69, 102
Precedence effect, 266-270, 346-347
Presbycusis, Presbyacusis, 62
Pressure ratio and intensity ratio, decibel,
11
Profile analysis, 108-110
PST histogram, 49-50
Psychophysical tuning curve, 72-74
defined, 72, 428
forward masking in, 119-121
hearing impairment in, 123
measurement of, 72-74
PTC see Psychophysical tuning curve,
Tuning curve
Pulsation threshold, 118-119
Pulse
single, spectrum, 6
train, spectrum, 21
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Pure tone
defined, 2, 428
masking, 72-73, 90
frequency discrimination, 205-212
musical intervals, 212-213
variation in pitch with level, 204
sound localization, 247-253

Q
Q. Qi0dB, defined, 28

R
Ra'te versus level function, 40-43, 145
Recruitment, 166, 352
defined, 158, 428
Reference sound level, 10
Reissner’s membrane, 25
Residue pitch
defined, 216, 429
existence region, 224-225
pattern recognition models, 217-220
temporal models, 220-223
Resonance, defined, 318, 429
Retrocochlear hearing loss, 166
Reverberation time, concert hall
acoustics, 371
Rhythm, perception, 300, 304
Risks from intense sound, 154, 157, 352
RMS value, 12, 17
Root mean square value, 12, 17

S

Schroeder phase, 97-98

SDLB, 157, 163, 166

Sensation level, defined, 11, 429
Sensorineural hearing loss, 62

Short increment sensitivity index, 160
Signal detection theory, 127-131
Simple tone, defined, 2, 429
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1 loud:

dichotic
157, 163, 166
Sine wave, 2
amplitude modulated, 82, 217,222,259
defined, 2, 429
frequency modulated, 83
waveform, 3
Sine wave speech, 329-330, 348
SISI test, 160
Sloping saturation, nerve fiber, 41
Sluggishness
binaural, 275-277
in processing of phase locking,
211-212
temporal resolution, 183
Sone, defined, 137-138, 429
Sound
nature, 2-3
physical characteristics, 2-13
Sound level, measurement, 10-12
Sound pressure level, defined, 10, 429
Source-filter model, 318-320
Space perception, see Localization
Spectral shape discrimination, 108-110,
340
Spectro-temporal pattern analysis in
hearing, 102-108
Spectrogram
auditory, 321-322, 346
defined, 320, 429
narrowband, 320, 321
“pre-emphasized”, 339
wideband, 320, 321
Spectrum, 6-7, 429
Spectrum level, 12, 78, 429
Speech, 315-349
characteristics of, 316-323
sell-generated, middle ear reflex, 24
Speech mode
evidence [or, 329-331

balance,

instructions to listener, 328
Speech perception
audiovisual integration, 334-335
brain specialization, 329
categorical, 326-329
cue trading, 333-334
duplex perception, 331-333
envelope cues, 340-343
evidence for a speech mode, 329-331
models, 335-338
nature of speech sounds, 316-323
peak clipping, 345
rate of production of speech sounds,
323-324
resistance to corrupting influences,
343-345
special mechanisms, 323
temporal fine structure cues, 340-343
variable acoustic cues, 324
Speech sounds, periodicity, 339-340
Speech-coding strategies, cochlear
implants, 356-358
Spike, defined, 38, 429
Spontaneous otoacoustic emissions, 37
SPL, 10-12, 429
Square wave, spectrum, 6
Stereophonic reproduction
precedence effect, 266270
stereo seat, 270
Stevens’ power law, 137
Stop consonants, 302,322,323, 340
Stops, defined, 319
Stream segregation, 300-303
Summing localization, 268
Suppression
basilar membrane, 117
defined, 117
neural, 46-48, 116-119
otoacoustic emissions, 36-37
psychophysical, 116-119
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Syllabic compression, 353
Synthesizers, music, 287, 316
Synthetic speech, 305, 325, 326, 328

T
Tectorial membrane, 34-35, 45, 50
Temporal acuity, 172-183, 196-200
Temporal integration, 64-66, 143
Temporal masking curve, 114-116, 430
Temporal modulation transfer function,
172-173, 181-183, 193-194
defined, 172-173, 430
Temporal resolution, 170-183, 196-200
Temporal window, 184-187
Temporary threshold shift, 152-156
Timbre, defined, 284, 430
Timbre perception, 284
auditory filters, 284, 356, 359, 363
and object identification, 284
time-invariant patterns, 284-285
time-varying patterns, 285-287
Time-intensity trading, sound
localization, 257-258
Time-reversed sinusoids, 173-174
Tinnitus, 37
TMC, see Temporal masking curve
TMTEF, see Temporal modulation transfer
function
Tonal residue, existence region, 224-225
Tone, defined, 3, 430
Tone decay test, 164
Tone pulse, spectrum, 7-9, 210
Transduction, 34-35
Transients
acuity of localization, 253-254
binaural adaptation to, 254
onset disparities versus ongoing
disparities, 256-257
Transposed tones, 255-256
TTS. 152-156
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Tuning curve
basilar membrane, 29, 30
defined, 28, 430
and iso-rate contour, 38-40
neural, 72
psychophysical, 72-74, 119-121
suppression areas, 36, 4648, 116-119
Two-alternative forced-choice procedure,
131
Two-tone masking, 81
Two-tone suppression
basilar membrane, 48
- neural, 46-48
non-simultaneous masking, 116-119

v
Vibrato, 83, 239-240, 295
Virtual pitch, see Residue pitch
Vision, influence on sound localization, 278
Vocal tract, 317-319
Voice onset time, defined, 339-340
VOT, defined, 339-340
Vowels
production of, 318-319
perception of, 320-321, 325, 327

A%\%
Warning signals, 89
Waveform, defined, 2-3, 430
Waveform envelope, see also Envelope
cues for speech intelligibility,
340-343
localization based on, 254-256
Weber's Law
defined, 144
duration discrimination, 196-197
intensitydiscrimination, 144-145, 150
near miss to, 144-145, 150-151
severe departure, 148
White noise, 6, 7, 8, 12, 172, 294. 430
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